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A transformagao digital cria ambientes cada vez mais interconectados e intensivos
em dados. Nesse contexto, os Gémeos Digitais (Digital Twins — DTs) oferecem
monitoramento continuo e simulagdo, enquanto atividades de governanca, riscos e
conformidade (GRC) apoiam decisdes organizacionais. Essas atividades podem exigir
tempo e recursos substanciais para coletar, integrar e interpretar informacoes, € atrasos e
fragmentagdo podem reduzir a atualidade e completude dessas informagdes e afetar a
qualidade das decisdes. Este estudo propde uma camada conceitual de GRC habilitada
por inteligéncia artificial construida sobre DTs existentes. Organizada em subcamadas
operacional, tatica e estratégica, ela aplica um ciclo recorrente de perceber-simular-
decidir-agir-reavaliar, com feedback dentro e entre niveis, sob limites de autoridade
aprovados, preservando a rastreabilidade de fontes normativas e do contexto
organizacional até arranjos internos aprovados e elementos configurados e, destes, até
decisdes, acdes, resultados, evidéncias e reavaliacdo. Espera-se que os mecanismos
propostos reduzam o esforco de integracdo de informagdes e apoiem decisdes mais
oportunas e bem informadas. A principal contribui¢do ¢ uma arquitetura GRC multinivel
que conecta direcao estratégica, coordenacao tatica e execugdo operacional, preservando

autoridade humana, responsabilizacdo organizacional e rastreabilidade normativa.
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Digital transformation has created increasingly interconnected and data-intensive
environments. In this context, Digital Twins (DTs) provide continuous monitoring and
simulation capabilities, while governance, risk, and compliance (GRC) supports
organizational decision-making. Sustaining GRC activities can require substantial
specialist time and resources to collect, integrate, and interpret relevant information,
while delays and fragmentation may reduce information timeliness and completeness and
affect decision quality. The present study proposes a conceptual Al-enabled GRC layer
built on existing DTs. Organized into operational, tactical, and strategic sublayers, it
applies a recurring sense-simulate-decide-act-reassess cycle with feedback within and
between levels, within approved authority limits, while preserving traceability from
normative sources and organizational context through approved internal arrangements
and configured elements to decisions, actions, outcomes, evidence, and reassessment. The
proposed mechanisms are expected to reduce information-integration effort and support
more timely and better-informed decisions. The main contribution is a multilevel GRC
architecture connecting strategic direction, tactical coordination, and operational
execution while preserving human authority, organizational accountability, and

normative traceability.
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Chapter 1

Introduction

Digital transformation has driven organizations toward increasingly
interconnected and data-intensive environments (VIAL, 2019; ZHANG et al., 2021), in
which connectivity extends beyond physical devices to encompass people, processes, and
data, as described by the Internet of Everything (IoE) perspective (WU et al., 2023).
Within this context, Digital Twins (DTs) provide synchronized digital representations
that support continuous monitoring, simulation, and analysis of physical assets and
processes (BARRICELLI et al., 2019; FULLER et al., 2020). At the same time,
governance, risk, and compliance (GRC) activities support organizational decisions
concerning objectives, risks, controls, and obligations (ISO, 2021; RACZ et al., 2010),
while related decisions occur across operational, tactical, and strategic levels

(ANTHONY, 1965).

Sustaining GRC activities requires the collection, consolidation, interpretation,
review, and communication of information distributed across organizational functions
and decision levels. These processes can require substantial specialist time and
organizational resources (ALEXANDER et al., 2013; FRASER and SIMKINS, 2016;
SNELLER and LANGENDIJK, 2007; TREBBI et al., 2026). In practice, organizational
risk management is also commonly supported by periodically updated instruments such
as risk registers, matrices, reports, and scheduled review cycles (HOPKIN and
THOMPSON, 2022; ISO, 2018). Although these instruments are important for
structuring assessments, assigning responsibilities, and documenting decisions, the
information available at the time of a decision may represent conditions assessed earlier

rather than the organization’s current state.

Therefore, the problem addressed in the present study is one of time, resource use,
and decision quality: obtaining and integrating sufficiently current and relevant
information for GRC decisions can demand substantial cost and effort, while delays and
fragmentation can reduce the timeliness and completeness of the risk information

available to decision-makers and, consequently, affect decision quality (ARENA ef al.,
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2017; CRAWFORD and JABBOUR, 2024; ZHU et al., 2021). This limitation does not
lie in established risk-management frameworks themselves, but in the informational and
analytical support available when they are implemented through periodic assessments.
DTs can complement these practices by providing synchronized information, simulation
of alternatives, and monitoring of subsequent effects (FULLER et al., 2020). Building on
these capabilities, the present study considers Al an enabling mechanism for interpreting
complex and heterogeneous information, supporting decision-making across
organizational levels, and assisting in the interpretation and translation of external

requirements into internal arrangements.

Although DTs offer capabilities relevant to this problem, the literature review
presented in Chapter 4 did not identify an intra-organizational architecture that brings
together operational, tactical, and strategic risk-management decisions, supports feedback
within and across these levels, and preserves traceability from normative sources and
organizational context to approved internal arrangements and subsequent decisions and

actions.

The present study proposes a conceptual Al-enabled GRC layer built on top of an
organization’s existing DTs. The layer combines information from the underlying DTs
with organizational and external information to support risk-oriented analysis and
decision-making across operational, tactical, and strategic levels. It connects these levels
through bidirectional feedback and a recurring sense-simulate-decide-act-reassess cycle,
while preserving traceability from normative sources and organizational context to
approved internal arrangements, configured criteria and constraints, decisions, actions,
outcomes, and evidence. The layer supports these processes within authority limits
defined by the organization and does not replace organizational decision-making
authority. The present study does not prescribe, implement, or evaluate a specific Al
model, technique, or agent; instead, it specifies the functions in which Al may support

the architecture and the organizational boundaries within which those functions operate.

The proposed architecture is designed to support more timely and better-informed
consideration of risk conditions, improve coordination between organizational levels, and
make the path from normative requirements to decisions and evidence easier to
reconstruct. Illustrative manufacturing scenarios are used to examine the internal
coherence and plausibility of these mechanisms rather than to measure their empirical

effectiveness.
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The main conceptual contribution of the present study is an explicit intra-
organizational, multilevel GRC architecture that connects strategic direction, tactical
coordination, and operational execution through existing DT infrastructures and Al-
enabled analytical capabilities. The practical contribution is a reference architecture
identifying the functions, information flows, authority boundaries, approval points,
feedback mechanisms, and traceability relationships that future implementations of DT-

supported GRC solutions should consider.

The remainder of the present study is organized as follows. Chapter 2 describes
the methodology; Chapter 3 presents the conceptual background; Chapter 4 reviews the
analytical corpus and derives the design requirements; Chapter 5 specifies the proposed
model; Chapter 6 demonstrates it through illustrative manufacturing scenarios; and
Chapter 7 evaluates the artifact, presents the contributions, and discusses limitations and

future work.
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Chapter 2

Methodology

The present study is exploratory and qualitative, guided by the Design Science
Research (DSR) approach, whose central objective is the design and evaluation of
artifacts intended to address identified problems (HEVNER et al., 2004). The artifact
developed in the present study is a conceptual Al-enabled GRC architecture built on
existing organizational DTs. The research process was structured according to the Design
Science Research Methodology (DSRM) proposed by Peffers et al. (2007), which
comprises six activities: problem identification and motivation, definition of the
objectives of a solution, design and development, demonstration, evaluation, and

communication. Figure 1 summarizes this process and its iterative nature.

Problem-centered

To the relevant = Does it meet the <= Does it work in
audience. objectives? practice?

initiation
: -------------------I
v ¥ \ 4 I
Identify problem Define objectives Design and :
and motivate of a solution development I
— |
Why is it important? —-> What would the How can the |
Y P ' artifact objectives be |
accomplish? satisfied? :
|
|
|
Communication Evaluation Demonstration :
|
|
|
|
|
|

Process iteration

Figure 1. Design Science Research Methodology process.

Source: Adapted from Peffers et al. (2007).
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2.1 Problem identification and motivation

The study adopted the problem-centered initiation described by Peffers et al.
(2007), beginning with the identification and characterization of the research problem and
its relevance. As established in Chapter 1, the problem concerns the time and resources
required to obtain and integrate sufficiently current and relevant information for
organizational GRC decisions, as well as limitations in the resulting decision support. The
problem was characterized through targeted consultation of studies addressing the effort
and cost associated with risk and compliance activities and the effects of delayed or

fragmented risk information on organizational decision-making.

2.2 Definition of the solution objectives

Based on the problem identified in the preceding activity, the study is guided by

the following broad research question:

How can existing organizational Digital Twins, combined with Al-enabled
analytical capabilities, support more timely and better-informed GRC decision-

making while reducing the effort required to integrate relevant information?

To inform the definition of the solution objectives, a narrative review of DTs in
organizational risk management was conducted, as reported in Chapter 4. The review
examined existing approaches, identified relevant precedents and limitations, and
determined how DT capabilities have been used to support organizational risk-
management decisions. It was complemented by selected conceptual and normative
sources concerning organizational decision levels, GRC, risk-management frameworks,

IoE knowledge flows, and Al governance, presented in Chapter 3.

The review identified a research gap concerning the absence of an intra-
organizational architecture that combines three-level DT-supported risk management,
intra- and inter-level feedback, and normative traceability from external sources and
organizational context to approved internal arrangements and subsequent decisions and
actions. On this basis, the broad research question was refined into three design-oriented

research questions:
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e RQI1: How can a DT-supported GRC architecture support risk-management

decisions across operational, tactical, and strategic organizational levels?

e RQ2: How can such an architecture support feedback within and between these

levels?

e RQ3: How can such an architecture preserve traceability from normative
sources and organizational context through approved internal arrangements to

subsequent decisions, actions, outcomes, evidence, and reassessment?

These questions were translated into corresponding objectives for the artifact: (i)
to support risk-management decisions across operational, tactical, and strategic
organizational levels; (ii) to enable feedback within and between these levels; and (iii) to
preserve traceability from normative sources and organizational context through
approved internal arrangements to subsequent decisions, actions, outcomes, evidence,
and reassessment. Collectively, these objectives define the architectural capabilities
through which the proposed artifact is intended to address the broader practical problem.
The design requirements used to operationalize these objectives were formulated based
on the synthesis of the reviewed corpus and the conceptual background, as presented in

Section 4.3.

2.3 Design and development

The conceptual artifact was then designed and developed based on the objectives
defined in the preceding activity and the design requirements derived from the literature
review and conceptual background, as synthesized in Section 4.3. The resulting
architecture connects strategic direction, tactical coordination and control design, and
operational execution through a common operating cycle and feedback within and
between organizational levels. It also incorporates mechanisms for authority and human
oversight, normative interpretation and control design, and traceability between
applicable requirements, approved organizational arrangements, configured rules,

decisions, actions, and retained evidence. The resulting artifact is specified in Chapter 5.
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2.4 Demonstration

The proposed architecture was demonstrated through illustrative scenarios
situated in a hypothetical manufacturing organization that already uses DTs. The
scenarios addressed operational, tactical, and strategic risk situations and illustrated how
the architecture could support sensing, simulation, decision-making, action,
reassessment, and inter-level feedback. The regulatory scenario additionally
demonstrated how an external requirement could be interpreted in the organizational
context, translated into proposed internal arrangements, subjected to human review and

approval, configured in the layer, and subsequently linked to decisions and evidence.

2.5 Evaluation

The evaluation comprised two complementary components. First, the artifact was
evaluated argumentatively against the three design objectives defined in the second
activity, using the illustrative scenarios to examine the internal coherence and plausibility
of the proposed mechanisms. Second, the scenarios were used to qualitatively examine
how these mechanisms could address the practical problem dimensions of time, resource
use and cost, and decision quality. This second component assesses plausible design-level
effects rather than empirically measured outcomes. The evaluation also identified
limitations of the proposed artifact and aspects requiring further development or empirical
validation. The study does not empirically evaluate whether the proposed architecture
reduces time or cost or improves decision quality in practice; these effects require future

implementation and empirical validation.

2.6 Communication

Communication is achieved through the present dissertation, which reports the
research problem, methodological process, proposed artifact, demonstration, evaluation,

contributions, and limitations.
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Chapter 3

Conceptual Background

This chapter presents the conceptual foundations required for the construction of
the artifact. It establishes the concepts and distinctions used throughout the present study
concerning Digital Twins, the Internet of Everything, GRC, organizational decision

levels, risk management, and the governance of Al systems.

Section 3.1 defines DTs, distinguishes them from related digital representations,
and positions the DT infrastructure on which the proposed layer operates. Section 3.2
introduces a knowledge-based Internet of Everything perspective, explaining how DTs
integrate people, processes, data, and things and support the progression from descriptive
to explanatory and prescriptive knowledge. Section 3.3 introduces GRC and explains the
relationships between governance, risk management, compliance, controls,
organizational responsibilities, and assurance. Section 3.4 introduces risk management
across the operational, tactical, and strategic organizational decision levels. Section 3.5
presents selected risk-management frameworks and their role in structuring
organizational risk-management principles, processes, and criteria. Section 3.6 presents
human oversight arrangements and selected ISO/IEC standards relevant to the

governance and management of Al systems.

3.1 Digital Twins: concepts, evolution, and
taxonomy

A DT is a digital representation of a physical object, process, or system that
remains synchronized with its real-world counterpart through automated data exchange
(GRIEVES and VICKERS, 2017; KRITZINGER et al., 2018). The concept emerged
from product-lifecycle-management thinking in the early 2000s and was later named and
popularized in the aerospace context (GLAESSGEN and STARGEL, 2012; GRIEVES
and VICKERS, 2017). It subsequently spread to domains such as manufacturing,
infrastructure, and healthcare (FULLER et al., 2020), and has more recently been

explored in risk-management and governance contexts, as discussed in Chapter 4.
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Kritzinger et al. (2018) classify digital representations into three categories
according to the direction and automation of their data flows: a Digital Model, in which
exchanges between the physical and digital sides are manual; a Digital Shadow, in which
data flow automatically from the physical object to its digital counterpart but not in the
opposite direction; and a DT proper, in which information flows automatically in both
directions, allowing the digital counterpart to influence the physical system. This criterion
distinguishes DTs proper from less integrated digital representations discussed in the

reviewed literature.

For analytical purposes, the present study reserves the term DT for digital
representations with automated bidirectional data flow, following Kritzinger et al. (2018).
The next section complements this data-flow taxonomy with a knowledge-based Internet
of Everything (IoE) perspective, examining how DTs connect people, processes, data,
and things and transform these inputs into descriptive, explanatory, and prescriptive

knowledge.

3.2 Digital Twins in the IoE: knowledge flows and
governance

The IoE extends the Internet of Things (IoT) by connecting not only physical
devices, but also people, processes, and data within cyber-physical environments
(FARIAS et al., 2026; WU et al., 2023). From this perspective, DTs operate as data-
assimilative representations of these interactions, integrating information from
heterogeneous sources and making it available for monitoring, analysis, and decision
support. The IoE perspective is relevant to the present study because organizational risk
does not arise exclusively from physical assets: it also depends on human actions,
business processes, information flows, responsibilities, and external conditions (FARIAS
et al., 2026). By connecting people, processes, and data alongside things, the IoE framing
makes explicit that a DT centered on physical assets only captures part of the
organizational risk context. Operator decisions, process dependencies, information flows,
and accountability for action must also be considered if risk is to be managed rather than
merely monitored. The allocation of these organizational responsibilities is discussed in

Section 3.3.
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Farias et al. (2026) classify the knowledge produced by DT applications as
descriptive, explanatory, or prescriptive. Descriptive knowledge is associated with
continuous sensing, logging, and physical-to-virtual synchronization. Explanatory
knowledge uses physics-based, behavioral, or machine-learning models for forecasting,
inferring latent states, evaluating counterfactuals, and simulating system behavior.
Prescriptive knowledge is produced when DTs recommend or enact actions, such as
resource allocation, routing, orchestration, and safety interventions, within governed
control loops. The authors relate the sequence monitoring — prediction — simulation —
optimization to a progression from descriptive to explanatory and prescriptive

knowledge.

This knowledge-based classification complements, rather than replaces, the data-
flow taxonomy presented in Section 3.1. While Kritzinger et al. (2018) distinguish digital
representations according to the direction and automation of data exchange, Farias et al.
(2026) classify the knowledge produced according to what the synchronized information
enables the system to describe, explain, recommend, or enact. Thus, two systems may
both qualify as DTs based on bidirectional integration while differing substantially in

their knowledge maturity and decision-support capabilities.

The progression towards prescriptive knowledge also has governance
implications. At the descriptive stage, governance primarily concerns trustworthy
telemetry, data quality, secure operation, and clear stakeholder information. As DTs
progress toward explanatory and prescriptive capabilities, requirements for model
validation, explainability, traceability, human oversight, escalation, intervention, and
defined operating boundaries become increasingly important (FARIAS et al., 2026).

Figure 2 shows this progression.
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Figure 2. Progressive knowledge maturity ladder in IoE DTs.
Source: Farias et al. (2026)

In the proposed architecture, this perspective supports the distinction between
sensing organizational conditions, simulating risk scenarios, recommending responses,

and implementing actions within established authority limits.

The IoE and knowledge-flow perspective therefore helps explain how the
proposed GRC layer combines information from people, processes, data, and physical
systems and transforms it into risk-relevant knowledge. Section 3.3 situates this process
within the organizational relationships among governance, risk management, compliance,

controls, and assurance.

3.3 GRC, controls, and organizational assurance

The model proposed by the present study is framed as a Governance, Risk, and
Compliance (GRC) instrument. GRC emerged as an attempt to integrate functions that
organizations had often managed separately. In what the authors describe as the first
scientifically grounded definition of the term, Racz, Weippl, and Seufert (2010, p. 113)
characterize GRC as “an integrated, holistic approach to corporate governance, risk and
compliance ensuring that an organisation acts in accordance with its self-imposed rules,
its risk appetite and external regulations through the alignment of strategy, processes,
technology and people, thereby leveraging synergies and driving performance.”
Practitioner literature adopts a similar integrated perspective (MITCHELL, 2007). GRC

is therefore distinguished not simply by the coexistence of governance, risk management,
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and compliance, but by their coordinated alignment across organizational objectives,
processes, technologies, information, and responsibilities (RACZ et al., 2010; VICENTE
and MIRA DA SILVA, 2011).

Within this integrated view, the constituent functions play distinct but connected
roles. Governance sets the organization’s direction and oversees the alignment of its
strategy, objectives, risk appetite, and performance (COSO, 2017). Risk management
operates within this direction by identifying, analyzing, evaluating, treating, monitoring,
and communicating risks that may affect organizational objectives (ISO, 2018).
Compliance involves the continuing management of an organization’s internal and
external obligations, including the identification of applicable requirements, their
translation into internal rules and arrangements, and the monitoring of adherence to those
arrangements (ISO, 2021). The risk-management frameworks that structure these

processes are examined in Section 3.5.

Controls connect these functions to organizational practice. A control is an action,
rule, mechanism, or arrangement intended to modify risk or increase the likelihood that
organizational objectives and obligations will be met (COSO, 2013; ISO, 2018). Controls
may be embedded in policies, processes, information systems, approval mechanisms,
access restrictions, monitoring activities, or escalation procedures. They may prevent an
undesired event, detect a deviation, or support correction after a deviation has occurred;
their design depends on the relevant objectives, risks, obligations, organizational context,

and the level of authority assigned to the actors involved (COSO, 2013).

External regulations, standards, and frameworks do not normally become directly
executable instructions. They are interpreted in relation to the organization’s jurisdiction,
activities, processes, technologies, risks, and responsibilities and are then translated into
internal policies, control requirements, procedures, thresholds, authority limits, escalation
rules, and evidence requirements (ISO, 2021). This creates a chain from external
obligation to internal implementation: External source — applicability assessment —
policy or requirement — control — procedure or system configuration — action —

evidence.

Control design and control operation are also distinct responsibilities (COSO,
2013). Designing a control involves defining its purpose, owner, trigger, frequency,

authority limits, expected evidence, and response to failure. Operating the control means
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performing the defined activity during organizational processes. Monitoring determines
whether the control is being executed and whether deviations are occurring, while
evaluation examines whether the control is adequately designed and effective in
managing the relevant risk. A control may therefore be correctly executed but still be
ineffective, or appropriately designed but not consistently operated (COSO, 2013).
Evidence of execution alone does not establish the adequacy or effectiveness of the
control. The same external requirement may therefore lead to different controls in
different organizations, while a single control may address several risks or obligations. In
this context, traceability consists of keeping these relationships explicit so that the
organization can reconstruct why a control exists, which requirement or risk it addresses,

how it is implemented, and what evidence is produced through its operation.

These elements form a connected organizational cascade. Objectives, risk
appetite, policies, and obligations provide direction for the definition of plans and control
requirements. These requirements are translated into procedures, thresholds,
responsibilities, monitoring rules, and authorized actions at the point of execution. In the
opposite direction, risk events, control deviations, realized outcomes, residual exposures,
and implementation evidence are communicated upward to support reassessment,
coordination, and escalation. GRC therefore depends not only on the existence of policies
and controls, but also on feedback connecting their design, implementation, execution,

monitoring, and observed effects.

Responsibility for this process remains with organizational actors. The governing
body and executive management establish direction and oversight; management and
process, risk, and control owners implement decisions and operate controls; and risk and
compliance functions provide coordination, expertise, monitoring, and challenge. Internal
audit or another appropriately independent function provides independent assurance to
the governing body. These responsibilities are commonly expressed through the Three
Lines Model, whose lines represent different organizational roles rather than management
levels or sequential stages. First-line management owns and manages risks and is
responsible for designing and operating processes and controls. Second-line functions,
such as risk management and compliance, provide specialized expertise, support,
monitoring, and challenge. The third line, internal audit, provides independent and

objective assurance to the governing body. Their precise allocation may vary among
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organizations, but the distinction between management responsibilities and independent

assurance must be preserved (THE INSTITUTE OF INTERNAL AUDITORS, 2026).

These distinctions establish the organizational context in which GRC-supporting
information systems operate. Such systems may support monitoring, analysis, decision-
making, control operation, and evidence generation, but they do not replace the
responsibilities assigned to management, risk and compliance functions, governing
bodies, or independent assurance providers. Chapter 5 applies these principles to the

proposed architecture.

3.4 Organizational decision levels

Organizational activity is commonly described across three decision levels:
operational, tactical, and strategic. This classification is commonly traced to Anthony’s
(1965) distinction between strategic planning, management control, and operational
control, later expressed in the management and risk-management literature as operational,
tactical, and strategic levels (HOPKIN and THOMPSON, 2022). Figure 3 shows an

adaptation of this structure.

A

Broad scope, long-term
« External, forward-looking, aggregated information
* Organization-wide direction and authority

Typically: senior management / governing body

Information —uni ium-
Cross un!t scope, |:m.5d|urr| .term
* Summarized, periodic information
* Coordination of resources, controls, and
priorities across processes and units

Typically: middle management

Narrow scope, short-term
* Internal, real-time, detailed information
OPERATIONAL * Local or delegated authority

Typically: supervisors / process owners

Figure 3. The strategic, tactical, and operational management levels and the associated
information and authority characteristics.

Source: Prepared by the author, adapted from Anthony (1965).

The levels differ not by the type of risk involved, but by the characteristics of the
decisions made at each level, including their scope, time horizon, degree of information

aggregation, and required organizational authority. Operational decisions are typically
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narrow, short-term, and based on granular information, within local or delegated
authority. Strategic decisions are broad, long-term, and based on aggregated information,
requiring senior organizational authority. Tactical decisions occupy the intermediate
range, coordinating activities, resources, controls, and priorities across processes or

organizational units.

Because the levels classify decisions rather than types of risk, a given risk is not
permanently assigned to one level. The same underlying condition may initially require
an operational decision, later become a tactical coordination problem, and eventually
affect strategic objectives or priorities. Risks and responses across the levels are therefore
interdependent: an action taken at one level may reduce, transfer, or increase exposure
elsewhere in the organization (BROMILEY et al., 2015; MILLER, 1992). Postponing
maintenance, for example, may preserve production in the short term while increasing
operational safety risk, creating tactical maintenance backlogs and capacity pressures,

and generating long-term strategic financial or reputational exposure.

3.5 Risk-management frameworks and the
limitations of periodic implementation

Risk assessment and risk management provide conceptual and methodological
support for decision-making under uncertainty (AVEN, 2016). Established risk-
management frameworks provide principles, processes, governance arrangements, and
criteria through which organizations structure this process. Examples include ISO 31000
(ISO, 2018), COSO ERM (COSO, 2017), and the NIST Risk Management Framework
(NIST, 2018). Although they differ in scope and emphasis, they generally structure how
risks are identified, analyzed, evaluated, treated, monitored, reviewed, and
communicated. They do not prescribe a single technological implementation and may be
applied at different organizational levels and to different types of risk. Among the
available approaches, the present study focuses on ISO 31000 (ISO, 2018) and the COSO
Enterprise Risk Management (ERM) (COSO, 2017) framework because they provide
complementary perspectives on the risk-management process and its integration with

organizational governance, strategy, and performance.

ISO 31000 provides general principles and a generic risk-management process

intended for use by organizations of any type and for risks of any nature. Its process
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includes establishing the scope, context, and criteria; identifying, analyzing, and
evaluating risks; selecting and implementing treatments; and continually monitoring,
reviewing, recording, and communicating the results (ISO, 2018). The COSO ERM
framework places greater emphasis on the integration of risk with governance, strategy,
objective-setting, performance, and organizational culture (COSO, 2017). The two
frameworks are therefore complementary: ISO 31000 provides a broadly applicable risk-
management process, while COSO ERM emphasizes how risk considerations are

incorporated into organizational direction and performance.

More specialized frameworks may complement these enterprise-wide approaches.
The NIST Risk Management Framework (RMF), for example, provides a system-life-
cycle process for managing security and privacy risk through system categorization,
control selection, implementation, assessment, authorization, and continuous monitoring
(NIST, 2018). COBIT 2019, in turn, provides governance and management objectives for
enterprise information and technology, including responsibility allocation, risk

management, change management, monitoring, and assurance (ISACA, 2018).

Risk management also operates alongside compliance and conformity-assessment
mechanisms (ISO, 2021). Organizations may be subject to laws, regulations, contractual
obligations, sector-specific standards, and management-system standards that establish
requirements for particular activities, risks, or organizational processes. These
requirements must be interpreted and translated into internal policies, controls,
procedures, responsibilities, and evidence requirements. Compliance concerns the
continuing fulfilment of these obligations, while conformity may also be evaluated
through audits, assessments, or certification against specified requirements. Neither
compliance nor certification replaces risk management: they address conformity within a
defined scope, while risk management addresses the broader uncertainty that may affect

organizational objectives.

Risk-management frameworks do not require the process to be static or
exclusively periodic. ISO 31000, for example, describes risk management as dynamic,
iterative, and responsive to change (ISO, 2018). In practice, however, risk-management
activities frequently rely on instruments such as risk registers, matrices, workshops,
reports, and scheduled review cycles (HOPKIN and THOMPSON, 2022). These
instruments are important for formalizing assessments, assigning ownership, recording

treatment decisions, and supporting accountability, but the information they contain may
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become outdated between review points, particularly in rapidly changing operational
environments. Their preparation and maintenance can also require substantial specialist
effort and organizational resources, while fragmented or delayed risk information may
reduce the quality of the information available for decision-making (ALEXANDER et
al., 2013; ARENA et al., 2017; CRAWFORD and JABBOUR, 2024; FRASER and
SIMKINS, 2016; SNELLER and LANGENDIJK, 2007; TREBBI ef al., 2026; ZHU et
al.,2021).

Periodic assessments may also separate stages that are conceptually connected.
Information about a changing condition may be collected at one point, a response
approved later, and its effects reviewed only during a subsequent reporting cycle. As a
result, changes in exposure, control performance, or the consequences of implemented
responses may not be incorporated immediately into the next assessment. The central
limitation is therefore not the absence of monitoring or review from the frameworks, but
the limited continuity, synchronization, simulation, and feedback available in many of

their conventional implementations.

DTs can complement these practices by continuously updating information
relevant to risk assessment, simulating alternative responses before implementation, and
monitoring their effects to support reassessment (FULLER et al., 2020). They do not
replace the principles, criteria, responsibilities, and decision processes provided by risk-
management frameworks; rather, they provide additional informational and analytical
capabilities through which those processes may be performed more dynamically. Chapter

5 applies this complementary relationship to the proposed architecture.

3.6 Governance of Al systems

The use of Al systems within an organization raises governance questions beyond
their technical operation: how the organization directs and oversees their use, remains
accountable for their outcomes, and keeps them aligned with organizational objectives
and obligations. Consistent with the GRC perspective adopted in the present study, this

section addresses two complementary aspects of Al governance.

Section 3.6.1 discusses human oversight and the degrees of human control that

determine how authority is allocated between human actors and Al-enabled functions;
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Section 3.6.2 presents a selected set of ISO/IEC standards relevant to Al governance and

management.

3.6.1 Human oversight and degrees of human control

The High-Level Expert Group on Artificial Intelligence (HLEG AI) (2019)
emphasizes human oversight and clear human responsibility for decisions supported or
performed by Al systems. Human-automation research treats automation not as a binary
choice between manual and automatic operation, but as a continuum: different functions
may be automated to different degrees, including information acquisition, information
analysis, decision and action selection, and action implementation (PARASURAMAN et
al., 2000). The degree of automation therefore affects where human intervention occurs

and what authority remains with human actors.

Three mechanisms are described by the HLEG Al for human oversight: human-
in-the-loop (HITL), human-on-the-loop (HOTL), and human-in-command (HIC) (2019).
HITL refers to the capability for human intervention in each decision cycle. HOTL refers
to human intervention during system design and to monitoring during operation. HIC
refers to oversight of the system’s overall activity and to human authority to determine
when and how the system is used, including whether it should be used in a particular

situation. The degree of oversight may vary according to the application and its risks.

Human oversight is also an explicit regulatory requirement. Article 14 of the
European Union Artificial Intelligence Act requires high-risk Al systems to be designed
so that they can be effectively overseen by natural persons during use. The persons
responsible for oversight must, as appropriate, be able to understand and monitor the
system, interpret its outputs, disregard or override them, and intervene in or interrupt its
operation (EUROPEAN PARLIAMENT and COUNCIL OF THE EUROPEAN UNION,
2024). In the proposed architecture, these principles are reflected in the definition of
action modes, authority limits, intervention mechanisms, and human approval

requirements presented in Chapter 5.

3.6.2 ISO/IEC standards relevant to Al governance and
management

Organizations that develop, provide, or use Al systems can draw on a broad and
evolving body of ISO/IEC standards. This section contains a selected set of standards
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relevant to the governance and management of the proposed architecture, covering Al
terminology, organizational governance, management systems, risk management, impact
assessment, information security, and privacy. These standards have complementary

scopes.

ISO/IEC 22989 (2022c) establishes terminology and describes concepts in the
field of Al providing a common vocabulary for communication among stakeholders and
for the application of other Al-related standards. It does not establish management-system
requirements or prescribe controls, but supports consistent descriptions of Al systems,

their functions, and their life cycles.

ISO/IEC 38507 (2022d) addresses the governance implications of the use of Al
by organizations. It focuses on the responsibilities of governing bodies, including
oversight, accountability, organizational direction, and the appropriate use of Al Its
scope concerns how Al use is governed within the organization rather than the detailed

operation of individual Al-enabled processes.

ISO/IEC 42001 (2023b) specifies requirements and provides guidance for
establishing, implementing, maintaining, and continually improving an Al management
system. It addresses organizational policies, roles, responsibilities, objectives, Al-related
risk processes, documented information, monitoring, and continual improvement. As a
management-system requirements standard, it can also provide a basis for conformity

assessment of the organization’s AI management system.

ISO/IEC 23894 (2023a) provides guidance for managing risks associated with Al.
It supports the integration of Al-specific risk considerations into organizational risk-
management activities, including the identification, analysis, evaluation, treatment,
monitoring, review, recording, and communication of Al-related risks. Unlike ISO/IEC
42001, it is not a certifiable management-system requirements standard, but a guidance

one.

ISO/IEC 42005 (2025b) provides guidance for conducting impact assessments of
Al systems. These assessments examine the potential consequences of an Al system and
its intended or foreseeable uses for individuals, groups, organizations, and society
throughout the system life cycle. Impact assessment may inform Al-related risk

management, system design, deployment decisions, monitoring, and subsequent review,
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but it does not replace the organization’s broader governance and risk-management

processes.

ISO/IEC 27001 (2022b) and ISO/IEC 27701 (2025a) provide supporting
management-system foundations for information security and privacy. ISO/IEC 27001
specifies requirements for an information security management system, while ISO/IEC
27701 specifies requirements and guidance for privacy information management. Neither
standard is specific to Al, but both may be relevant where Al systems depend on protected

organizational information or process personal data.

These standards have complementary but distinct functions. ISO/IEC 22989
provides common terminology; ISO/IEC 38507 addresses organizational governance;
ISO/IEC 42001 provides the AI management-system framework; ISO/IEC 23894
supports Al-related risk management; ISO/IEC 42005 supports system impact
assessment; and ISO/IEC 27001 and ISO/IEC 27701 support information-security and

privacy management.

Table 1 presents the standards summarized according to their respective scopes.
Their relevance to a particular organization, process, or Al system depends on context
and applicability. Their requirements and guidance may affect multiple organizational

functions and levels.

Table 1. Selected ISO/IEC standards relevant to Al governance and management

Standard Primary focus Organizational use
ISO/IEC 22989 | Al concepts and terminology Establishes a common vocabulary for
describing Al systems and their life
cycles

ISO/IEC 38507 | Governance implications of Al use | Supports governing-body oversight,
accountability, and organizational

direction
ISO/IEC 42001 | Al management-system Supports the establishment, operation,
requirements monitoring, and improvement of an
organizational Al management system
ISO/IEC 23894 | Al-related risk-management Supports the integration of Al-related
guidance risks into organizational risk-

management processes

ISO/IEC 42005 | Al system impact assessment Supports the assessment and
documentation of impacts associated
with specific Al systems and use
contexts
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Standard Primary focus Organizational use
ISO/IEC 27001  |Information security management- |Supports the management of
system requirements information-security risks and controls
relevant to Al systems
ISO/IEC 27701  |Privacy information management- |Supports privacy management where

system requirements and guidance

Al systems process personal data

Source: Prepared by the author.
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Chapter 4

Literature Review

This chapter presents the findings of the narrative literature review described in
Chapter 2. It examines how the studies in the analytical corpus use DTs to support
organizational risk-management decisions and identifies recurring patterns, partial
precedents, and limitations relevant to the identification of the research gap and the design

of the proposed artifact.

Section 4.1 reports the search and eligibility-screening process and the resulting
analytical corpus. Section 4.2 presents the comparative analysis of the reviewed studies,
considering their feedback mechanisms, organizational scope, and normative grounding,
and discusses additional observations concerning the use of Al and the evidence related
to the practical problem. Section 4.3 synthesizes these findings and, together with the
concepts established in Chapter 3, formulates the design requirements that guide the

artifact presented in Chapter 5.

4.1 Search and eligibility screening

The search was conducted in the Scopus database, focusing on publications
addressing the intersection between DTs and risk management. Governance and
compliance aspects were considered when present in the selected studies, but they were

not treated as independent inclusion criteria. The following search string was used:

TITLE(*“digital twin”) AND TITLE-ABS-KEY("risk management'" AND
("framework" OR "governance'" OR "assessment')) AND PUBYEAR > 2020

Restricting the expression “digital twin” to the title increased the likelihood that
the retrieved articles would treat DTs as their central object of investigation rather than
as a secondary mention. The remaining terms — “risk management” combined with
“framework”, “governance”, or “assessment” — were applied to title, abstract, and
keywords, preserving sufficient breadth to encompass the different ways in which the

literature treats risk management.
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The temporal scope captures recent developments in research on DTs and risk
management. The dataset analyzed was exported from Scopus on May 23, 2026, and
contained 164 records, which were subsequently submitted to the screening and selection

process described below.

Eligibility screening was based on a single substantive criterion: whether the DT
supports an organizational risk-management decision, rather than merely predicting a
physical, clinical, or natural phenomenon or being itself the object under protection.
Studies meeting this criterion were provisionally eligible for inclusion in the analytical
corpus used to inform the design of the conceptual model (Chapter 5) and its illustrative

scenarios (Chapter 6). The screening process is summarized in Figure 4.

Retrieved from database

(n=164)
| _ Removed before screening
v "~ (n=1; retracted)
Screened by title
(n=163)
[ _ Excluded at title screening
v " (n=45)
Screened by abstract
(n=118)
| . Excluded at abstract screening
v " (n=38)
Sought for full-text
(n=280)
| _ Notretrievable orinaccessible
v "~ (n=20)
Full-text articles assessed
(n=60)
| _ Excluded after full-text reading
v " (n=48)
Included
(n=12)

Figure 4. Study selection process for the narrative literature review.
Source: Prepared by the author.

After full-text eligibility screening, the reference lists of the provisionally
included studies underwent a separate bibliographic-integrity check. A cited work was

considered bibliographically unverifiable when no corresponding publication could be
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identified through searches combining title, authors, DOI, and journal metadata. Studies

that failed this separate integrity check were excluded from the analytical corpus.

Of the 164 records retrieved, one retracted record was removed before screening.
Of the remaining 163 records, 45 were excluded during title screening and 38 during
abstract screening, leaving 80 for full-text assessment. Twenty full texts could not be
accessed. Of the 60 studies assessed in full, 48 were excluded — 46 on the eligibility
criterion and two following the bibliographic-integrity check — and 12 were included,

constituting the analytical corpus presented in Table 2.

Table 2. Studies included in the analytical corpus.

Reference Title Year

Bakirov et al. (2025) |Digital transformation of the occupational health and safety 2025
management system in civil aviation through synergetic
integration of digital twin and Al agents’ technologies

Chen et al. (2025) Towards a Digital Twin for Emergency Response: A Hybrid 2025
Simulation for Multi-Sectoral Resource Allocation

Deng et al. (2025) Structural Analysis of Construction Risk Management 2025
Assessment Model Based on Digital Twins

Ellis et al. (2025) Beyond Compliance: Optimization Opportunities of the Gas 2025
Mega Rule - Pipeline Integrity Management with Digital
Twins, Multiple Inspections, and Artificial Intelligence

Gabellini et al. (2025) |Conceptualization and validation of an intelligent digital twin 2025
design framework for supply chain risk management

Hamzah et al. (2026) | A digital twin approach to noise exposure modelling and risk 2026

analysis

Koufos et al. (2025) |Leveraging Digital Twin-as-a-Service Towards Continuous 2025
and Automated Cybersecurity Certification

Liu et al. (2021) Digital Twin-Based Safety Risk Coupling of Prefabricated 2021
Building Hoisting

Park et al. (2025) Towards a Digital Twin-Assisted Risk Assessment Approach 2025
for Experimental Robotic Workcell Design

Pashayeva (2025) Merging Continuous Auditing and Digital Twin in 2025
Telecommunication Enterprises within the Context of
Azerbaijan

Sellitto et al. (2023) | Taxonomy-Based Risk Analysis with a Digital Twin 2023

Xu and Liu (2026) 6G-Enabled Digital Twin Frameworks for Real-Time 2026

Financial Risk Prediction and Strategic Management

Source: Prepared by the author.
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4.2 Digital Twins in organizational risk
management: findings from the reviewed corpus

This section presents the findings derived from the comparative analysis of 12

studies identified in the review.

The first finding concerns the extent to which DT-supported risk processes
progress from sensing and analysis to action and reassessment. Viewed through the
knowledge-based IoE perspective introduced in Section 3.2, monitoring and logging
provide descriptive knowledge, while prediction and simulation provide explanatory
knowledge. Recommendations and interventions extend this progression toward
prescriptive knowledge. Loop closure, however, is treated here as a separate and stricter
criterion: it requires the effects of an intervention to be monitored and incorporated into
a subsequent decision cycle. A study may therefore provide prescriptive decision support

without demonstrating a closed feedback loop.

Two studies provide the clearest examples. Liu et al. (2021) link real-time
monitoring and coupling-based risk analysis to on-site control measures, with each new
record updating the coupling model and being re-evaluated in the following cycle. Xu
and Liu (2026) combine a fast operational loop with a slower strategic loop, allowing
immediate responses and broader decisions to influence one another. In both cases,
information produced after an intervention is incorporated into a subsequent assessment

cycle.

A larger group includes monitoring, analysis, decision support, and some form of
updating or feedback, but does not close the loop: the effects of an action are not returned
as inputs to the next cycle (BAKIROV et al., 2025; CHEN et al., 2025; DENG et al.,
2025; ELLIS et al., 2025; PASHAYEVA, 2025; SELLITTO et al., 2023). Other studies
present continuous loop closure mainly as future work (KOUFOS et al., 2025; PARK et
al., 2025), while some follow primarily linear processes without explicit feedback
(GABELLINI et al., 2025; HAMZAH et al., 2026). The corpus therefore shows that
progression toward prescriptive knowledge does not necessarily result in a closed

feedback loop; complete closure remains uncommon.

A second finding concerns organizational scope. Most studies address a single

decision context, generally operational, project-based, or tactical. In other cases,
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references to levels or layers describe technical architectures rather than organizational
levels within a single organization (CHEN et al., 2025). Ellis et al. (2025), Pashayeva
(2025), and Xu and Liu (2026) reach both operational and strategic scope. In terms of
explicit linkage between organizational decision levels, the closest case is the two-loop
architecture proposed by Xu and Liu (2026), which links an operational edge loop for
real-time risk monitoring to a strategic cloud loop for broader analysis. Even in this case,
however, the tactical level is absent. Therefore, no study in the analytical corpus presents

an explicit intra-organizational architecture integrating all three levels.

A third finding concerns normative grounding, for which two broad patterns
emerge. Sellitto et al. (2023) provide the clearest cross-cutting enterprise-risk grounding,
combining ISO 31000 (ISO, 2018), the ISO/IEC 27000 (ISO/IEC, 2018) series, and
NISTIR 8286 (STINE et al., 2020) with security-oriented sources such as ANSI/ISA-
62443-3-2 (INTERNATIONAL SOCIETY OF AUTOMATION, 2020). Koufos et al.
(2025) provide a narrower compliance-oriented precedent, positioning their
cybersecurity-certification twin against the NIS 2 Directive (EUROPEAN
PARLIAMENT and COUNCIL OF THE EUROPEAN UNION, 2022) while also
referencing ISO/IEC 27001 (ISO/IEC, 2022b) and NIST publications (NIST, 2018).
Other normatively grounded studies rely primarily on sector-specific safety or regulatory
requirements, including the US Gas Mega Rule (PIPELINE AND HAZARDOUS
MATERIALS SAFETY ADMINISTRATION, 2022) in Ellis et al. (2025), as detailed in
Table 3. Most of the reviewed studies cite no risk-related normative source. These
patterns show that DT-supported risk decisions can be normatively grounded, but that
such grounding remains specific to the risk-management or regulatory context addressed

by each study.

However, the reviewed studies address normative requirements within their
individual application contexts rather than presenting a reusable organizational
mechanism for interpreting selected external sources and translating them into traceable
internal policies, controls, responsibilities, and evidence requirements. Taken as a whole,
Sellitto et al. (2023) provide the closest methodological and conceptual precedent
identified in the corpus for bridging enterprise risk management and operational/technical
decision-making through a DT. Their framework links business objectives and business
assets to technical components through a DT and uses simulation to evaluate

countermeasures against acceptable risk levels. Even so, the approach does not
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distinguish operational, tactical, and strategic decision levels, define feedback between
them, or provide a general mechanism linking normative interpretation and organizational

approval to configuration, subsequent decisions, actions, outcomes, and evidence.

Across the corpus, Al is used primarily as an analytical or predictive technique
within particular risk-management functions; none of the reviewed studies defines Al-
enabled capabilities as an organizational arrangement with explicit functional boundaries,
authority limits, human-approval points, and oversight responsibilities. This observation
supports the treatment of Al in the proposed artifact as an enabling capability rather than

as a prescribed Al model or agent.

The corpus also offers limited evidence about the practical problem that motivates
the present study. Most of the reviewed studies are conceptual proposals, prototypes, or
single-case demonstrations, and few report measured effects on the time, effort, or cost
of risk-related information work, or on the quality of the resulting decisions. The clearest
exception is Gabellini et al. (2025), whose prototype in the automotive sector reports a
substantial reduction in decision time, indicating that DT-supported arrangements can
affect the time dimension of the problem, although the evidence rests on a single validated

case.

Table 3 consolidates the classification of the 12 studies according to their

application domain, organizational scope, feedback pattern, and normative grounding.

Table 3. Studies included in the analytical corpus, classified by domain, organizational scope,
feedback pattern, and normative grounding

Study Domain Feedback Scope Normative grounding
Bakirov et al. | Occupational safety | Open loop |Single decision |None named
(2025) (aviation) context
Chen et al. Emergency- Open loop |Inter- None named
(2025) response allocation organizational /

multi-agency

Deng et al. Construction- Open loop |Single decision | None named
(2025) project risk context
Ellis et al. Pipeline integrity Open loop |Operational + US Gas Mega Rule
(2025) Strategic (2022)

49 CFR Part 192 (2026)

Gabellini et al. |Supply-chainrisk | Open loop |Single decision |None named

(2025) context
Hamzah et al. |Occupational noise | Open loop |Single decision |ISO 9612 (2025a)
(2026) risk context
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Study Domain Feedback Scope Normative grounding

Directive 2003/10/EC
(2003)
HSE CoNAWR (2021)
OSHA (2026)

Koufos et al. |Cybersecurity Open loop |Single decision | NIS-2 Directive (2022)

(2025) compliance context ISO/IEC 27001 (2022b)
NIST SP 800-37 (2018)
NIST SP 800-53 (2020)

Liu et al. Construction safety | Closed Single decision |None named

(2021) loop context

Park et al. Robotic work-cell | Open loop |Single decision |ISO 12100 (2010)

(2025) safety context ISO 10218 (2025b, ¢)
ISO 13849 (2023)

Pashayeva Telecom Open loop |Operational + None named

(2025) governance Strategic

Sellitto et al. | Taxonomy-based Open loop |Single decision |ISO 31000 (2018)

(2023) risk analysis context ISO/IEC 27000 (2018)
NISTIR 8286 (2020)
ANSI/ISA-62443-3-2
(2020)

Xu and Liu Financial risk Closed Operational + None named

(2026) loop Strategic

Note: Feedback: Closed loop = observed effects return as inputs to the next cycle; Open loop =
monitoring-decision-update without a clearly closed loop, presented as future work, or no return

of effects.
Source: Prepared by the author.

4.3 Synthesis and design requirements

Taken together, the findings reveal an integration gap. The analytical corpus
contains partial precedents for closed-loop feedback, connections between different
organizational decision contexts, and the use of explicit normative sources. However, no
study integrates these partial precedents into a single intra-organizational architecture
spanning operational, tactical, and strategic decision levels, supporting feedback both
within and between them, and preserving traceability from normative sources and
organizational context to approved internal arrangements and subsequent decisions and
actions. Moreover, although several studies connect DT-supported decisions to applicable
standards and regulations, they do so within their respective application contexts rather
than through a general organizational mechanism for supporting normative interpretation

and control design.
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These findings were interpreted together with the GRC and organizational
concepts established in Chapter 3 to formulate three design requirements that

operationalize the objectives defined in Section 2.2.

First, it should support risk-management decisions across operational, tactical,
and strategic levels through a recurring progression from sensing and analysis to decision,

action, and reassessment.

Second, it should enable feedback within and between these levels, allowing
observed effects to inform subsequent decision cycles and connecting strategic direction,
tactical coordination, and operational execution through upward and downward

information flows.

Third, it should support the interpretation of normative sources selected as
applicable and their translation into approved internal arrangements, while preserving
traceability to configured criteria and constraints, decisions, actions, outcomes, evidence,

and reassessment.
These three requirements operationalize, respectively, RQ1, RQ2, and RQ3.

Chapter 5 presents the conceptual architecture developed to satisfy these

requirements and, through them, the design objectives defined in Section 2.2.
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Chapter 5

Proposed Conceptual Model

This chapter specifies the model as a conceptual artifact and explains the design
choices underlying its organization. It defines how the proposed Al-enabled GRC layer
is structured, how it operates over existing organizational DTs, and how the mechanisms
developed to address the design requirements are integrated within the architecture:
support for risk-management decisions across organizational levels, feedback within and

between those levels, and normative interpretation and traceability.

Section 5.1 defines the scope of the model and presents its architecture, principal
components, interfaces, and boundaries. Section 5.2 explains the common operating cycle
and its relationship with descriptive, explanatory, and prescriptive knowledge. Section
5.3 defines the model’s action modes, authority limits, human oversight arrangements,
and human and organizational responsibility. Section 5.4 characterizes the strategic,
tactical, and operational sublayers and their respective decision scopes and operating
roles. Section 5.5 explains feedback within and between the levels. Section 5.6 describes
normative interpretation, organizational approval, configuration, and the mechanisms that

preserve traceability and evidence.

5.1 Model scope, architecture, and principal
interfaces

The proposed model is defined at a conceptual level; it specifies how the GRC
layer is organized and operates while leaving its technical implementation and
deployment open. It is an Al-enabled GRC layer built on top of the DTs already used by
an organization. It is not itself a DT of a particular asset, process, or organizational unit,

and it neither replaces nor reproduces the underlying DTs.

The layer is Al-enabled because Al techniques or agents may support selected
analytical, simulation, normative-interpretation, and decision-support functions. These
functions may operate alongside non-Al analytical and computational mechanisms, as

well as domain-specific simulations provided by the underlying DTs. Consistent with its
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conceptual scope, the model does not prescribe a specific Al technique, model, or agent
architecture. Instead, it defines the functions to be supported, the authority boundaries
governing possible actions, and the points at which human review, approval and

organizational responsibility are required.

The model is organized around the operational, tactical, and strategic sublayers,
described in Section 5.4, and the normative interpretation function, described in Section
5.6. Figure 5 presents these elements and their principal interfaces with the underlying

DTs, organizational information sources, and one another.
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Figure 5. Architecture and principal interfaces of the proposed Al-enabled GRC layer.

Source: Prepared by the author.
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The model draws on the underlying DTs for synchronized information about
assets and processes and, where available, technical simulation capabilities. It combines
these inputs with organizational records and external information to identify risk
conditions, simulate and compare response options, support decision-making, and
monitor the effects of implemented responses so that they inform subsequent assessments.
In doing so, it complements the periodic, document-based risk-management practices

discussed in Chapter 3 through a recurring feedback cycle.

As discussed in Chapter 4, the analytical corpus contains partial precedents for
individual elements of this arrangement, including a continuous-auditing function
operating over enterprise DTs (PASHAYEVA, 2025), a compliance layer coupled with a
pipeline-integrity twin (ELLIS et al., 2025), and an Al-agent layer integrated with an
occupational-safety twin (BAKIROV ef al., 2025). These studies demonstrate possible

arrangements for placing risk-, compliance-, or safety-oriented functions over DTs.

The operational sublayer is the model’s designated point of interaction with the
underlying DTs. Information from the DTs enters the GRC layer through this sublayer,
and authorized technical adjustments affecting the represented assets or processes are
routed through it. This preserves a controlled organizational boundary between the GRC

functions and the underlying operational systems.

Risk information, realized outcomes, aggregated exposures, and matters requiring
additional authority move upward. Strategic direction, priorities, plans, constraints,
control requirements, and authority limits move downward. This two-way flow, described
in detail in Section 5.5, reflects the interdependence among risk-related decisions across
the three levels and the governance cascade of GRC, in which direction is set from above

while risk information and outcomes are communicated upward.

The three sublayers apply a common risk-management cycle to decisions at
different organizational levels, as described in Section 5.2. The model recommends,
escalates, or acts only within defined authority arrangements; activities reserved for
organizational actors remain under their authority, and the model does not replace human
accountability, as detailed in Section 5.3. The information used, the time horizon

considered, the decisions supported, the outputs produced, and the available authority
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vary according to the scope of each sublayer. These differences are detailed in Sections

5.4 and 5.3.

The normative-interpretation function supports the configuration of the model by
connecting selected normative sources and organizational context to draft internal
policies, controls, criteria, authority limits, escalation rules, and evidence requirements.
Its operation and relationship with organizational review and approval are described in

Section 5.6.

The GRC layer operates within the organization’s governance arrangements and
is itself subject to organizational governance, risk management, and assurance. Its
operating boundaries and risks must be overseen by organizational actors, and assurance

over its operation must be provided independently of the layer.

5.2 Common operating cycle and knowledge
progression

5.2.1 The sense—simulate—decide—act—reassess cycle

The three organizational sublayers apply a common recurring mechanism,
referred to as the sense—simulate—decide—act—reassess cycle. Together with the level-
specific configuration described in Section 5.4, this cycle operationalizes the first design
requirement by providing the recurring structure through which each level progresses
from sensing and analysis to decision, action, and reassessment. Figure 6 shows the five-
stage operating cycle, which provides a common functional structure without implying
that all levels operate at the same frequency, use the same information, or have the same

authority.
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Act Simulate Recommend - escalate -
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Qutcomes - residual risk -
control performance

Decide

Figure 6. Common sense—simulate—decide—act—reassess operating cycle.
Source: Prepared by the author.

The cycle draws on established iterative feedback structures, notably the PDCA
(Plan-Do—Check—Act) improvement cycle, rooted in Shewhart’s work (SHEWHART,
1986) and subsequently developed and popularized through Deming (DEMING, 2018),
and the iterative ISO 31000 risk-management process (ISO, 2018).

The PDCA cycle structures continuous improvement as a repeating loop in which
an intended change is planned, implemented, evaluated against the expected results, and
subsequently adjusted based on what has been learned (DEMING, 2018). Its relevance to
the proposed model lies in this recurring, outcome-driven structure: the results of one
iteration inform the next rather than concluding the process after a single intervention.
The proposed cycle retains this logic particularly in its Reassess stage, in which observed
effects are compared with expected effects and the resulting knowledge is incorporated

into a subsequent cycle.

The ISO 31000 risk-management process provides the risk-oriented basis for the
proposed cycle. It organizes risk management around establishing scope, context, and
criteria; risk assessment through identification, analysis, and evaluation; risk treatment;
and continuing activities of monitoring, review, recording, reporting, communication, and
consultation (ISO, 2018). The process is iterative and responsive to changes in context
and available knowledge. It therefore provides the risk-management logic on which the

proposed cycle operates: risk conditions are identified and analyzed, alternatives are
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evaluated against defined criteria, a response is selected and implemented, and its effects

are subsequently monitored and reviewed.

Together, these iterative structures provide a basis for continuous, feedback-
driven risk management, addressing continuity and feedback limitations that can arise in
periodic implementation (Sections 3.5 and 4.2). The proposed cycle adapts this common
logic to a DT-enabled setting by giving simulation a distinct and central role, drawing on
the predictive and simulation capabilities of the underlying DTs, and by treating
reassessment as an explicit stage. Simulation enables alternative responses and their
expected consequences to be examined before action, while reassessment incorporates

observed outcomes, residual risk, and other relevant effects into the following cycle.

The cycle inputs, analyses, authority, and outputs are configured according to the

organizational level, as described in Section 5.4.

Sense
The cycle begins with the Sense stage, in which the model receives and interprets
information about the current organizational and environmental state to identify

conditions relevant to risk. This stage is highlighted in Figure 7.

Reassess e

Act Simulate

Sense
Decide Conditions - risk signals -
context

Figure 7. Sense stage of the common operating cycle.

Sensing may draw on synchronized DT information, organizational records,
human reports, external information, previous decisions, and evidence from implemented
controls. Consistent with the IoE perspective introduced in Section 3.2, these sources span
not only physical assets and processes but also people, information flows, and
organizational context, since organizational risk does not arise from technical assets
alone. The purpose of this stage is not merely to collect data but to transform available
information into risk-relevant observations, such as deviations from expected behavior,
changes in exposure, control failures, recurring conditions, emerging threats, or changes

in the organizational context.
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Producing such observations requires interpretation rather than simple detection.
Incoming information is compared against expected behavior, established baselines,
thresholds, and prior conditions, so that meaningful deviations can be distinguished from
normal variation. Where appropriate, this interpretation may be supported by Al
techniques such as anomaly detection, pattern recognition, or classification, which help
identify relevant conditions within large or heterogeneous data streams. The stage does
not decide on a response; its output is a characterized risk-relevant condition that provides

the basis for the Simulate stage when further analysis is warranted.

Sensing may operate continuously, as information from the underlying DTs is
synchronized in near real time, or be initiated by specific events, reports, or external
developments. The specific information considered and the granularity at which a
condition becomes relevant are configured according to the organizational level, as

described in Section 5.4.

Simulate

The Simulate stage (Figure 8) uses the conditions identified during sensing to
explore possible future states and to compare alternative responses before any action is
taken. This prospective examination gives the cycle much of its anticipatory character:
rather than acting and observing the result, the model estimates the likely consequences

of each option in advance.

Reassess Sense

- @

Simulate
Scenarios - consequences -
alternatives

Decide

Figure 8. Simulate stage of the common operating cycle.

The term simulate is used in a broad functional sense. It may include technical
simulation, forecasting, counterfactual analysis, scenario analysis, optimization, causal or
statistical modelling, comparison of alternative plans or treatments, and other analytical
methods appropriate to the decision context, several of which may be supported by Al
techniques. Where the underlying DTs provide domain-specific technical simulations of

an asset or process, the layer may draw on them as one input, but it is not limited to what
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any individual DT can simulate: it combines DT outputs with organizational and external
information to carry out broader, risk-oriented simulations — for example, across several
assets or processes, or over financial and organizational variables — that the DTs do not
themselves perform. Where the underlying DTs provide no relevant simulation capability,

the layer may use other analytical methods appropriate to the decision context.

The outputs of this stage are estimates rather than certainties. They depend on the
models, data, and assumptions used, and therefore carry uncertainty that must be
considered in subsequent decisions. Because these estimates are retained, the Reassess
stage can later compare them with the observed effects of the implemented response, so

that the underlying assumptions and models can be revised over successive cycles.

The output of the stage is a set of compared alternatives, each associated with its
expected consequences, which provides the basis for the Decide stage. The simulation
methods used and the type of scenarios considered are configured according to the

organizational level, as described in Section 5.4.

Decide

The decide stage (Figure 9) evaluates the alternatives examined during simulation
against the applicable objectives, criteria, constraints, and authority limits. These may
include organizational objectives, risk criteria, approved policies and controls, thresholds,
authority limits, operational constraints, resource availability, and legal or contractual
requirements already translated into internal arrangements. The model evaluates
alternatives against these approved internal arrangements rather than against external
sources directly: the criteria, thresholds, and authority limits applied here are those
produced through the normative interpretation function and approved by the responsible

organizational actors (Section 5.6).

Reassess Sense

ek Simulate

Decide
Decide Criteria - controls -
authority

Figure 9. Decide stage of the common operating cycle.
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The model supports this evaluation — for example, by ranking alternatives,
checking them against the configured criteria, or making trade-offs explicit — but the
authority to decide remains governed by the organization’s arrangements. The output of
this stage is therefore not necessarily a final organizational decision. Depending on the
authority arrangement, the model may select an action within an approved envelope,
recommend an alternative for human approval, or determine that the matter must be
escalated to another level or actor. These three possibilities correspond to the model’s

action modes, defined in Section 5.3.

Act

The Act stage (Figure 10) translates the response selected during the decide stage
into a recommendation, an escalation, or an authorized adjustment, according to the
applicable action mode (Section 5.3). Only authorized adjustments are implemented by
the model directly, within previously approved limits; recommendations and escalations
produce an output that a responsible actor or level reviews and decides upon. Adjustments
that affect a represented asset or process are routed to the underlying DTs through the

model’s designated interface with those systems.

Reassess Sense

° Simulate
Act

Decide Recommend - escalate -
adjust within authority

Figure 10. Act stage of the common operating cycle.

The action taken, the authority or approval on which it is based, and any required
follow-up are recorded, both to support the subsequent reassessment of its effects and to

preserve the traceability described in Section 5.6.3.

Reassess

The Reassess stage examines the observed effects of the implemented response
and feeds those results into a subsequent assessment cycle. It is the stage that closes the
feedback loop: rather than concluding once an action has been taken, the cycle returns the
consequences of that action to a later sensing and decision process. This stage is

highlighted in Figure 11.
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Figure 11. Reassess stage of the common operating cycle.

This explicit treatment of reassessment implements the loop-closure criterion that
the review found to be uncommon in the corpus, where the effects of an action are often

not returned as inputs to the next cycle (Section 4.2).

Reassessment compares the observed effects with the expected effects estimated
during simulation, allowing the assumptions and analytical models used to be evaluated
over successive cycles. Where the results indicate that configured criteria, controls,
authority arrangements, or governed models may require change, the model identifies the
need for review; any resulting revision remains subject to the applicable organizational

review, approval, and configuration processes described in Section 5.6.

The results of reassessment re-enter the cycle as inputs to a subsequent sensing
and decision process at the same level. This closure is the intra-level component of the
model’s feedback, which is described in Section 5.5 together with the mechanisms that

connect the levels.

5.2.2 Knowledge progression and loop closure

The five stages of the cycle can be read through the knowledge-based IoE
perspective introduced in Section 3.2, which distinguishes descriptive, explanatory, and
prescriptive knowledge. Mapping the cycle onto this progression clarifies what each stage
contributes and where the model’s governance requirements concentrate. Figure 12

summarizes this relationship.
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Figure 12. Common operating cycle and its relationship with descriptive, explanatory, and
prescriptive knowledge.

Source: Prepared by the author based on Farias et al. (2026).

The Sense stage produces descriptive knowledge, characterizing current and
observed conditions relevant to risk. The Simulate stage adds explanatory and
anticipatory knowledge, examining causes, inferred states, alternative scenarios, and their
expected consequences. The Decide and Act stages support the transition to prescriptive
knowledge by evaluating, recommending, or, where authorized, implementing responses.
Not every risk-relevant condition advances through the full progression. A condition
identified during sensing may prove to be normal variation and be closed without
simulation or action, whereas others advance to a prescriptive response and, from there,
to reassessment. This ordering is also why the model’s action modes and authority limits
(Section 5.3) apply precisely at the Decide and Act stages: as the cycle approaches
prescriptive knowledge and begins to influence the organization and its assets,
requirements for human oversight, approval, and defined operating bounds intensify

(FARIAS et al., 2026).

The Reassess stage does not extend the descriptive-to-prescriptive progression
with a new knowledge category. Reaching prescriptive knowledge means only that the

model can recommend or enact a response, not that the response’s consequences are ever
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examined. Reassessment supplies that missing return: it compares observed with
expected effects and carries the result into the following cycle, closing the loop that
progression toward prescriptive knowledge leaves open — the loop-closure criterion the

review found uncommon in the corpus (Section 4.2).

5.3 Action modes, authority, human oversight, and
organizational governance

The model distinguishes three modes of action. The applicable mode depends on
the organizational level, the materiality of the decision, the approved authority limits, and
the nature of the possible consequences. The choice of action mode is itself part of
responsible decision-making: the identification of a risk-relevant condition does not
necessarily require intervention, and maintaining the current state may be appropriate
when supported by the available evidence, expected consequences, and applicable criteria

(ISO, 2018).

5.3.1 Action modes

Recommend

In the Recommend mode, the model supports decision-making without
implementing the response. It analyzes the risk-relevant condition, considers alternative
responses and their expected consequences, and presents a reasoned recommendation to
the responsible organizational actor. A recommendation should include the condition
identified, the information and assumptions used, the alternatives considered, the
expected consequences, the applicable criteria, and the reason for the proposed response.
The Recommend mode is particularly appropriate where decisions involve significant
uncertainty, broad organizational consequences, policy change, material residual risk, or
authority reserved for management or the governing body. However, the applicable action
mode is determined by the characteristics and authority requirements of the particular

decision rather than by organizational level alone.

Escalate

In the Escalate mode, the model identifies that a condition, exposure, or

unresolved decision cannot be adequately addressed within the current scope or authority
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and routes it to the appropriate organizational level. Escalation may be triggered when
the matter exceeds approved authority limits or thresholds, its potential consequences
extend beyond the current scope, the required response conflicts with an existing priority
or constraint, or additional judgement, information, or resources are required. It may also
follow a control failure or an unexpected outcome that requires broader review. The
receiving actor or level then determines the appropriate response. The escalation record
should identify the trigger, the information available, the reason for escalation, the

recipient, and any immediate containment measure.

Adjust within an approved authority envelope

In this mode, a sublayer may execute a bounded technical, operational, or control
adjustment without case-by-case authorization, provided that the adjustment remains
within an authority envelope previously defined and approved by the organization. The
envelope should define the variables that may be adjusted, the permitted ranges, the
conditions under which adjustment is allowed or prohibited, the maximum duration of
the adjustment, monitoring and logging requirements, and mechanisms for interruption,

reversal, or human override.

Any adjustment remains subject to monitoring and reassessment, and conditions
that exceed the approved envelope require escalation or human authorization according
to the applicable organizational arrangements. The model does not define or expand its
own authority; the organization establishes, approves, and may revise or withdraw that

authority through its governance, risk-management, control, and operational processes.

5.3.2 Human and organizational responsibility

The model may support different organizational roles, but responsibility remains
allocated according to the organization’s governance arrangements. Organizational actors
— including process and risk owners, operational supervisors, managers, executives,
specialists, and governing bodies — provide contextual information, review analyses and
recommendations, approve or reject proposed responses, authorize actions beyond the
model’s approved authority, accept or reject residual risk, define objectives and
constraints, and review the outcomes and evidence the model produces. The artifact
supports these activities but does not acquire the organizational mandate associated with

each role.
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This allocation follows a general principle of risk management and governance:
tasks and authority may be delegated, but management remains responsible for managing
risk, the governing body retains oversight, and independent assurance must be provided
by functions independent of the activities they evaluate (COSO, 2017; ISO, 2018; THE
INSTITUTE OF INTERNAL AUDITORS, 2026).

Following the Three Lines Model (THE INSTITUTE OF INTERNAL
AUDITORS, 2026), the first line owns and manages risks and operates organizational
processes and controls; the second line provides expertise, coordination, monitoring, and
challenge in areas such as risk and compliance; and the third line provides independent
assurance to the governing body. The model may generate information and evidence for
all three lines but cannot replace their responsibilities or provide independent assurance

over its own operation.

The inter-level information flows represented by the architecture do not replace
existing organizational communication or decision-making arrangements. Human actors
may deliberate, coordinate, and communicate through existing organizational
mechanisms; the model supports these processes by providing analysis, maintaining
relevant information, recording relevant approved decisions as inputs to the appropriate

sublayers, and preserving their traceability.

Because the Recommend and Escalate modes withhold implementation of the
underlying response until the matter is considered by the responsible actor, the decision
to act — or to maintain the current state — remains deliberate and attributable. The
records retained throughout the cycle also support organizational learning: reassessment
may reveal that existing criteria, controls, or authority limits require review. Any resulting
revision, however, remains subject to the organizational interpretation, approval, and
configuration processes described in Section 5.6, rather than being performed

autonomously by the model.

The action modes and the forms of human oversight introduced in Section 3.6.1
are related but do not form a fixed one-to-one mapping. The Recommend mode
commonly exemplifies human-in-the-loop (HITL) oversight when implementation
depends on review or authorization by a responsible actor. Escalation preserves human
and organizational authority by transferring a matter beyond the current scope or authority

to the appropriate actor or level, but the escalation itself does not constitute a distinct form

55



of human oversight; the subsequent response may involve HITL, HOTL, or another
organizational decision arrangement. Adjustments performed within a previously
approved authority envelope commonly exemplify human-on-the-loop (HOTL) oversight
during operation: case-by-case authorization is not required, but responsible actors retain
the ability to monitor, interrupt, reverse, or override the action. Human-in-command
(HIC) operates at a broader level across all action modes, since the organization defines
the objectives, authority envelopes, constraints, conditions of use, escalation rules, and
intervention mechanisms within which the model operates and retains the authority to

modify or withdraw them.

HITL, HOTL, and HIC may therefore coexist within the same organizational level
or decision process. These arrangements are consistent with the human-in-the-loop,
human-on-the-loop, and human-in-command mechanisms described by the HLEG Al
(2019). Accountability in the model therefore rests not on the autonomy of its decisions
but on the transparency of its analyses, the traceability of its recommendations, and the

preservation of human authority over consequential action.

Table 4 summarizes the three action modes in terms of their typical outputs, the
authority exercised by the model, the associated forms of human oversight, and the

records required to preserve accountability and traceability.

Table 4. Action modes of the model: model authority, human intervention, and required records.

Action mode |Typical output |Model authority | Human oversight Required record
Recommend | Proposed Produces Typically HITL when | Inputs, assumptions,
response and recommendation | implementation alternatives,
supporting only requires review or recommendation, and
analysis authorization by the decision
responsible actor; HIC
remains with the
organization
Escalate Condition, Initiates Matter is transferred to | Trigger, information
exposure, or escalation the appropriate actor or | available, reason for
unresolved according to level; the oversight escalation, recipient,
decision approved rules arrangement depends | and resulting decision
transferred for on the subsequent
further treatment response, while
organizational
authority is preserved
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Action mode | Typical output | Model authority Human oversight Required record

Adjust within |Local technical | Executes only Typically HOTL Trigger, authority
an approved | or control within predefined | during operation; no basis, applicable
authority adjustment and approved case-by-case limits, action,
envelope limits authorization within duration, outcome,
the envelope, but and reassessment

responsible actors may
supervise, interrupt,
reverse, or override;
the envelope itself is
established under HIC

Source: Prepared by the author.

5.4 Decision levels in sublayers

The three sublayers reflect the organizational levels introduced in Section 3.4 and
apply the common operating cycle described in Section 5.2. Together, they operationalize
the first design requirement by extending the same recurring decision-support structure
across the operational, tactical, and strategic levels while preserving the differences in
scope, time horizon, information, and decision authority associated with each level.
Because organizational levels differ in their scope, time horizon, and decision authority,
the corresponding sublayers also differ in the context in which the cycle is applied. Thus,
each sublayer uses information relevant to its level and differs in the types of analyses
performed, decisions supported, and outputs produced. Table 5 compares the three levels
across these dimensions; the sections below describe what is distinctive about each.
Relevant information may originate from operational activities, organizational or external

sources, or other sublayers. Inter-level information flows are described in Section 5.5.

Figure 13 summarizes the scope, decision horizon, main outputs, common

operating cycle, and bidirectional information flows of the three sublayers.
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Figure 13. Organizational sublayers, common operating cycle, and bidirectional feedback
between levels.

Source: Prepared by the author.

The sublayers are presented in strategic, tactical, and operational order to reflect
how organizational direction is progressively translated into plans, controls, thresholds,
and actions. This ordering does not imply a one-way process. The architecture is
bidirectional: information about detected conditions, observed outcomes, and aggregated

risk exposures also moves upward through aggregation and escalation.

5.4.1 Strategic sublayer

Scope and relevance

The strategic sublayer represents the organization-wide and long-term decision
context of the model. A risk condition becomes relevant at this level when addressing it
may require changes to organizational objectives, risk appetite, major resource
commitments, policies, compliance strategy, or other decisions reserved for executive

management or the governing body.

Application of the common cycle

At this level, the cycle is applied to an aggregated view of organizational risk. A
strategic cycle may be initiated either by material exposure escalated from the tactical

level or directly by relevant external or organizational developments, such as a regulatory
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development requiring strategic consideration, a major market change, or a new
organizational objective. The sublayer combines this information with organizational
objectives, risk appetite, and other relevant strategic context. Rather than examining an
isolated operational event, it uses this broader view to compare alternative strategic
responses and their longer-term consequences for areas such as performance, investment,

compliance, capacity, and resilience.

Decision support and authority

The sublayer presents these alternatives, their expected consequences, and the
assumptions on which they are based to the responsible organizational actors. Depending
on the initiating condition, these alternatives may involve different investment levels,
implementation horizons, compliance approaches, organizational changes, or major
resource commitments. The selection and approval of a strategic response remain with

the responsible organizational actors, as discussed in Section 5.3.

Information flow

Once a strategic response is approved, its consequences move downward through
the architecture as direction, priorities, resource commitments, policies, constraints, or
revised risk criteria. The tactical sublayer then translates these into coordinated plans and
control requirements. In the opposite direction, evidence about implementation, realized
outcomes, and material exposures returns upward and contributes to subsequent strategic

reassessment, as described in Section 5.5.

5.4.2 Tactical sublayer

Scope and relevance

The tactical sublayer represents the medium-term coordination context of the
model. A risk condition becomes relevant at this level when addressing it requires
coordination across assets, processes, organizational units, projects, suppliers, or shared
resources, but does not in itself require a change in organizational direction or a decision
reserved for the strategic level. The tactical character of a condition therefore depends
primarily on the breadth of coordination required and the authority needed to address it,

rather than on the type of risk involved.
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Application of the common cycle

At this level, the cycle is applied to an aggregated and cross-unit view of risk. A
tactical cycle may be initiated by recurring or aggregated information from the
operational level, by strategic direction that must be translated into coordinated
implementation, or by organizational or external developments that require coordination
across units or resources. The sublayer combines this information with available capacity,
resources, dependencies, commitments, and applicable strategic constraints to compare

alternative treatments and their consequences across the affected parts of the organization.

Decision support and authority

The sublayer compares coordinated responses and shows their expected
consequences and trade-offs. Depending on the condition, these alternatives may involve
reallocating resources, adjusting implementation priorities within strategic constraints,
coordinating activities across units, adjusting contingency arrangements, or modifying
the implementation of controls within approved arrangements. The selection and approval

of a response follow the applicable authority arrangements described in Section 5.3.

Information flow

Once a tactical response is approved, its consequences may move downward as
coordinated plans, priorities, control requirements, thresholds, responsibilities, and
implementation requirements. In the opposite direction, material exposures, resource
constraints, implementation difficulties, or other conditions that may affect strategic
objectives can be escalated to the strategic level. Information about implementation and
observed outcomes subsequently contributes to reassessment at the tactical level and,

where relevant, to feedback in either direction as described in Section 5.5.

5.4.3 Operational sublayer

Scope and relevance

This sublayer represents the localized and short-term decision context of the
model and is its direct interface with the underlying DTs. A risk condition becomes
relevant at this level when it concerns a particular asset, process, activity, or local control
and can be assessed or addressed within the operational scope and applicable authority

limits.
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Application of the common cycle

At this level, the common operating cycle is applied to the current conditions of
specific operations. An operational cycle may be initiated by a condition detected through
the underlying DTs, by a plan or control requirement received from the tactical level that
must be implemented locally, or by other events arising during operational activities. The
sublayer combines DT information with relevant procedures, control status, available
resources, thresholds, and authority limits to assess the condition and compare feasible
responses. Where the underlying DT provides simulation capabilities, these may be used

to estimate the immediate consequences of the alternatives considered.

Decision support and authority

To support decision-making, the sublayer compares local responses and their
expected consequences. Depending on the condition, alternatives may involve changing
operating conditions, performing maintenance, applying a contingency measure, reducing
activity, or temporarily interrupting a process. The selected response may be
recommended for human approval or, where permitted by previously established
authority arrangements, implemented within an approved authority envelope, as

described in Section 5.3.

Information flow

Following action, observed effects are incorporated into reassessment of the
condition and the remaining risk. Conditions that recur, affect a broader scope, reveal
limitations in existing controls, or exceed local authority may be aggregated or escalated
to the tactical level. Conversely, tactical plans, priorities, control requirements,
thresholds, and other implementation constraints provide direction for subsequent

operational cycles. Inter-level feedback is discussed in detail in Section 5.5.

Table 5. Operating summary of each sublayer.

Operating summary

Dimension Strategic Tactical Operational
Scope and | Organization-wide and | Cross-unit and medium Localized and short term
horizon long term term
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Operating summary

Dimension Strategic Tactical Operational

Information | Organizational Aggregated operational DT and process

used objectives and risk information; capacity and | information; current asset
appetite; aggregated resource availability; and control conditions;
risk exposure; financial | dependencies; suppliers procedures; available
and performance and logistics; projects and | personnel and resources;
information; major commitments; control- operational priorities;
resource constraints; performance information; | thresholds; authority
regulatory, market, and | strategic priorities and limits
technological constraints
developments

Analyses Alternative strategies, | Resource allocation; Immediate operating,

and investments, cross-unit coordination; maintenance,

scenarios compliance approaches, | contingency contingency, control, and
major resource arrangements; treatment intervention alternatives;
commitments, prioritization; estimation of their
organizational changes, | implementation immediate consequences
and long-term responses | alternatives; control where DT simulation is

adjustments available
Main Strategic analyses and | Coordinated analyses and | Operational analyses and
outputs recommendations; recommendations; plans; | recommendations; alerts;

direction, priorities,
resource commitments,
policies, constraints,
and risk criteria

priorities; control
requirements; thresholds;
responsibilities;
implementation
requirements; escalations

authorized local
adjustments; escalation
requests; records of
actions, outcomes, and
reassessment

Source:

Prepared by the author.

5.5 Feedback within and between levels

The three sublayers do not operate independently. Feedback connects their

decision cycles while preserving the distinct scope and authority associated with each

organizational level. Together, the intra- and inter-level mechanisms described in this

section operationalize the second design requirement. Within a sublayer, observed

outcomes and updated conditions feed subsequent cycles, allowing assumptions, risk

estimates, and responses to be reassessed. Between sublayers, information may move

upward through aggregation or escalation, while approved organizational direction moves

downward through progressively more specific plans, controls, thresholds, and operating

constraints (Figure 13).
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Intra-level feedback

Intra-level feedback is the mechanism through which the Reassess stage closes
the operating cycle within the same sublayer. After a response is implemented, its
observed effects are compared with the expected results, and the resulting information

becomes input to a subsequent sense—simulate—decide—act-reassess cycle at that level.

The same mechanism applies at each level, differing in the scope of what is
reassessed. For example, at the operational level, after an adjustment, the operational
sublayer monitors whether the condition stabilized and whether the adjustment produced
unintended effects. At the tactical level, the results of a resource-allocation plan may be
reviewed against capacity and delivery indicators. At the strategic level, the effects of a

policy or investment decision may be incorporated into a later strategic assessment.

Upward aggregation

Upward aggregation occurs when multiple events, indicators, outcomes, or
exposures at one organizational level are consolidated into information with broader
significance for the level above. Aggregation does not by itself imply that an authority
limit or escalation criterion has been exceeded; its purpose is to transform detailed or
dispersed information into a broader view that supports analysis at a higher organizational
level. The resulting information may be communicated upward without necessarily

triggering escalation.

For example, several business units may independently report increasing
overtime, delayed task completion, and temporary staff reallocation. Each occurrence
may be manageable within its local context. When consolidated, however, these records
may reveal a broader capacity constraint or emerging workforce dependency that
becomes relevant to tactical coordination. If the pattern persists, expands across multiple
units, or begins to affect major organizational commitments, it may subsequently

contribute to a strategic view of organizational capacity and resilience.

Upward escalation

Upward escalation occurs when a matter requires consideration beyond the
authority or scope of the current level, or when approved limits or materiality criteria are
exceeded. An operational issue may be escalated because it requires cross-unit

coordination, additional resources, or authority not available at the operational level. A
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tactical exposure may be escalated because it may affect organizational objectives, major

investment decisions, compliance strategy, or accepted risk appetite.

Aggregation may provide the broader information that supports escalation, but the
two mechanisms are distinct: aggregation consolidates information for analysis at a
higher level, whereas escalation identifies a matter that requires treatment or decision at

a higher organizational level.

Downward translation

Downward translation occurs when higher-level decisions and constraints are
progressively converted into arrangements that guide decisions and actions at lower
organizational levels. Approved strategic direction may move downward as priorities,
resource commitments, constraints, and requirements for tactical planning. The tactical
level may then translate this direction into implementation plans, assigned
responsibilities, monitoring requirements, operational thresholds, and permitted
interventions within the applicable approved arrangements. Where higher-level decisions
require new or revised policies, controls, risk criteria, authority limits, or other governed
arrangements, those changes remain subject to the organizational review, approval, and

configuration processes described in Section 5.6.

The downward flow is therefore not merely the transmission of a decision: it
progressively transforms approved organizational direction into increasingly specific
guidance for coordinated and operational action, without bypassing the governance
processes through which the arrangements governing the architecture are established or

revised.

5.6 Normative interpretation, organizational
configuration, and traceability

The feedback mechanisms described in Section 5.5 determine how risk
information and organizational direction move within the architecture. A separate
concern is how the criteria, controls, and constraints that govern the model’s operation
are established in the first place. Together, the mechanisms described in this section
operationalize the third design requirement by connecting selected normative sources and

organizational context to proposed and approved internal arrangements, configured
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elements, and the decisions, actions, outcomes, and evidence generated during operation.
The operating cycle does not act directly on external regulations, standards, frameworks,
or other normative sources. These sources must first be interpreted in the organization’s
context and translated into approved internal arrangements that can subsequently be
configured in the architecture. The normative interpretation function supports this
translation, while organizational judgment, approval, and accountability remain with the

responsible organizational actors.

Traceability spans both the normative and configuration process and the
subsequent operation of the architecture. It links normative sources and organizational
context to proposed and approved internal arrangements and configured rules, criteria,
and controls; it then preserves the connection between those configurations and the
evidence generated throughout decision cycles, from sensing and simulation to
authorization, action, outcomes, and reassessment. This makes it possible to trace both
why a particular organizational arrangement exists and how it influenced a specific

decision and its consequences.

Figure 14 summarizes the normative interpretation process, including
organizational review and approval, configuration of approved arrangements, and the use
of accumulated evidence and reassessment results to support subsequent revision when

needed.
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Trigger (optional): planned review, newly relevant normative source, or notified
change. Monitoring may initiate review, it is not required in every execution,

Normative interpretalion function

Analyze

Draft or revise

normative
roposed
sources and pimz(r)nsal
organizational TNt
Normative review context

initiated
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Normative interpretation, organizational configuration, and traceability

Al-Enabled GRC acrhitecture

Configure Operate under
approved configured
arrangements arrangements
Evidence and
reassessment
records

I:sense-s|mulale-decide-acl-reassess

Traceability spans the whole process, linking normative sources and organizational
context to proposed and approved arrangements, configured elements, decisions and
actions, observed outcomes, evidence, and reassessment.

Figure 14. Normative interpretation, organizational review and approval, model configuration, and reassessment process

Source: Prepared by the author.
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5.6.1 Normative interpretation and internal arrangement design

Building on Section 3.3, the architecture includes a normative interpretation
function that supports the translation of selected external normative sources and

organizational context into proposed internal arrangements.

The function may receive selected external normative sources, such as
regulations, standards, contractual or sector-specific requirements, and risk-management
or control frameworks, together with relevant organizational context. Contextual inputs
may include organizational objectives and risk appetite; existing policies, controls, and
procedures; descriptions of relevant processes, assets, technologies, and responsibilities;
and previous incidents, findings, and control evaluations. Depending on the
organization’s implementation, the function may also monitor selected normative sources
for changes or receive change notifications from existing regulatory-change or change-
management systems. Potentially relevant changes may then be submitted, together with

the supporting analysis, for organizational review.

The normative interpretation function may identify and organize relevant
provisions or principles, relate them to the organization’s objectives, risks, processes,
technologies, and responsibilities, and identify dependencies, overlaps, gaps, or potential
conflicts. Based on this analysis, it may produce drafts of internal policies, controls, risk
criteria, thresholds, responsibilities, authority limits, escalation rules, monitoring
requirements, and evidence requirements. Each proposed arrangement retains links to the

normative sources and organizational considerations from which it was derived.

These proposed arrangements need not all have the same level of abstraction. A
policy may establish organizational direction or general requirements, while standards,
controls, or procedures may translate that direction into more specific responsibilities,
criteria, limits, or operating requirements. An internal arrangement may also reflect
several normative sources and organizational considerations rather than correspond to a
single external provision. The relationships among these elements are retained so that
more specific arrangements can be traced to the higher-level decisions and sources that

informed them.

While the normative interpretation function supports the analysis of applicability,
ambiguity, conflict, materiality, and adequacy, decisions requiring organizational or legal

67



judgment remain with the responsible actors. Its outputs are therefore proposals rather

than binding arrangements.

Normative interpretation is therefore distinct from the recurring sense—simulate—
decide—act—reassess cycle. Its role is to support the creation or revision of the internal
arrangements under which that cycle operates. The review, approval, and subsequent

configuration of these proposed arrangements are described in Section 5.6.2.

5.6.2 Organizational approval and model configuration

Proposed internal arrangements are subjected to the organization’s applicable
review and approval processes. Depending on their subject and scope, responsible actors
may accept, modify, reject, or request further analysis of a proposal. Approval gives the
arrangement organizational authority and establishes the version, scope, ownership, and

effective status under which it applies.

The form of review and approval is not prescribed by the architecture.
Organizations may adapt these processes, responsible actors, approval levels, and
required controls according to the nature and materiality of the proposed arrangement,

their governance structure, and applicable legal or organizational requirements.

Approved internal arrangements are then translated into the configuration used by
the architecture. Depending on the arrangement, this configuration may specify risk
criteria, thresholds, evaluation rules, responsible roles, authority limits, required
approvals, escalation destinations, monitoring requirements, evidence requirements, and
applicable versions or effective dates. The mapping does not need to be one-to-one: a
policy may give rise to several configured elements, while a particular rule or threshold

may reflect more than one approved arrangement.

Configuration also does not imply that every internal arrangement becomes an
executable instruction. Some arrangements establish criteria against which conditions or
alternatives are evaluated; others restrict what the layer may recommend or perform,
identify the actor whose authorization is required, define when escalation must occur, or
specify what evidence must be retained. Only those elements that can meaningfully guide

or constrain the architecture’s operation are represented in its configuration.

The operational, tactical, and strategic sublayers therefore operate the approved

configuration applicable to their scope rather than interpreting external normative sources
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during each decision cycle. For example, a sublayer may receive an approved risk
threshold, an authorized role, an authority envelope, an escalation destination, or an
evidence requirement without needing to reassess the regulations, standards, frameworks,

or policies from which those elements ultimately originated.

Configuration may change over time. A change in a normative source or in the
organization’s objectives, risk appetite, processes, technologies, or responsibilities may
require existing arrangements to be reconsidered. Incidents, findings, control evaluations,
or evidence produced through operation and reassessment may likewise indicate a need
for review. Such conditions may initiate another normative-interpretation and approval
process, but the architecture does not autonomously redefine the arrangements that

govern its own operation.

5.6.3 Traceability and evidence

Traceability connects the normative and organizational basis of an arrangement
to its configuration and subsequently to the decisions and actions influenced by that
configuration. The chain therefore has two connected segments. The first links normative
sources and organizational context to the interpretation process, proposed internal
arrangements, organizational approval, and the resulting configuration. The second links
that configuration to the decisions, actions, observed outcomes, evidence, and

reassessment produced as the recurring operating cycle is executed.

For each relevant decision cycle, the layer may retain the information and
assumptions used, the applicable configured criteria and controls, the analytical or model
version, the alternatives considered, the recommendation, escalation, or authorized
action, its approval or authority basis, and the resulting outcome and reassessment.
Because observed conditions and outcomes may be supplied by the underlying DTs,
operational evidence can be accumulated as the cycle runs rather than reconstructed only

after the fact.

Evidence and traceability are related but distinct. Evidence consists of the records
generated or retained through interpretation, configuration, decision-making, action, and
reassessment. Traceability is provided by preserving the relationships among those
records, allowing an organization to determine which approved arrangement supported a

decision, what authority permitted an action, what occurred after implementation, and
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how the resulting evidence informed later assessment or review. Both evidence and
traceability may support internal review, audit, accountability, and conformity-
assessment activities. Neither, however, establishes conformity with a standard or results
in certification by itself. Any formal claim of conformity requires the appropriate

organizational scope, assessment process, and competent assessment arrangements.
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Chapter 6

Application of the Model: Illustrative
Scenarios

Consistent with the demonstration stage of the DSRM (PEFFERS et al., 2007),
this chapter instantiates the proposed architecture in a hypothetical manufacturing
organization and applies it to three illustrative risk scenarios. The organization is assumed
to already operate DTs that monitor and control its manufacturing assets and processes,
providing the technical environment on which the proposed Al-enabled GRC layer
operates. The scenarios are illustrative rather than empirical and are intended to

demonstrate the operation of the conceptual artifact in an organizational setting.

Each scenario centers on a different organizational decision level and applies the
common sense-simulate-decide-act-reassess cycle defined in Chapter 5. Rather than
reproducing the same behavior at each level, the scenarios emphasize different
mechanisms of the architecture, including action modes and authority limits, human
oversight, aggregation and escalation, inter-level feedback, normative translation, and
traceability. Together, they illustrate how the same operating logic can support different
types of risk-management decisions while preserving the responsibilities and decision

boundaries associated with each organizational level.

Section 6.1 establishes the common organizational and technical setting and
instantiates selected arrangements and configuration elements used in the demonstration.
Sections 6.2, 6.3, and 6.4 then apply the configured architecture to risk situations
originating at the operational, tactical, and strategic levels, respectively. Section 6.5
examines the scenarios together to show how information, decisions, actions, and
evidence move within and between organizational levels. Numerical values, thresholds,
identifiers, organizational arrangements, and simulated outcomes used throughout are

illustrative and are introduced only to make the operation of the architecture explicit.
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6.1 Illustrative organizational setting and
configuration

The scenarios take place in a hypothetical manufacturer of automotive
components that operates robotic production cells for welding, assembly, and testing.
Some assembly cells use collaborative robots that share the workspace with human
operators. Risk-related decisions are distributed across the operational, tactical, and
strategic levels described in Chapter 5, with responsibilities and authority limits defined

for each level.

The organization already operates a DT for each production cell. Each DT
automatically receives data from robots, sensors, and controllers and can send authorized
adjustments or local control commands back to the corresponding cell. Following
Kritzinger et al. (2018), these systems are treated as DTs because data flow automatically
in both directions between the physical cell and its digital representation. The operational
sublayer is the GRC layer’s direct interface with these DTs, while the tactical and strategic
sublayers combine information derived from them with broader organizational and

external information.

For the purposes of the demonstration, selected normative sources and
organizational information are assumed to have been processed according to the
mechanism defined in Section 5.6. The following approved internal arrangements and
configuration elements are used to instantiate the architecture in the hypothetical

manufacturing setting.

ISO 31000 (2018) and COSO ERM (2017) are considered together with the
organization’s risk appetite, manufacturing context, and allocation of decision authority.
For demonstration purposes, the organization is assumed to have translated this
combination of normative and organizational inputs into the approved POL-RISK-01 —
Risk Management Policy, which establishes organizational risk criteria and requires
interventions to remain within delegated authority limits. Conditions exceeding those

limits must be escalated, and material risk decisions and their outcomes must be recorded.

Similarly, ISO/IEC 27001 (ISO/IEC, 2022b) and ISO/IEC 27002 (ISO/IEC,
2022a) are considered together with the organization’s existing information-security

arrangements. For demonstration purposes, this process is assumed to have resulted in the
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approved Information Security Policy, POL-SEC-09, which establishes requirements
concerning authorization, integrity, logging, and retained records. One control associated
with this policy is CTRL-AC-04 — Authorized access and decision logging, which
requires protected actions to be associated with an authorized role and requires the
corresponding authorization, action, affected resource, and result to be retained as

evidence.

For the robotic cells, the relevant approved organizational requirements are
further specified in the illustrative approved standard STD-OP-07 — Operational

automation authority. Illustratively, the standard establishes:
e Only the Cell Supervisor may authorize equipment shutdown.

e The layer may automatically reduce cell speed by no more than 5% when

predefined conditions are satisfied.
e Adjustments beyond this limit require human authorization.
e Recommendations, approvals, changes, and actions must be logged.

e Violations of configured limits must be reported to the System Owner and

the Operational Risk Owner.

An associated operational control, CTRL-OP-12 — Robotic-cell operating
limits, translates these provisions into the specific criteria used during operation.
[lustratively, it establishes the permitted automatic speed-adjustment range, the
conditions under which the adjustment may be applied, the requirement for human
authorization outside that range, and the monitoring and evidence requirements

associated with the intervention.

These approved arrangements are represented in the operational sublayer through

corresponding configuration elements. For the demonstration, these include:
e Authorized shutdown role: Cell Supervisor.
e Cell DT model version: v1.4.
e Maximum automatic speed adjustment: -5%.

e Escalation destination: System Owner and Operational Risk Owner.
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e Human authorization required for adjustments outside the approved

envelope: yes.

e Logging and evidence-retention requirements: as defined by the

applicable internal arrangements.

Equivalent configurations are assumed at the other organizational levels. At the
tactical level, the organization’s risk appetite, procurement arrangements, delivery
commitments, and continuity requirements result illustratively in a supplier-risk control
establishing a maximum accepted concentration for a critical component, minimum
contingency-stock criteria, and conditions for tactical treatment or strategic escalation. At
the strategic level, approved governance arrangements establish materiality criteria and
reserve changes to organizational risk appetite, corporate policy, and material investment

commitments for the responsible executive or governing authority.

These instantiated arrangements and configuration elements provide the
organizational constraints used in the scenarios that follow. They do not establish a fixed
relationship between a particular organizational level, action mode, or form of human
oversight. HITL, HOTL, and HIC may coexist or become relevant at different points

depending on the decision, its consequences, and the authority granted to the layer.

All policy, standard, and control identifiers, thresholds, roles, configuration
values, and internal arrangements presented in this chapter are illustrative. They are
included solely to make the application of the conceptual architecture explicit and do not

represent the complete internal control system of an actual manufacturer.

6.2 Operational scenario: progressive degradation of
a force-torque sensor

This scenario concerns the progressive degradation of a force-torque sensor in one
of the organization’s robotic welding-and-assembly cells. The degradation does not cause
immediate failure but gradually reduces confidence in the sensor readings and may affect
weld quality and production performance if left untreated. The cell is represented by an
existing DT that continuously supplies the operational sublayer with synchronized
information about the asset and supports the simulation of short-term response

alternatives. The scenario illustrates how the operational sublayer detects the developing
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condition, evaluates possible responses, and acts within the authority limits configured in
Section 6.1. Figure 15 provides a consolidated BPMN representation of the operational

scenario.
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Figure 15. Operational scenario: progressive degradation of a force-torque sensor and the corresponding sense—simulate—decide—act—reassess cycle.

Source: Prepared by the author.
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Sense. The operational sublayer monitors the robotic cells in real time through
their DTs. As the sensor readings begin to deviate progressively from the values expected
for the programmed operation, the sublayer identifies a risk-relevant condition affecting
a specific asset. To distinguish sensor drift from a genuine change in the physical process,
it cross-checks the readings against the behavior predicted by the cell DT model,
corroborating signals from other sensors, and information from the robot controller.
[lustrative inputs include force-torque telemetry and controller data for the window
01:00-01:15, the expected-behavior curve from cell DT model v1.4, and the current status

of the applicable local controls.

Simulate. Using the cell DT, the sublayer estimates the short-term effects of the
deviation and compares three response strategies: continuing production under closer
monitoring; temporarily reducing cell speed within the approved authority envelope while
scheduling maintenance at the next shift change; or stopping the cell immediately. For

each option, it estimates the effects on weld quality, scrap rate, and cycle time.

Decide. The options are evaluated against the approved operational criteria
configured from STD-OP-07 and the associated internal control CTRL-OP-12. Because
equipment shutdown is reserved for the Cell Supervisor while automatic speed
adjustments of up to 5% are permitted within the approved envelope, the sublayer selects
atemporary 3% speed reduction as the immediate response and recommends maintenance

at the next shift change.

Act. The sublayer therefore applies two action modes (Section 5.3). It adjusts
within the approved authority envelope by reducing cell speed by 3% and records the
authority basis for the intervention. This adjustment illustrates HOTL operation: no case-
by-case authorization is required within the approved envelope, while the Cell Supervisor
retains the ability to supervise, interrupt, reverse, or override the action. In parallel, the
sublayer recommends maintenance at the next shift change; because implementation of
this response requires approval by the Cell Supervisor, this part of the response
exemplifies HITL. The authority envelope within which both actions occur remains

established under the organization’s HIC arrangements.

Reassess. After the intervention, the cell is monitored again and the observed
sensor behavior, weld quality, scrap rate, and cycle time are compared with the simulated

estimates. Illustratively, the sensor deviation remains stable, weld quality remains within
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the approved tolerance, the scrap rate is unchanged, and cycle time increases by 1.2%.
Residual risk therefore remains within the approved operational threshold for the
individual cell. However, similar sensor deviations are subsequently observed in other
cells using the same component. Although each individual event remains within local
operational authority, the recurrence across multiple cells indicates a broader exposure.
The operational records are therefore aggregated and forwarded to the tactical sublayer
for assessment of the cross-cell pattern. This provides the input to the tactical scenario

described in Section 6.3.

Evidence and traceability. The cycle produces a traceable evidence package
linked to the approved internal control, for example:
Event ID: EVT-2048. Detected condition: force-torque sensor drift;
Input-data window: ©01:00-01:15; Cell DT model version: v1.4; Applicable
internal arrangement: STD-OP-07 and CTRL-OP-12; Authorized operating
limit: maximum 5% speed reduction; Authority basis for automatic action:
approved authority envelope; Recommendation: schedule maintenance at
shift change; Maintenance recommendation approver: Cell Supervisor;
Action executed: speed reduced by 3%; Observed outcome: weld quality
within tolerance, scrap rate unchanged, cycle time +1.2%; Residual risk:

within approved operational threshold; Local escalation: not required;
Cross-cell aggregation: forwarded to tactical sublayer for assessment.

The Cell Supervisor’s approval of the maintenance recommendation is separately
access-controlled and logged. The resulting authorization record captures, for example:
Log: Access control applied: CTRL-AC-04; User: supervisor_172; Role:
Cell Supervisor; Action: approve maintenance recommendation; Resource:

Robotic Cell 4; Timestamp: 2026-08-01 02:14:23; Result: permitted;
Governing policy: POL-SEC-09 v3.1; Retention: seven years.

These records instantiate the traceability chain described in Section 5.6.3, linking
the normative and organizational basis of the approved internal arrangements to the
configured authority limits, the decision and action, the observed outcome, and the
retained evidence. The organization can therefore reconstruct why the response was
selected, what authority permitted each part of it, who approved the maintenance

decision, and what occurred after implementation.

This pattern builds on corpus precedents in which DT-supported risk assessment

is linked to named normative or technical requirements (HAMZAH et al., 2026; PARK
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et al., 2025). In the proposed architecture, however, those sources inform approved
internal arrangements before their relevant elements are configured for operation;
applicable machinery-safety requirements remain in force as requirements that the robotic

cell must satisfy.

6.3 Tactical scenario: cross-cell sensor exposure and
supply interruption

This scenario builds on the cross-cell pattern identified in Section 6.2 and adds an
anticipated interruption in the supply of the same critical force-torque sensor module.
Together, these conditions create a tactical risk involving multiple production cells,
supplier dependence, inventory, capacity, and delivery commitments. The scenario
illustrates how the tactical sublayer combines operational information with supplier,
inventory, and production data to assess a condition that cannot be understood or treated

at the level of a single cell.

Figure 16 summarizes the tactical scenario and shows how aggregated operational
information supports tactical treatment, organizational decision-making, strategic

escalation, and reassessment.
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Tactical risk-management scenario
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Figure 16. Tactical scenario: interruption in component supply and the corresponding sense—simulate—decide—act—reassess cycle.

Source: Prepared by the author.
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Sense. The tactical sublayer combines information from several production cells
with resource and supplier data. Similar sensor deviations to those illustrated in Section
6.2 are observed across multiple cells, while the supplier of the affected component
announces an interruption in deliveries. The operational signals are aggregated into a
cross-cell view rather than escalated as individual incidents. Combined with the supplier
information, they reveal a broader tactical exposure: substantial dependence on a single
supplier for a component that is already associated with recurring operational problems.
Ilustrative inputs include aggregated deviations and incident counts per cell, supplier
delivery status, contingency-stock levels, cell capacity and utilization, and outstanding

delivery commitments.

Simulate. The tactical sublayer combines relevant simulation outputs from the
cell DTs with its own analytical capabilities and with organizational resource, inventory,
supplier, and delivery data to compare medium-term contingency options: reallocating
production across cells, drawing on contingency stock, qualifying an alternative supplier,
and combinations of these responses. The cell DTs may support technical estimates such
as available production capacity under alternative allocations, while the tactical sublayer
performs the broader risk-oriented analysis across resources, suppliers, inventory, and
delivery commitments. For each option, it estimates the effects on production capacity,
lead time, service commitments, and supplier concentration. Illustratively, full
reallocation preserves 92% of planned output for three weeks, contingency stock covers
eleven days, and qualification of a second supplier would reduce single-supplier

concentration from 80% to approximately 55% within a quarter.

Decide. The alternatives are evaluated against the approved tactical criteria and
thresholds configured for this level, including the accepted supplier-concentration limit
and minimum service-level commitments. If the available contingency stock and
production capacity were sufficient to absorb the interruption while keeping the exposure
within these criteria, maintaining the current arrangement could be an appropriate
response. In the illustrative case, however, the projected exposure exceeds the accepted
thresholds. The sublayer therefore recommends a combined treatment within the
available tactical options, while the portion requiring material additional investment or a

change in a strategic commitment is identified for escalation.

Act. The tactical sublayer operates primarily in Recommend mode. It

recommends reallocating production across the affected cells and beginning qualification
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of a second supplier, communicating the proposed treatment, its assumptions, and its
expected effects to the responsible managers and units. Implementation therefore depends
on the responsible organizational actors, illustrating HITL oversight at this decision point.
The portion of the supplier-concentration exposure that exceeds tactical authority, such
as a material investment commitment or a strategic change in sourcing policy, is escalated

to the strategic level together with the supporting analysis and residual-risk estimate.

Reassess. Once the approved treatment is implemented, the tactical sublayer
monitors the resulting distribution of production, realized lead times, contingency-stock
consumption, progress in supplier qualification, and residual supplier concentration,
comparing observed outcomes with the simulated estimates. Deviations update the
assumptions, risk estimates, and contingency options in the next tactical cycle. If
reassessment shows that the residual exposure exceeds tactical authority or threatens
strategic objectives or commitments, the matter is escalated to the strategic level for

further decision.

Evidence and traceability. The cycle retains the aggregated exposure, the
operational signals and supplier information from which it was derived, the contingency
alternatives considered, the applicable tactical criteria, the recommended treatment, the
responsible actors, any escalation record, the implemented response, the observed
outcomes, and the residual supplier concentration. These records preserve the traceability
relationships described in Section 5.6.3, linking the approved tactical criteria and
configured thresholds to the recommendation, subsequent organizational decision,

implementation, outcome, and reassessment.

This tactical pattern has a direct precedent in the intelligent supply-chain DT that
supports supplier-selection and order-allocation decisions (GABELLINI et al., 2025); the
present scenario places that decision support within the multilevel GRC layer and

connects it to approved internal criteria and to the operational and strategic levels.

6.4 Strategic scenario: a new regulatory requirement
affecting collaborative robots

This scenario concerns a regulatory change that introduces additional safety and
compliance requirements affecting collaborative robot cells used across the organization.
Because the affected cells support multiple production lines, complying with the new
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requirements may require coordinated technical modifications, production downtime, and
material investment. The scenario illustrates how a regulatory change can trigger the
normative interpretation and configuration process defined in Section 5.6 and

subsequently become the subject of a strategic risk-management cycle.

Illustrative normative and configuration update. Consistent with Section 5.6,
the regulatory change triggers the organization’s normative-interpretation and review
process. The normative interpretation function relates the identified changes to the
affected cells, existing safety arrangements, responsibilities, and relevant technical
standards, and supports an assessment of their potential applicability. Responsible
organizational actors determine the applicable requirements and whether existing

arrangements must be revised.

For illustration, the process results in a proposed revision identified as DRAFT-
CTRL-COBOT-03 — Collaborative-robot safety and monitoring control. The draft
introduces revised monitoring conditions, verification requirements, intervention limits,
and additional evidence requirements for the affected cells. Following the organization’s
applicable review and approval process, the approved version, CTRL-COBOT-03, is
translated into the corresponding criteria, constraints, responsibilities, and evidence

requirements configured in the architecture.

Following the normative interpretation, organizational review and approval, and
configuration process represented in Figure 14, Figure 17 summarizes the subsequent

strategic risk-management cycle.

83



Strategic risk-management scenario
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Source: Prepared by the author.
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Sense. Using the approved configuration, the strategic sublayer combines
organization-wide information on the affected collaborative robot cells with financial,
operational, and compliance information. The number and criticality of affected cells,
existing safety arrangements, implementation deadlines, production dependencies, and
potential investment requirements reveal an organization-wide exposure that cannot be
addressed as a series of isolated local changes. The condition is therefore characterized

as a strategic compliance and capacity risk.

Simulate. The strategic sublayer combines relevant technical simulations from
the affected cell DTs with its own analytical capabilities and organization-wide financial,
capacity, and implementation data. The cell DTs can estimate technical consequences
such as downtime, throughput, or changes in operating conditions associated with
alternative modifications, while the strategic sublayer evaluates the broader
organizational consequences. It compares alternatives such as upgrading all affected cells
within a single implementation period, phasing changes within the applicable transition
or compliance period, or redesigning or replacing the most exposed cells. For each option,
it estimates cost, downtime, residual compliance exposure, production capacity, and
effects on delivery commitments. Illustratively, immediate implementation removes the
identified exposure fastest but produces the highest short-term cost and downtime; phased
implementation reduces immediate disruption while extending the transition period; and
redesign entails the greatest investment but produces the lowest estimated long-term

exposure.

Decide. The alternatives are evaluated against the approved compliance criteria,
organizational objectives, risk appetite, investment constraints, and implementation
deadlines. In this scenario, the decision involves material investment and organization-
wide consequences and therefore falls outside the authority delegated to the layer. The
strategic sublayer operates in Recommend mode and proposes a phased program that
prioritizes the most exposed cells while maintaining production continuity. The
responsible executive or governing authority reviews the recommendation and
determines the organizational response, illustrating HITL at the decision point and the
organization’s continuing HIC over the strategic direction and authority granted to the

layer.

Act. Once approved, the strategic response is translated downward through the

mechanism described in Section 5.5. The approved program establishes priorities,

85



resource commitments, implementation constraints, and target dates that inform tactical
capacity and resource planning. The tactical sublayer translates this direction into
coordinated implementation plans, resource allocations, sequencing, responsibilities, and
control requirements for the affected production areas. These, in turn, guide the
operational modifications and verification activities performed on individual cells under

the corresponding approved controls and configuration.

Reassess. As implementation progresses, the strategic sublayer compares realized
expenditure, downtime, production effects, implementation progress, and residual
compliance exposure with the estimates used in the selected alternative. Material
deviations feed subsequent strategic cycles and may lead to revisions in sequencing,
resource allocation, or implementation scope. If the observed outcomes or new normative
developments indicate that the underlying approved arrangements themselves require
revision, they may separately trigger the interpretation, review, approval, and

reconfiguration process described in Section 5.6.

Evidence and traceability. The scenario preserves records linking the identified
regulatory change and organizational context to the applicability determination, the
proposed and approved CTRL-COBOT-03, its configured requirements, the strategic
alternatives considered, the recommendation and organizational approval, the resulting
implementation program, and the observed outcomes. This instantiates the complete
traceability chain described in Section 5.6.3, allowing the organization to reconstruct both
why the control was established and how it subsequently influenced the strategic decision

and its implementation.

ISO 10218-1:2025 (ISO, 2025b) and ISO 10218-2:2025 (ISO, 2025c) provide
current safety requirements for industrial robots and industrial robot applications and
cells, while ISO/TS 15066:2016 (ISO/TS, 2016) provides additional requirements and
guidance concerning collaborative robot applications. In the scenario, these standards are
treated as technical normative sources considered together with the applicable legal and
organizational context; their applicability and role are determined through the

organization’s review process rather than assumed directly by the architecture.

Strategic precedents for this pattern were identified in the reviewed corpus: Xu
and Liu (2026) connect operational and strategic decision loops, while Ellis et al. (2025)

place a compliance-oriented layer over an operational DT. The present scenario extends
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these precedents within the proposed three-level architecture by connecting regulatory
change, organizational interpretation and approval, strategic simulation, downward

implementation, and retained evidence.

6.5 Integrated analysis of the illustrative scenarios

The three scenarios demonstrate the same architectural logic under different
decision scopes. Each follows the sense—simulate—decide—act-reassess cycle, but the
information considered, the breadth of analysis, the applicable authority, and the
organizational consequences change as the focus moves from a local operational
condition to a cross-unit tactical exposure and an organization-wide strategic decision.
Considered together, the scenarios therefore illustrate how the common cycle interacts
with simulation capabilities, action modes, human oversight, inter-level feedback,

normative configuration, and traceability.

Decision scope and simulation. At the operational level, the risk-relevant
condition is associated with a specific asset and process. The operational sublayer
interacts directly with the corresponding cell DT, using synchronized information and
technical simulation capabilities to assess short-term responses. At the tactical level, the
decision scope expands across several cells and organizational resources. DT-derived
information and technical simulation outputs are combined with supplier, inventory,
capacity, and delivery data, while the tactical sublayer performs the broader analysis
required to compare coordinated responses. At the strategic level, the analysis extends
further to organization-wide consequences such as investment, compliance exposure,
production capacity, and implementation timing. Technical simulations from the
underlying DTs may still contribute to this assessment, but they form only part of the
broader simulation and analysis performed by the layer. The scenarios therefore illustrate
that the Simulate stage does not prescribe a single simulation mechanism: depending on
the decision, simulations may be performed by the underlying DTs, by the GRC layer, or

through a combination of both, as defined in Section 5.2.

Action modes, authority, and human oversight. The scenarios also illustrate
different combinations of the action modes defined in Section 5.3. In the operational
scenario, the temporary speed reduction is executed within a previously approved

authority envelope, while the maintenance response is submitted to the Cell Supervisor
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for approval. The first action illustrates HOTL operation, since case-by-case authorization
is not required within the approved envelope but responsible actors retain monitoring and
intervention authority; the second illustrates HITL, since implementation depends on a
human decision. The envelope itself, including its permitted adjustment range and
override conditions, remains established under the organization’s HIC arrangements. In
the tactical scenario, the layer primarily operates in Recommend mode, while exposures
exceeding tactical authority are escalated for decision at the appropriate level. In the
strategic scenario, material investment and organization-wide consequences keep the
response in Recommend mode and under the authority of the responsible executive or
governing body. These examples do not establish a fixed relationship between
organizational level, action mode, and form of human oversight. Rather, they show how
the applicable combination depends on the nature of the decision, its consequences, and

the authority granted to the layer.

Inter-level feedback. The scenarios illustrate the distinct feedback mechanisms
defined in Section 5.5. Within each level, reassessment feeds observed outcomes and
revised assumptions into subsequent cycles. Upward movement can occur through either
aggregation or escalation. Recurring operational deviations across multiple cells may be
aggregated into a broader tactical exposure without individual operational cases being
escalated, while a specific condition that exceeds the authority of the current level may
be escalated together with the supporting information and request for decision. At the
tactical level, supplier, capacity, and delivery exposures that exceed tactical authority or
materially affect organizational objectives may similarly be escalated to the strategic
level. In the opposite direction, approved strategic decisions are translated into priorities,
resource commitments, constraints, and implementation requirements that guide tactical
planning and, subsequently, operational execution. The architecture therefore connects
the three intra-organizational levels without requiring every event to traverse all of them.
This extends the partial precedent identified in the corpus by Xu and Liu (2026), which

connects operational and strategic loops but does not explicitly represent the tactical level.

Normative configuration and traceability. The scenarios further demonstrate
the relationship between organizational configuration and recurring operation. The
operational and tactical cycles act on approved criteria, thresholds, authority limits, and
evidence requirements that have already been configured according to the mechanism

defined in Section 5.6. The strategic regulatory-change scenario additionally illustrates
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the preceding normative segment: a potentially relevant external change is analyzed in
the organizational context, the normative interpretation function supports the preparation
of revised internal arrangements, responsible organizational actors determine
applicability and approve the appropriate arrangements, and the relevant approved
elements are subsequently configured for use by the architecture. This process remains

separate from the recurring operating cycle.

Across all three scenarios, traceability preserves the relationships between the
approved arrangements and configured elements, the information and assumptions used,
the alternatives considered, the recommendation or authorized action, the organizational
authority involved, the observed outcome, and the subsequent reassessment. In the
regulatory scenario, this chain additionally extends backward to the normative source and
organizational context from which the arrangement was derived. The resulting records
therefore allow the organization to reconstruct both why a particular criterion or control
was established and how it influenced a later decision and its consequences. As discussed
in Section 5.6.3, these records may support internal review, audit, accountability, and
conformity-assessment activities, but they do not by themselves establish conformity or
certification. Related precedents identified in the corpus include the connection between
DTs and continuous auditing proposed by Pashayeva (2025) and the use of mirrored
system information to support machine-readable compliance evidence described by
Koufos et al. (2025). The proposed architecture extends this principle across operational,

tactical, and strategic decisions and across the complete source-to-evidence chain.

Table 6 summarizes the main mechanisms emphasized by each scenario.
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Table 6. Summary of the illustrative scenarios, reassessment, and inter-level feedback by
organizational level.

Level and Decision scope Main Action mode and | Reassessment and
scenario and simulation mechanisms human oversight | inter-level feedback
demonstrated
Operational: | Local asset and Local sensing and | Adjust within Outcomes are
progressive production simulation; envelope for a 3% | compared with
degradation | condition; strong | approved speed reduction estimates; the
of a force- use of authority (HOTL); individual cell
torque sensor | synchronized cell- | envelope; Recommend remains within
DT information evidence maintenance for operational limits,
and technical generation Cell Supervisor while recurring
simulation approval (HITL); | deviations across
envelope remains | cells are aggregated
under HIC and forwarded to the
tactical sublayer
Tactical: Cross-cell Aggregation of Recommend Approved treatment
cross-cell supplier, operational production is monitored against
sensor inventory, information,; reallocation and capacity, lead-time,
exposure and | capacity, and coordinated alternative- stock, and
supply delivery exposure; | contingency supplier concentration
interruption | DT outputs analysis; qualification estimates; the portion
combined with escalation (HITL); matters of the exposure
broader beyond tactical exceeding tactical
organizational authority are authority is escalated
data and tactical escalated to the strategic level
analysis
Strategic: Organization-wide | Normative/config | Recommend Program outcomes
regulatory compliance, uration process; strategic response | are compared with
change investment, strategic for executive or strategic estimates;
affecting capacity, and simulation; governing- approved direction is
collaborative | implementation downward authority decision | translated downward;
robots consequences; translation (HITL); strategic | new normative
technical DT objectives, developments or

outputs combined
with strategic
financial and
organizational
analysis

authority, and
constraints remain
under HIC

material evidence
may separately
trigger review and
reconfiguration

Source: Prepared by the author.

Together, the scenarios show how the artifact operates as specified in Chapter 5.

Risk-relevant conditions are addressed through a common recurring cycle whose scope
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and analytical mechanisms vary with the organizational level; simulations may draw on
the underlying DTs, the analytical capabilities of the GRC layer, or both; action remains
bounded by approved authority and human oversight; information and organizational
direction move between levels through aggregation, escalation, and downward
translation; and normative sources influence operation only through organizational
interpretation, approval, and configuration. The scenarios therefore demonstrate both
directions of the multilevel architecture: operational information can progress upward
through aggregation and escalation, while approved strategic direction is progressively
translated downward through tactical coordination into operational execution. The
resulting decisions, actions, outcomes, and evidence remain traceable to the arrangements
under which they were produced. Chapter 7 evaluates the artifact against its objectives

and discusses its contributions, limitations, and directions for future validation.
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Chapter 7

Conclusions and Future Work

This chapter concludes the study by returning to the research problem and
assessing the artifact against its stated objectives and research questions. It presents the
two-part evaluation defined in Section 2.5: an argumentative assessment of the artifact
against its three design objectives, and a qualitative examination of how the proposed
mechanisms relate to the problem dimensions of time, effort and cost, and decision

quality.

Section 7.1 revisits the research problem and assesses the extent to which the
objectives were met. Section 7.2 presents the conceptual and practical contributions, and

Section 7.3 discusses the study’s limitations and directions for future work.

7.1 Revisiting the research problem, research
questions, and objectives

The present study began from a practical problem in organizational risk
management. Sustaining GRC activities can require substantial specialist time and
organizational resources, while periodically updated assessments may provide decision-
makers with information that does not fully reflect the organization’s current state. Delays
and fragmentation can further reduce the timeliness and completeness of the information
available for decision-making. At the same time, the review reported in Chapter 4 found
no architecture combining the three decision levels, feedback within and between them,
and traceability from normative sources and organizational context to approved internal
arrangements and subsequent decisions and actions. Partial precedents for these elements
were identified in the corpus, but none combined them within a single intra-organizational

architecture.

In response, the study proposed a conceptual artifact: an Al-enabled GRC layer
placed on top of an organization’s existing DTs. The model supports decision-making at
the three organizational levels, enables feedback within and between them, and preserves

traceability from normative sources and organizational context to approved internal
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arrangements and, subsequently, to configured criteria and constraints, decisions, actions,
observed outcomes, evidence, and reassessment. Because the artifact has not been
implemented or empirically validated, the argumentative evaluation examines whether its
design, as illustrated through the scenarios, provides a coherent and plausible means of
meeting its objectives. It does not establish its empirical performance in terms of time,

cost, or decision quality.

Because the three design-oriented research questions were translated into
corresponding objectives in Section 2.2, the evaluation of these objectives also provides
the basis for answering RQ1, RQ2, and RQ3. The first objective, which responds to RQ1,
was to support risk-management decisions at the operational, tactical, and strategic levels.
This objective is met at the conceptual level because the sublayers are differentiated not
merely by their labels, but by the scope and time horizon of the decisions they support,
the degree of information aggregation, the analyses performed, the outputs produced, and
the authority required (Section 5.4 and Table 5). The scenarios make this differentiation
visible. Progressive degradation of a force-torque sensor supports a localized operational
maintenance decision; recurring sensor deviations across several cells combined with a
supply interruption require tactical coordination of suppliers, capacity, and resources; and
a new collaborative-robot safety requirement requires a strategic compliance and
investment decision. The shared manufacturing setting therefore illustrates how the same

organizational infrastructure may give rise to distinct decision contexts at the three levels.

The second objective, which responds to RQ2, was to enable feedback within and
between the organizational levels. Section 5.5 defines intra-level feedback, upward
aggregation and escalation, and downward translation, while the illustrative scenarios
demonstrate how these mechanisms connect operational, tactical, and strategic decisions.
This objective is therefore met at the conceptual and illustrative levels. Recurring
deviations across several production cells may be aggregated into a tactical exposure,
while a condition that exceeds the authority of the current level may be escalated together
with its supporting analysis. In the opposite direction, approved strategic decisions can
be translated into tactical priorities, resource commitments, constraints, and operational
requirements. The scenarios thus illustrate how information changes in scope and
aggregation as it moves upward and how strategic decisions become progressively more
specific as they move downward. This three-level intra-organizational connection was

not identified in the analytical corpus.
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The third objective, which responds to RQ3, was to preserve traceability from
external normative sources and organizational context to approved internal arrangements
and, subsequently, to configured criteria and constraints, decisions, actions, observed
outcomes, evidence, and reassessment. Section 5.6 defines this traceability chain. The
regulatory scenario illustrates this chain: a potentially relevant regulatory change is
analyzed in the organizational context; the normative interpretation function supports the
assessment of its implications and the preparation of a proposed internal arrangement;
responsible organizational actors determine applicability and review and approve the
appropriate arrangement; its relevant elements are configured in the layer; and their
subsequent use is linked to decisions, actions, outcomes, evidence, and reassessment.
Because synchronized information from the underlying DTs contributes observed
outcomes to reassessment, the operational part of the traceability chain can be updated as
the cycle runs rather than reconstructed only after the fact. Beyond the three architectural
objectives, the scenarios also permit a qualitative assessment of how the proposed

mechanisms address the practical problem identified in Chapter 1.

Table 7 summarizes the relationship between the problem dimensions and the

mechanisms represented in the architecture.

Table 7. Qualitative assessment of how the proposed architecture addresses the practical
problem dimensions

I.’roble.m Mechanism in the proposed architecture | Expected design-level effect
dimension
Time Synchronized DT information, integrated Reduce delays associated

organizational inputs, recurring assessment,
and Al-enabled interpretation

with periodic information
gathering, consolidation, and
interpretation

Resource use

Reuse and integration of available

Reduce specialist effort

and cost information and analytical support for required to collect, reconcile,
interpretation, comparison, and preparation and repeatedly process
of proposals information across
organizational functions
Decision More current information, simulation of Provide a more current and
quality alternatives, organizational criteria and complete basis for comparing

constraints, and inter-level feedback

alternatives and supporting
decisions

Source: Prepared by the author.

These mechanisms indicate pathways through which the architecture may reduce

information-integration time and specialist effort and provide a more current and

complete basis for decision-making. However, the scenarios do not demonstrate the
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magnitude of these effects. No elapsed-time, cost, specialist-effort, or decision-quality
measurements were performed; these effects therefore remain design-level expectations

requiring empirical validation.

Together, these arguments support the conclusion that the artifact meets its three
design objectives and provides conceptual and illustrative answers to RQ1, RQ2, and
RQ3. It applies the sense-simulate-decide-act-reassess cycle across the three
organizational levels, enables feedback within and between those levels, and preserves a
traceable path from normative sources and organizational context to configured elements,
decisions, actions, outcomes, evidence, and reassessment. The qualitative assessment
further identifies mechanisms through which the architecture can address the practical
problem of time, resource use, and decision quality. The scenarios establish the internal
coherence and plausibility of these mechanisms, not their empirical effectiveness.
Evaluating their actual effects on time, cost, specialist effort, and decision quality with

real organizational data, actors, and processes remains a subject for future work.

7.2 Contributions

The main conceptual contribution of the present study is an explicit three-level
intra-organizational architecture for Al-enabled GRC supported by existing DTs. The
model applies a common operating cycle at the operational, tactical, and strategic levels
and connects them through upward aggregation and escalation and downward translation
of approved organizational direction. The analytical corpus contains partial precedents
for some of these mechanisms, but no study presents the same three-level arrangement
within a single organization. Sellitto et al. (2023) provide the closest overall conceptual
precedent by connecting enterprise risk management, business objectives, technical
assets, DT-supported simulation, and risk treatment, but without the explicit three-level

architecture and inter-level feedback proposed in this study.

Another contribution concerns how the model connects external normative
sources to operation without applying standards directly at each level. External
frameworks, standards, and regulations are interpreted by the organization — supported
by a normative interpretation function — into approved internal policies, controls,
thresholds, authority limits, escalation rules, and evidence requirements, which the

sublayers then operate. This preserves a traceable path from external normative sources
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and organizational context to approved internal arrangements, configured elements,
decisions, actions, outcomes, evidence, and reassessment, while applicability, approval,

and accountability remain with the responsible organizational actors.

A further contribution concerns the organizational treatment of Al In the
reviewed corpus, Al-enabled capabilities appear primarily as analytical or predictive
techniques embedded in particular risk-management functions, without defined
functional boundaries, authority limits, human-approval points, or oversight
responsibilities (Section 4.2). The proposed architecture instead positions Al as an
enabling capability within an organizational arrangement: it defines the functions Al may
support, the authority boundaries and action modes governing the layer’s operation, the
points at which human approval is required, and the records through which Al-supported
analyses and subsequent decisions remain traceable. This specification does not depend
on any particular AI model, technique, or agent, allowing different implementations to
support the defined functions without changing the organizational logic of the

architecture.

As a practical contribution, the model provides a reference structure for
organizations that already use DTs and want to connect them with risk management at
the operational, tactical, and strategic levels. It defines the information considered, the
analytical and simulation mechanisms available, the decisions supported, and the outputs
produced at each level, as summarized in the consolidated operating matrix (Table 5). It
also specifies action modes, authority boundaries, human-oversight arrangements,
feedback mechanisms, and the records required to support traceability, review,
accountability, and audit. Organizations could adapt this structure to their own DT

infrastructure and risk-management processes.

7.3 Limitations and future work

The artifact was demonstrated through illustrative scenarios in a hypothetical
manufacturing organization, and while they show how the model could operate, they
provide no empirical or computational validation and use illustrative values that do not
represent measured results. The study therefore does not measure the model’s
performance or compare it with existing practice. Similarly, the normative interpretation

function is defined only at the architectural level. The study does not assess the accuracy
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or usefulness of its normative analyses, the adequacy or completeness of the proposed
internal arrangements, or how effectively the function supports responsible organizational
actors in determining applicability across jurisdictions and organizational contexts. The
treatment of Al is likewise delimited. The study specifies the functions in which Al-
enabled capabilities may support the architecture and the organizational boundaries
within which those functions operate, but it does not prescribe, implement, compare, or
evaluate any specific Al model, technique, or agent. The feasibility, accuracy,
explainability, and data requirements of such implementations — as well as the risks

introduced by specific Al-enabled implementations — therefore remain to be assessed.

The literature review was also limited to a single database and search strategy,
and different databases or broader search terms could identify additional relevant studies.
In addition, 20 of the 80 records selected for full-text reading could not be accessed, which

limits the review’s coverage.

Future work should include a software implementation connected to live or
synthetic DT data, allowing the operating cycle, the interaction between the three levels,
and the normative interpretation function to be tested and clarifying the model’s technical
and data requirements. The artifact should then be assessed by experts and tested through
a pilot in an organization that already uses DTs, particularly to measure its effects on
elapsed time, specialist effort and associated cost, and decision quality, as well as to
evaluate its organizational-level distinctions, authority arrangements, normative
interpretation and configuration mechanism, and practical usefulness. Further studies
should apply the architecture beyond manufacturing and examine how data governance,
stakeholder participation, technical maintenance, information sharing, and human

oversight affect its implementation.
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