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A heterogeneidade estatistica entre clientes constitui um desafio central no apren-
dizado federado: quando os conjuntos de dados locais seguem distribui¢oes nao iden-
ticamente distribuidas, a agregacao ponderada pelo tamanho da amostra adotada
pelo FedAvg compromete a convergéncia do modelo global em relagao ao 6timo local
de cada cliente. Em séries temporais, tal heterogeneidade manifesta-se na forma de
diferencas de tendéncia, sazonalidade e volatilidade entre os participantes. A pre-
sente dissertacao propoe o MARACATU, uma heuristica de agrupamento orientada
por metadados para o aprendizado federado em cenarios de previsao com dados
temporalmente dependentes. A cada rodada de comunicacao, cada cliente extrai
um vetor compacto de descritores temporais de sua janela local, compreendendo
momentos estatisticos, autocorrelacao, perfil espectral e estatisticas de picos, e o
servidor emprega esses vetores para agrupar clientes com regimes temporais com-
pativeis antes de aplicar o FedAvg no interior de cada grupo. A heuristica é avaliada
no conjunto de dados Low Carbon London da UK Power Networks, contemplando
quatro arquiteturas de previsao (SFF, LSTM, GRU, TFT), trés algoritmos de agru-
pamento (Aglomerativo, SimClust, RepClust) e trés tamanhos de janela temporal
(6h, 16h, 24h). Os resultados demonstram que o beneficio do agrupamento por
metadados é condicionado a escolha do algoritmo de agrupamento: globalmente,
o método nao supera o agrupamento por pesos, efeito atribuivel quase integral-
mente ao algoritmo Aglomerativo; contudo, o RepClust associado a janela de 16h
produz melhorias estatisticamente significativas e consistentes em todas as arquite-
turas avaliadas, vantagem essa que se preserva independentemente do método de

agregacao federada empregado. A configuracao de melhor desempenho, LSTM +

vi



FedNova + Metadados + 16h + RepClust, atinge RMSE de 0,2837 4+ 0,0004, cor-
respondendo a uma reducao de 3% em relagao a configuracao LSTM + FedAvg +

Metadados sem qualquer acréscimo no numero de rodadas de comunicacao.
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Statistical heterogeneity among clients constitutes a central challenge in fed-
erated learning: when local datasets follow non-identically distributed draws, the
sample-size-weighted aggregation of FedAvg compromises convergence of the global
model towards every client’s local optimum. In time-series settings, this hetero-
geneity manifests as divergences in trend, seasonality, and volatility regimes across
participants. The present dissertation proposes MARACATU, a metadata-driven
clustering heuristic for federated learning in temporally dependent forecasting sce-
narios. At each communication round, every client extracts a compact vector of
temporal descriptors from its local window, comprising statistical moments, auto-
correlation, spectral profile, and peak statistics, and the server employs these vectors
to partition clients into groups of compatible temporal regimes prior to applying Fe-
dAvg within each cluster. The heuristic is evaluated on the UK Power Networks Low
Carbon London dataset, spanning four forecasting architectures (SFF, LSTM, GRU,
TFT), three clustering algorithms (Agglomerative, SimClust, RepClust), and three
temporal window sizes (6h, 16h, 24h). The results demonstrate that the benefit of
metadata-driven clustering is contingent on the choice of clustering algorithm: glob-
ally, the heuristic does not outperform weight-based clustering, an effect attributable
almost entirely to the Agglomerative method; nevertheless, RepClust paired with
the 16h window produces statistically significant and consistent RMSE improve-
ments across all four architectures, an advantage that is preserved irrespective of
the federated aggregation method employed. The best-performing configuration,
LSTM + FedNova + Metadata + 16h + RepClust, attains RMSE 0.2837 £ 0.0004,
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corresponding to a 3% reduction relative to LSTM + FedAvg + Metadata without

any increase in the number of communication rounds.
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Chapter 1
Introduction

A time series is a set of observations of a given phenomenon made sequentially over
time with the aim of discovering trends, seasonality, and other patterns that can
contribute to the prediction of future values to aid in decision-making KIM et al.
(2025a)). Several phenomena can be represented as a time series those phenomena
can be found in several areas, such as in healthcare to detect cardiac arrhythmia
SHARMA e SUNKARIA|(2023)), in industry to forecast production ZHUKOV et al.
(2023), in finance to forecast stocks ZAHEER et al.| (2023)), etc. Time series analysis
has become increasingly relevant, especially with the increase in data availability in
different sectors HOUSSEIN et al.| (2025). And in view of this demand, the extrac-
tion of attributes, patterns, and knowledge that can contribute to decision-making
has become increasingly efficient when using Machine Learning (ML) models. Mod-
els such as recurrent networks ARSENAULT et al.| (2025), probabilistic feedforward
networks NIX e WEIGEND) (1994)); OLKONOMOU et al.| (2025), and Temporal Fu-
sion Transformers LIM et al.| (2021) are capable of capturing complex relationships
and patterns that manual methods would not be able to capture.

Modern time-series deployments rarely produce data at a single site. Smart
meters, wearables, industrial sensors, and mobile devices all generate sequential
data at the edge, that is, on the device that produced the observation rather than
on a central server, and in realistic volumes the cost of forwarding raw observations
to a central learner is prohibitive both in bandwidth and in the privacy exposure it
creates BELAL et al| (2024). Training must therefore happen closer to where the
data is produced.

Federated Learning (FL) emerges as a new paradigm for training models in a
decentralized manner while avoiding possible violations of user privacy ZHANG
et al. (2021). Under FL, clients train local models on their private data and share
only model weights with a coordinating server, which aggregates them into a global
model using a rule such as FedAvg MCMAHAN et al.| (2018), where the next global

model is formed as a sample-size-weighted average of the received client parameters.



Fed Avg remains the reference aggregator against which heterogeneity-aware variants
are benchmarked in recent surveys of FL aggregation strategies QL et al.| (2024).

A central challenge in FL is statistical heterogeneity: client datasets follow non-
identically-distributed local draws, and in time-series settings this manifests as differ-
ent trend, seasonality, and volatility regimes across clients. Because FedAvg aggre-
gates all client updates under a sample-size weighting that assumes interchangeable
local objectives, heterogeneous objectives pull the averaged model away from every
client’s optimum, a systematic aggregation bias whose empirical magnitude across
diverse non-1ID settings is documented in ABDELMONIEM et al.| (2023). Statis-
tical heterogeneity remains an open research problem: SOLANS et al.| (2024) and
GAO et al|(2022)) survey an active frontier where algorithmic approaches (FedProx,
FedNova, Scaffold), clustering strategies, and personalised-FL methods are all under
active development, with no consensus solution for temporally structured domains.

Several families of approaches have been proposed to mitigate statistical hetero-
geneity in FL. The first modifies the aggregation rule itself: methods such as FedProx
LI et al.| (2020), FedNova|WANG et al. (2020)), and Scaffold KARIMIREDDY et al.
(2020) regularize local objectives or correct gradient drift so that client updates are
more compatible before averaging. The second family pursues personalisation, al-
lowing each client to maintain a model tailored to its own distribution rather than
converging to a single shared model KIM et al.[(2025b); [LIU et al.|(2025). The third
family clusters clients by similarity and restricts FedAvg to intra-cluster aggrega-
tion, so that each cluster’s global model is averaged only over clients with aligned
local objectives SATTLER et al. (2021); GHOSH et al.|(2022); DUAN et al.| (2021));
BRIGGS et al| (2022). This work adopts the clustered-FL approach but, unlike
prior methods that cluster on model weights or gradients, drives the partition from
compact metadata describing the temporal character of each client’s local time se-
ries, a distinction that reduces the per-round clustering payload and avoids the curse
of dimensionality inherent to weight-space distances.

In this context, this work proposes MARACATU: a metadata-driven clustering
heuristic that addresses heterogeneity by grouping clients according to the trend,
seasonality, volatility, autocorrelation, and spectral profile of their local time-series
window before aggregation, so that FedAvg is applied only across clients whose tem-
poral regimes are already aligned. Each client locally extracts a compact descriptor
of its own time-series window, summary statistics, trend slope, autocorrelation,
spectral features, and peak statistics. The server uses these descriptors, which are
neither raw observations nor model weights, so the high-dimensional, noise-sensitive
signal that weight-based clustering relies on is avoided, as compact metadata vectors
to form clusters of temporally aligned clients, and then applies FedAvg within each

cluster.



Utilizing metadata for clustering offers three concrete complexity reductions rel-
ative to weight-based approaches. First, metadata vectors of 18-20 scalars are or-
ders of magnitude smaller than weight vectors (tens of thousands of parameters
for TFT), reducing the per-round clustering payload from megabytes to kilobytes,
while leaving FedAvg’s weight payload unchanged. Second, hierarchical and repre-
sentative clustering algorithms operate on pairwise Euclidean distances that concen-
trate in high-dimensional weight space, producing degenerate partitions; the low-
dimensional metadata space avoids this curse of dimensionality, as the SimClust
and RepClust experiments of Section [5.6.3] empirically confirm. Third, because
differential-privacy noise under the Gaussian mechanism scales with vector sensitiv-
ity, privatising 18-20 scalar features incurs far less utility cost than privatising a full
gradient, the formal argument is developed in Section

Although prior FL. work addresses heterogeneity through weight-based clus-
tering, which inherits the gradient space’s dimensionality and privacy cost, or
personalised-FL methods, which abandon cross-client transfer and lose the feder-
ation’s statistical benefit, temporal-aware aggregation for time-series forecasting re-
mains underexplored. Smart-meter work such as BRIGGS et al. (2022)) is an excep-
tion, not the norm; the broader aggregation taxonomy of QI et al.|(2024) confirms
that most methods ignore temporal structure during aggregation. This work aims
to fill that gap.

The heuristic is evaluated on the UK Power Networks Low Carbon London smart-
meter dataset, restricted to 42 households under a flat-rate tariff. The experimental
grid crosses four forecasting architectures (SFF, LSTM, GRU, TFT), three window
sizes (6h, 16h, 24h), three clustering algorithms (Agglomerative, SimClust, Rep-
Clust), and two clustering conditions (metadata vs. weights), each repeated over
30 random seeds, for a total of 2160 experiments. Forecasting quality is measured
by RMSE; partition structure by ARI and NMI; pairwise significance by Wilcoxon
signed-rank testing with Cohen’s d and FDR-Benjamini-Hochberg correction for
multiple comparisons.

The main hypothesise are that metadata-driven clustering (i) yields RMSE non-
inferior or superior to weight-based clustering across the evaluated configurations,
and (ii) produces round-to-round partitions that are more stable than those formed
from training-noise-dependent weights. This work aims to determine whether a
clustering heuristic that considers the temporal dependence of data can improve
model quality when applied to federated learning with time series data. Throughout

this work, the objective is to answer the following research question:

e RQ: Is the proposed clustering heuristic able to outperform traditional aggre-
gation techniques in terms of accuracy and efficiency in a federated learning

environment dealing with temporally dependent data?



This dissertation is organized as follows: Chapter 2 introduces the theoretical
background used in this dissertation. Chapter 3 discusses related works that address
appropriate strategies for time series in the federated context. Chapter 4 presents
the proposed heuristic and the methodology used to evaluate the proposal. Chapter
5 presents the experiments and a discussion of the results. Chapter 6 discusses the

conclusions derived from this work and suggests future work.



Chapter 2
Basic Concepts

In this chapter, an overview of the fundamental concepts of this work is provided,
with a particular focus on time series and federated learning. The following section
will present the definition, an overview of the current literature on the subjects, and

an analysis of how this concepts will be integrated into the work.

2.1 Time Series

Time series constitute one of the most fundamental data structures in statistical
modeling and machine learning LI e LAW| (2024). In contrast to cross-sectional
data, which are assumed to be independent and identically distributed, a time se-
ries is characterized by the inherent ordering of its observations in time ZHANG
et al.| (2024). This temporal ordering introduces dependencies between data points
that cannot be ignored in modeling, since the present is often influenced by the
past, and in many real-world systems the future can also be forecast by uncover-
ing recurring temporal patterns. However, applications are available in a variety
of fields, including finance ARSENAULT et al. (2025)), health monitoring NI et al.
(2024), climate science DA CRUZ et al.| (2024)), traffic analysis HARROU et al.
(2024), and industrial sensor networks OIKONOMOU et al.| (2025). Each of these
domains is characterized by its own particular complexities, including seasonality
in energy consumption, abrupt regime changes in financial markets, or long-term
climate variability.

The analysis of time series seeks to identify and model the underlying dynamics
that generate the observed data, often with the goal of forecasting future values or
understanding temporal structures such as cycles, trends, and irregular fluctuations
LIANG et al.| (2024). In order to achieve this, it is necessary to employ techniques
capable of distinguishing systematic temporal patterns from stochastic variability.
For instance, the upward growth of a market index may be interpreted as indicative

of a long-term trend, while the daily oscillation in temperature may be attributed



to seasonal variations, meanwhile, unpredictable spikes in sensor readings may be
attributable to noise. Consequently, a proper time series model must strike a bal-
ance between the extraction of deterministic temporal structure and the capacity to
handle randomness. Mathematically, a univariate time series can be expressed as a

sequence:

X={n,eR|t=1,2... T}

(2.1)
P(xy | 241,29, ...,21) # P(xy)

Equation formalizes a univariate time series as an ordered collection of real-
valued observations X = {z;}L ,, where each element z; is indexed by discrete time
steps t. The condition P(xy | ©y_1, x4 9, ...,21) # P(x;) expresses the probability
distribution of the current observation depends on its past realizations. This con-
dition differentiates time series data from independent and identically distributed
(i.i.d.) samples, emphasizing that temporal order and conditional dependence must
be explicitly modeled. This dependency captures phenomena such as autocorrela-
tion, inertia, and feedback mechanisms present in dynamic systems, which are fun-
damental for tasks like forecasting, anomaly detection, and causal inference BOX
et al.|(2015).

The challenges posed by time series data become even more pronounced when
they are considered in distributed and federated environments BELAL et al.| (2024).
Classical forecasting models, such as ARIMA SHUMWAY e STOFFER]| (2017) and
state-space models, were designed for centralized datasets where all observations are
available to a single learner. Modern neural architectures, such as recurrent net-
works MEDSKER et al| (2001) and Transformers KHAN et al.| (2022), extend this
paradigm by learning complex temporal dynamics from large centralized corpora.
Yet, when data are partitioned across multiple clients, as is typical in federated
learning, the assumption of homogeneity is no longer valid ABDELMONIEM et al.
(2023). Each client may observe data governed by distinct temporal regimes, re-
flecting local trends, seasonalities, or abrupt changes that are not shared across the
network. This heterogeneity can undermine the effectiveness of conventional ag-
gregation methods, which typically rely on sample size as the primary weighting
mechanism GAO et al.| (2022)).

In this context, the neglect of temporal information during aggregation results
in a global model that, while potentially achieving average performance, lacks the
temporal coherence necessary for robust forecasting TEICHGRAEBER e BRANDT
(2022). For instance, updates learned from clients observing weekday patterns may

be naively combined with those derived from weekend or holiday data, producing



a model that struggles to represent either context effectively. Furthermore, clients
operating in different seasons or under distinct environmental conditions may con-
tribute gradients that point in conflicting directions if their temporal alignment is
ignored.

The present dissertation addresses this gap by proposing a heuristic in which
temporal metadata, derived from the position of the data within its time window
and from contextual features, is incorporated directly into the aggregation step. In
contrast to the conventional approach of treating all client contributions as equally
comparable, this methodology utilizes a weighted system that reflects the temporal
conditions under which each local model was trained. This ensures that each global
model aligns more closely with the temporal regularities of the distributed system
as a whole, thereby improving forecasting accuracy and consistency. The proposed
method makes an explicit connection between temporal modelling and federated ag-
gregation, thus offering a novel perspective that bridges classical time series analysis,

modern deep learning approaches, and the emerging field of federated forecasting.

2.2 Federated Learning

Federated Learning (FL) can be defined as a decentralized paradigm for collaborative
model training MAMMEN]| (2021). This innovative approach was first introduced
by Google as a response to the growing need for data privacy and efficient com-
munication in distributed environments. The fundamental principle of FL is that
raw data never exits the client devices; rather, models are trained locally on pri-
vate datasets, with only the resulting parameters or gradients being shared with
a coordinating server. This design facilitates the utilization of collective learning
by multiple clients, while concurrently ensuring the retention of ownership of their
data. It thereby addresses the issue of data silos, a problem which frequently arises
in regulated domains such as healthcare, finance, and mobile applications PATEL
(2019).

The federated optimization process can be described as an iterative cycle. At
the beginning of each round, the server distributes the current global model to the
participating clients. Each client performs local training using its own data and
produces an updated parameter vector. These local updates are then transmitted
back to the server, which aggregates them into a new global model. The updated
model is then redistributed to the clients, and the cycle continues until convergence.
In the context of the given problem, if K is defined as the set of clients, and each
client is assigned a dataset that contains a number of samples, the global objective

is defined as follows:
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In the equation w € R? is used to denote the global model parameters to
be learned, K is the number of clients, n, is the number of samples stored at client
k,and N = Z,If:l ny is the total number of samples across all clients. The function
Fi(w) is defined as the local empirical risk at client k, which is typically defined as
the average loss over its dataset. Equation thus expresses the global objective as
a weighted average of the local objectives, with weights proportional to the dataset
sizes. This is the foundation of the widely used FedAvg algorithm [NILSSON et al.
(2018), where client contributions are scaled by the relative quantity of their data
before being combined into the global update. In FedAvg, the server computes the
global model at the end of each round by averaging the parameters obtained by
each client after local training, weighted by the size of its dataset. In FedAvg, the
aggregation of client models at the end of each communication round follows the

expression:

K

Wt % (1) (2.3)

k=1

Equation formalizes how the server updates the global parameters at itera-
tion by computing a weighted average of the local model parameters obtained from
each client after their respective local training epochs. Each client’s contribution is
scaled by the factor %, ensuring that clients with larger datasets exert proportion-
ally greater mﬂuence on the global model. This aggregation rule provides a com-
putationally efficient and communication-friendly means of combining distributed
updates without requiring direct access to raw data. It implicitly assumes, however,
that differences among clients can be adequately represented by their sample size
proportions—an assumption that becomes problematic in non-i.i.d. or temporally
structured domains.

While this formulation provides a principled way to merge heterogeneous
datasets, its sufficiency breaks down in the context of time series data. The weighting
scheme outlined in equation operates under the assumption that client updates
are interchangeable, except their respective sample counts. This approach effectively
disregards the temporal characteristics inherent in the underlying data. However,
in sequential domains, the ordering, alignment, and time-window context of obser-
vations are as critical as the raw sample size. To illustrate this point, consider a
scenario in which two clients contribute an equal amount of data. However, one client
may have focused on identifying daily patterns, while the other has concentrated

on seasonal or event-driven fluctuations. Despite the fact that their contributions



are given equal weighting in equation they encode markedly different tempo-
ral regimes. The indiscriminate aggregation of these elements risks the dilution of
meaningful temporal dynamics, resulting in a global model that captures only an
"average" behavior. Consequently, the coherence necessary for accurate forecasting
is not preserved.

This shortcoming highlights a central gap: conventional aggregation strategies in
FL are fundamentally data-quantity—centric and temporally agnostic. In time series
applications, however, ignoring temporal metadata can result in misaligned updates,
reduced predictive performance, and instability in the global model. To address
this limitation, the following chapter introduces a novel aggregation mechanism
that explicitly incorporates temporal information derived from client time windows,
thereby enabling federated learning to better accommodate the sequential structure

of time series data.

2.2.1 Aggregation Strategies Beyond FedAvg

The FedAvg rule of Equation is the dominant aggregation strategy in federated
learning and serves as the baseline of this dissertation. Its main limitation is that
it treats all client contributions as interchangeable beyond their sample count, even
when clients take different numbers of local gradient steps or when local objectives
diverge from the global one. Several algorithms have been proposed to remedy
specific failure modes of FedAvg; the four used in the aggregation experiments of
Section are described below in order of increasing algorithmic complexity.

Fed Avg-Weighted. The canonical FedAvg of NILSSON et al.| (2018) already
weights each client by n,/N (Equation [2.3). In the codebase of this dissertation,
however, the label FedAvg refers to a uniform 1/K weighting within each cluster,
while Fed Avg-Weighted restores the sample-size weighting ny/ >, .. 7 within each
cluster c. Because client meters have different numbers of available sliding windows,
these two variants are genuinely distinct: Fed Avg-Weighted up-weights clients whose
time series contain more usable observations. The two rules carry identical commu-
nication cost.

FedProx |LI et al| (2020). When client data distributions are heterogeneous,
local training can push client parameters far from the initial global model, a phe-
nomenon known as client drift. FedProx penalises this drift by augmenting each

client’s local objective with a proximal term:
min Fy(w) + %Hw —w®|]?, (2.4)

where w(® is the global model distributed at the beginning of round ¢ and p > 0
is the proximal weight controlling the strength of the regularisation. Setting p = 0



recovers FedAvg. The proximal gradient is computed per local step at no additional
communication cost. In the experiments of this dissertation, © = 0.01 is used
throughout.

FedNova WANG et al| (2020). When clients take heterogeneous numbers of
local gradient steps 73, which occurs naturally whenever clients have different dataset
sizes, FedAvg produces a biased global update because client deltas A, = w® — w,(:)
are not normalised by their step count. FedNova corrects this by normalising each

client’s contribution before aggregation:
A®
WD = 0 — g 3" L (2.5)

where 7o = >, (ng/N )7y is the effective step count. Each client transmits 7, along-
side Ay, adding negligible communication overhead. In the present work, 7 is
computed per client as E - max(1, [nain/B]), where E' = 1 is the number of local
epochs and B = 32 is the batch size; because meter datasets differ in length, 7
varies across clients, making FedNova non-degenerate with Fed Avg-Weighted.
Scaffold [KARIMIREDDY et al.| (2020). Scaffold addresses client drift through
control variates: a server-side variate ¢ and a per-client variate ¢, are maintained

and used to correct the local gradient at each step,

Wk i+1 = Wk — n(gkz(wkz,i) —Cp + 0)7 (2-6)

where 7 is the client learning rate and gi(-) is the local stochastic gradient.
At the end of each round, the client updates its control variate via Option II:
cf=c,—c+ (wh - w,(fﬂ))/(mn), and the server updates ¢ as the mean of the
¢y from participating clients. This correction eliminates client drift in the theoreti-
cal convergence analysis, but at a cost: each client transmits both its model update
and the variate correction per round, doubling the per-round payload, and each
client must maintain persistent state ¢, between rounds. The convergence guaran-
tees of Scaffold assume a regime of many local steps per round; the implications
of this assumption for performance under the one-epoch-per-round setting of this
dissertation are examined empirically in Section

Whether the metadata-driven clustering heuristic of Chapter 5| composes with
these alternatives, or whether its benefit is specific to the plain FedAvg aggregator,

is an empirical question taken up in Section
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2.3 Clustering Algorithms

In federated learning with non-IID clients, model weights learned on distinct tem-
poral regimes can diverge substantially. A natural strategy for mitigating this diver-
gence is to group clients into clusters before aggregation, so that FedAvg is applied
only within sets of clients whose data distributions are sufficiently similar. The
choice of clustering algorithm shapes both the granularity of the resulting groups
and the participation pattern of clients within each group. This section introduces
the three clustering families evaluated in this dissertation. They sit at different
points in the design space: one discovers the number of clusters automatically from
a distance threshold (Agglomerative); one is a partitional method requiring a fixed K
(SimClust); and one replaces similarity-minimisation with a diversity-maximisation
objective (RepClust). Together, they allow the experimental comparison in Chap-
ter [o| to assess whether the value of metadata-driven clustering is a property of

metadata itself or is mediated by the specific algorithmic family used.

2.3.1 Agglomerative Hierarchical Clustering

Agglomerative hierarchical clustering  WARD) (1963)) is a bottom-up merging proce-
dure that begins with each data point in its own singleton cluster and iteratively
merges the two nearest clusters until a stopping criterion is met. In the implemen-
tation used here, the Ward linkage criterion governs which pair of clusters is merged
at each step: it selects the merge that minimises the total increase in within-cluster
variance, which is equivalent to minimising the squared Euclidean distance between
the cluster means weighted by their sizes. Formally, the Ward merge cost for joining

clusters A and B is:

AL-IBL o e
A(A,B) = 1% = x5 (2.7)
Al + | B
where X4 and Xp are the centroids of A and B and | - | denotes cluster cardi-

nality. Merging continues until every inter-cluster distance exceeds a user-defined
distance_threshold; the number of clusters is therefore discovered from the data
rather than prescribed in advance. Metadata features are standardised with zero
mean and unit variance before the distance matrix is computed, ensuring that fea-
tures on different scales contribute equally to the linkage criterion.

The client participation rule for Agglomerative clustering is that all clients par-
ticipate in every communication round: after the server assigns each client to a
cluster, FedAvg is applied within every cluster simultaneously, and all clients receive
an updated model. In the experimental evaluation three distance thresholds, 2.0,
2.6, and 3.2, are tested, yielding clusters of varying granularity without requiring

the number of groups to be specified a priori.
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2.3.2 Similarity Clustering (SimClust)

Similarity Clustering (SimClust) is a partitional method that groups clients with
similar temporal metadata by applying K-Means MACQUEEN]| (1967) to the stan-
dardised metadata matrix. A fixed number of clusters K € {3,5,7,10} must be
specified beforehand. Two distance options are supported: standard Euclidean dis-
tance over the standardised feature vectors, and a symmetric KL divergence (Jeffreys
divergence) between client metadata vectors treated as diagonal Gaussian distri-
butions. For the KL variant, a pairwise divergence matrix is first computed and
then embedded into Euclidean space via Multidimensional Scaling (MDS) before
K-Means is applied. In both cases, K-Means is initialised with n;,;; = 10 restarts
to reduce sensitivity to random initialisation, and features are standardised prior to
clustering.

Because SimClust computes clusters from the metadata matrix before the fed-
erated training loop begins, the cluster assignments are fixed across communication
rounds under the metadata condition. In each round, one client is sampled uniformly
at random from each cluster to participate, so that the total number of participants
per round equals K regardless of the total number of clients. This sampling strategy

reduces per-round communication cost relative to full participation.

2.3.3 Representative Clustering (RepClust)

Representative Clustering (RepClust) departs from similarity-based objectives by
seeking clusters that are internally diverse while remaining well separated from one
another. The motivation is that each cluster should contain clients with distinct
temporal behaviours, so that the cluster’s aggregated model is exposed to a wider
range of patterns rather than being dominated by a locally homogeneous group.

Formally, cluster assignments are optimised to maximise the multi-objective score:

f(assignments) = « - IntraDiversity(assignments) — [ - InterDistance(assignments),
(2.8)
where IntraDiversity is the mean of pairwise Euclidean distances within each cluster,
InterDistance is the mean pairwise distance between cluster centroids, and o > 0,
B > 0 are weighting hyperparameters. The minus sign on the InterDistance term
penalises configurations in which clusters are too close to one another, encouraging
spatial separation between cluster centroids.
Optimisation is performed by a greedy local-search heuristic: starting from a
balanced random partition (cluster sizes differ by at most one), the algorithm iterates
over a priority list of clusters ordered by minimum intra-cluster distance, i.e., the

cluster whose two most similar members are farthest apart is processed first, and
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tries pairwise swaps of members between cluster pairs. A swap is accepted only
if it strictly improves f. A swap_budget parameter limits how many clusters are
considered per iteration. As with Agglomerative and SimClust, metadata features
are standardised before distance computations.

The client participation rule for RepClust is that all clients in one randomly
selected cluster participate per round. This cluster-level sampling is computation-
ally more selective than Agglomerative’s full participation and different in struc-
ture from SimClust’s one-client-per-cluster sampling, making the three algorithms
directly comparable along the participation dimension as well as the clustering-

objective dimension.

2.4 Neural Architectures for Time Series Forecast-
ing

To evaluate the proposed metadata-driven clustering heuristic across a range of
forecasting model complexities, four architectures are employed in this work: a
probabilistic feedforward network, a Long Short-Term Memory network, a Gated
Recurrent Unit network, and a Temporal Fusion Transformer. These architectures
form a deliberate complexity spectrum—from a non-recurrent baseline with no in-
herent notion of temporal order to a hybrid attention-based model with explicit
interpretable temporal dynamics—allowing the clustering comparison to remain

architecture-agnostic and its conclusions to be more broadly applicable.

2.4.1 Probabilistic Feedforward Network

The feedforward network, or Multilayer Perceptron (MLP), is the foundational ar-
chitecture of deep learning, in which input features are transformed through a series
of fully connected layers separated by nonlinear activations GOODFELLOW et al.
(2016). In the context of time series forecasting, the input window is flattened into
a single feature vector and passed through two hidden layers of 64 and 32 units
respectively, both using the Rectified Linear Unit (ReLU) activation. Unlike recur-
rent architectures, the feedforward network treats all timesteps within the window
as simultaneously available features with no explicit notion of ordering; it is purely a
function of the aggregate statistics of the flattened sequence. This property makes it
the simplest architecture in the comparison and serves as a non-recurrent baseline.

To enrich its output beyond a deterministic point estimate, this model is formu-
lated as a probabilistic forecaster NIX e WEIGEND) (1994)). Two parallel output
heads produce, respectively, the predicted mean p and the predicted standard devi-
ation o. The o head applies a softplus activation, softplus(z) = log(1 + €”), which
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enforces ¢ > 0 for all inputs. The model is trained by minimizing the Gaussian
Negative Log-Likelihood (NLL):

(y — )

1
L(p,o;y) = 5 log(2m0?) + (2.9)
In contrast to the Mean Squared Error objective used by the other three archi-
tectures, this loss encourages the model to jointly learn the expected forecast value
and its associated uncertainty. A well-calibrated model will assign high ¢ to inputs
where predictions are inherently unreliable and low o where the temporal pattern

is regular, providing richer information than a point prediction alone.

( Input win- ]
dow (flattened)
L x € RT J
Dense(64, ReLU)
Dense(32, ReLU)
= | J
Dense(1) Dense(1)
1 — linear o — softplus

Figure 2.1: Probabilistic Feedforward Network (SFF). The input window is flattened
and forwarded through two hidden dense layers. The network bifurcates into two
output heads that jointly produce the predictive mean p and standard deviation o,
trained with Gaussian NLL loss.

2.4.2 Long Short-Term Memory

Recurrent neural networks (RNNs) were introduced to model sequential data by
maintaining a hidden state updated at each timestep MEDSKER et al.| (2001)).
However, vanilla RNNs suffer from the vanishing gradient problem, which pre-
vents effective learning of long-range dependencies. The Long Short-Term Mem-
ory (LSTM) architecture SCHMIDHUBER et al.| (1997) overcomes this limitation
through a gated memory cell that separates short-term hidden state h, € R? from
a long-term cell state ¢, € R%.

Information flow into and out of the cell state is regulated by three multi-
plicative gates. The forget gate f; = o(Wy[hi_1,x;] + bs) decides which por-
tions of ¢;_; to discard. The input gate iy = o(W;[h;_1,x; + b;) and candi-

date cell ¢, = tanh(W_.[h;_1,%x;] + b.) determine what new information to write:
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¢ =, ®cio1 + 1 © ¢ The output gate o, = 0(W,[hy_1,x¢| + b,) controls what
portion of the cell state is exposed as the new hidden state: h, = o; ® tanh(c;).
By regulating gradients through these gated paths, the LSTM can preserve rele-
vant information over many timesteps, making it well-suited to the long-horizon

dependencies present in energy consumption data.

[ Input sequence (T x 1) J

)
LSTM(50) — re-

turn__sequences
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[ Dropout(0.3) }

l

‘ LSTM(50) ‘

|

[ Dropout(0.3) }

!
[ Dense(1) J

Figure 2.2: Long Short-Term Memory (LSTM) architecture. Two stacked LSTM
layers with interleaved dropout regularisation encode the input sequence; the final
hidden state is projected to a scalar forecast by a Dense output layer.

2.4.3 Gated Recurrent Unit

The Gated Recurrent Unit (GRU), introduced by CHO et al.|(2014)), simplifies the
LSTM by merging the cell state and hidden state into a single state vector h; and
reducing the gating mechanism from three gates to two: the reset gate and the
update gate.

The reset gate ry = 0(W,[h;_1,%;]) controls how much of the previous hidden
state is exposed when computing the candidate state h, = tanh(Wy[r; © hy_q, x4]).
The update gate z, = 0(W,[h;_1,x;]) then interpolates between the previous state
and the candidate: hy = (1 —z,)©®hy_1 +2z,© h,. This additive update mechanism
preserves gradient flow, yielding comparable temporal representational capacity to
the LSTM while requiring approximately 25% fewer trainable parameters for equal
hidden dimension. In a federated learning setting, this efficiency has practical im-
plications: smaller per-client weight vectors reduce communication overhead per
round and produce lower-dimensional representations for weight-based clustering,

potentially improving clustering quality at equal computational cost.
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Figure 2.3: Gated Recurrent Unit (GRU) architecture. The structure mirrors the
LSTM model, replacing LSTM cells with the lighter two-gate GRU cells; this parity
isolates the contribution of the gating mechanism in the experimental comparison.

2.4.4 Temporal Fusion Transformer

The Temporal Fusion Transformer (TFT), proposed by [LIM et al.| (2021)), is a hybrid
architecture combining recurrent sequence encoding with multi-head self-attention,
designed to achieve both high forecasting accuracy and interpretable temporal dy-
namics. Unlike pure transformer architectures KHAN et al.| (2022) that process all
timesteps in parallel from the outset, the TFT first encodes the sequence with an
LSTM, preserving the autoregressive inductive bias that is beneficial for time series
with strong short-term dependencies, and then applies attention over the resulting
representations.

The central building block of the TFT is the Gated Residual Network (GRN), a

reusable module that selectively filters information at each processing stage:
GRN(x) = LayerNorm(xp0j + v © ELU(W;x)), (2.10)

where v = 0(Wx) is an element-wise gate computed by a sigmoid activation, Xpyo;
is a linear projection of the input applied only when input and output dimensions
differ, and ELU is the Exponential Linear Unit activation. = The multiplicative
gate allows the GRN to suppress processing paths that are irrelevant for the current
input, acting as a learned feature selector at each stage of the network.

The full processing pipeline of the TF'T as employed in this work proceeds as
follows: (1) a linear projection maps the input to the model dimension dyoqer; (2)

a GRN refines this representation; (3) an LSTM encoder processes the sequence
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and returns a hidden state at each timestep; (4) a second GRN further transforms
the LSTM output; (5) multi-head self-attention with H heads and key dimension
dy = dmode/H allows the model to directly relate any pair of timesteps, assigning
learned attention weights to temporal positions; (6) a residual connection with layer
normalization stabilizes training; (7) a third GRN produces the final token repre-
sentations; and (8) the hidden state at the final timestep is passed through a linear
output layer to produce the forecast. Because the attention weights are explicit, the
TFT can in principle identify which past timesteps are most informative for each
prediction, making temporal importance directly observable. This property raises
a relevant question for the present dissertation: given that TFT already encodes
temporal heterogeneity internally through its attention mechanism, the marginal
benefit of metadata-driven clustering may differ from that observed with the sim-

pler recurrent architectures.

17



Input sequence (T x 1)

!

Linear Projection
(dmodel = 32)

|

GRN;

|
LSTM(32) — re-

turn__sequences

|

[ Dropout(0.1) }
|
( GRNy |

!

[ Multi-head Self-Attention |
(H = 4, dp = 8)

|

Residual + LayerNorm |{<-- -

|

GRN3

|

Dense(1) — final timestep

J

~

J

~

J

Figure 2.4: Temporal Fusion Transformer (TFT) architecture. The input sequence
passes through a linear projection, three Gated Residual Networks (GRN), an LSTM
encoder, and a multi-head self-attention layer. The dashed line denotes the residual
connection that bypasses the attention block directly into the Add + LayerNorm
stage. The forecast is produced from the final-timestep representation.
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Chapter 3

Related Works

The literature on federated learning for time-series forecasting addresses client het-
erogeneity through four broad strategies: partitioning clients according to the sim-
ilarity of their local models or update directions; transforming the raw time series
into structured representations that are easier to aggregate; adapting the aggregation
through personalised or transfer-learning mechanisms; and designing domain-specific
federated pipelines that exploit the physical structure of a particular forecasting
problem. This chapter organises fifteen representative works along these four axes
and closes with a synthesis that maps the proposed heuristic onto the composite

landscape via a consolidated comparative table.

3.1 Client Partitioning by Model Similarity

A first family of approaches addresses heterogeneity by partitioning clients accord-
ing to the similarity of their local models or parameter updates, then aggregating
within each partition. The clustering signal is high-dimensional, the weight vector
or its gradient, evolves with training, and is available only after multiple commu-
nication rounds; these properties both amplify its discriminative power and couple
the partition to the stochastic trajectory of the optimiser.

Briggs et al. BRIGGS et al| (2022) propose an FL approach to energy load
forecasting that extends Fed Avg with Hierarchical Clustering (HC) over client model
updates, followed by a Local Fine-Tuning (LFT) stage in which each client adapts
its cluster’s aggregated model to its own data. The HC step addresses the non-
ITID performance penalty by grouping clients whose updates are close in the weight
space, recovering a partition that correlates with latent consumption behaviour,
while LFT compensates for residual within-cluster heterogeneity. Both this work
and the proposed heuristic evaluate on the UK Power Networks Low Carbon London
smart-meter dataset, enabling a direct empirical comparison in Chapter [5. Relative

to HC+LF'T, the metadata-driven heuristic moves the partitioning signal from the
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high-dimensional weight space to a compact temporal-metadata vector computed
locally by each client; the partition is established before weight exchange rather

than derived from it, eliminating dependence on early-round under-trained weights.

Ghosh et al. GHOSH et al.| (2022) introduce the Iterative Federated Clustering
Algorithm (IFCA), which alternates between estimating cluster identities by evalu-
ating each client’s loss under all current cluster models, and updating each cluster
model by averaging the gradients from its assigned clients. IFCA provides conver-
gence guarantees for strongly convex and smooth losses under a good-initialisation
condition, and offers the first theoretical treatment of clustered FL. with provable
sample-complexity bounds. In contrast to IFCA, the metadata-driven heuristic per-
forms clustering once per round using a fixed, locally-computed descriptor rather
than broadcasting K model checkpoints to every client for evaluation; this reduces
the per-round clustering payload from O(K - d) to O(n - m) where m < d is the
metadata dimensionality, and removes the cold-start sensitivity that affects IFCA’s
convergence when initialisation is poor.

Sattler et al. [SATTLER et al| (2021) present Clustered Federated Learning
(CFL), a model-agnostic multi-task formulation that detects partition structure by
examining the cosine similarity of gradient updates: clients whose gradients are
geometrically close are merged into the same cluster, while those with sufficiently
opposing directions are separated. The procedure is applied recursively until no fur-
ther beneficial split is detected, yielding a data-adaptive partition without requiring
a fixed number of clusters. CFL contrasts with the metadata-driven heuristic in
both signal and timing: it uses gradient directions computed from current weights
rather than summary statistics of the raw series, and it discovers the partition dy-
namically as gradients diverge rather than establishing it prior to training. The
pre-training stability of the metadata-driven approach is particularly valuable in
the energy domain, where seasonal cycles can reliably separate clients into distinct
temporal regimes without waiting for model divergence.

Duan et al. DUAN et al.| (2021) propose FedGroup, a clustered FL framework
that assigns clients to groups based on a decomposed data-driven distance mea-
sure between their estimated optimal local gradients, derived without requiring raw
data exchange. FedGroup also introduces a cold-start mechanism for newly join-
ing clients, routing them to the group whose representative model best matches
their local loss. While FedGroup shares the motivation of reducing between-cluster
distribution divergence, its distance signal is derived from the gradient space and
requires an initialisation phase to obtain representative gradients. The metadata-
driven heuristic avoids this initialisation cost: its temporal features, trend slope,

spectral entropy, peak statistics, are computable from the first local data batch
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and carry semantic meaning that allows practitioners to interpret and if necessary

override the resulting partition without inspecting model internals.

3.2 Signal Decomposition and Functional Represen-

tations

A second family of approaches addresses heterogeneity in the signal space rather
than the model space: each client’s raw series is transformed into a more struc-
tured representation, a functional basis expansion, a set of modal components, or a
sub-band decomposition, and federation proceeds over that representation. Hetero-
geneity is absorbed by the transformation itself rather than by partitioning clients
on behavioural metadata.

Llasag Rosero et al. [LLASAG ROSERO et al|(2023)) integrate Functional Time
Series (FTS) analysis with FL by training a Functional Multilayer Perceptron
(FMLP) over Functional Principal Component Analysis (FPCA) coefficients ap-
plied to Remaining Useful Life (RUL) estimation for aircraft components. FPCA
extracts smooth continuous components from each client’s series, yielding a lower-
dimensional and more semantically aligned input than raw observations, which are
then federated with standard FedAvg. In contrast, the metadata-driven heuristic
leaves the input signal untouched and operates on a vector of summary statistics,
trend, seasonality, spectral descriptors, peak features, that determines a clustering
decision before FedAvg; for half-hourly energy workloads, this descriptor captures

the dominant heterogeneity axes without a functional-analysis preprocessing step.

Yang et al. YANG et al.| (2023) propose VMD-FK-SecureBoost for Short-Term
Load Forecasting (STLEF): each client decomposes its consumption series via Vari-
ational Mode Decomposition (VMD) into sub-sequences of distinct frequency char-
acteristics, applies Federated K-means (FK) to cluster sub-sequences with simi-
lar modal behaviour, and trains SecureBoost models collaboratively under cryp-
tographic privacy guarantees. The clustering in this pipeline operates on decom-
posed sub-sequences rather than on clients, shifting the heterogeneity problem from
the raw signal to its modal components. Relative to VMD-FK-SecureBoost, the
metadata-driven heuristic clusters at client granularity and avoids the per-client
VMD preprocessing cost, at the price of a coarser partitioning signal; the formal
argument in Section shows that both approaches are compatible with secure
aggregation.

He et al. HE et al. (2025) propose a federated framework that integrates Multi-

variate Variational Mode Decomposition (MVMD) with federated transfer learning
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to address multi-source and multivariate time-series forecasting under data-privacy
constraints. Each client decomposes its local multivariate series into band-limited
intrinsic mode functions using MVMD, trains a sub-model per decomposed mode,
and aggregates the sub-models federatedly; a transfer-learning step then aligns la-
tent representations across clients with different source distributions. The frame-
work extends the single-variate VMD strategy of Yang et al. [YANG et al| (2023)
to the multivariate regime and augments it with cross-client knowledge transfer,
but retains the per-client decomposition dependency. The metadata-driven heuris-
tic targets a complementary objective: rather than transforming the input signal, it
uses lightweight feature extraction to determine which clients to federate together,
leaving the raw series available to any forecasting architecture without additional

preprocessing overhead.

3.3 Personalised Federated Learning for Temporal
Clients

A third family of approaches abandons the goal of learning a single shared model
and instead produces client-specific models by incorporating personalisation layers,
contrastive alignment, or transfer-learning mechanisms into the FL pipeline. These
methods directly address within-cluster heterogeneity that would remain after any
grouping step, at the cost of reducing or eliminating the statistical benefit of cross-
client weight averaging.

Bose and Kim [BOSE e KIM]| (2023) introduce PL-FL, a personalised FL frame-
work for short-term load forecasting that designates a subset of neural network
layers as personalisation layers trained exclusively on each client’s local data while
the remaining layers are shared and updated via FedAvg. Applied to heteroge-
neous commercial building energy data from the NREL ComStock dataset, PL-FL
demonstrates that even a small proportion of personalised parameters substantially
reduces the performance degradation caused by client heterogeneity. In contrast
to the metadata-driven clustering approach, PL-FL does not form client groups;
personalisation is local and independent, so no statistical benefit is shared between
clients with similar temporal behaviour. The metadata-driven heuristic retains full
weight-space federation within each cluster, preserving cross-client averaging for
clients whose time-series regimes are already aligned, and adds no training-time
cost beyond the feature extraction step.

Liu et al. LIU et al| (2025) present a personalised FL framework for spatio-
temporal forecasting that combines dual semantic alignment with contrastive learn-

ing to handle both intra-client temporal heterogeneity and inter-client spatial het-
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erogeneity. A hard-negative filtering module dynamically aligns heterogeneous tem-
poral representations for client-level contrastive tasks, while lightweight client-level
prototypes serve as semantic anchors for cross-client alignment. The framework
targets traffic and mobility applications in which spatial proximity provides a nat-
ural grouping signal. The metadata-driven heuristic is complementary in scope: it
operates on univariate time-series data without a spatial graph structure, relies on
temporal summary features rather than learned prototype embeddings, and does
not require a contrastive training objective whose performance may be sensitive to
the choice of negative sample pairs.

Kim et al. KIM et al.| (2025b)) propose a personalised federated transfer learning
framework for building energy prediction that combines multi-level feature mask-
ing, model ensemble learning, and knowledge transfer. Feature masking extracts
task-relevant time-series representations at multiple temporal scales; ensemble learn-
ing improves generalisation across heterogeneous building types; and a knowledge-
transfer step fine-tunes the global model to each building’s local consumption pat-
tern. The work additionally addresses sensor heterogeneity, different buildings have
different sensor modalities and sampling rates, alongside distributional heterogene-
ity. The metadata-driven heuristic does not address sensor heterogeneity, but its fea-
ture extraction pipeline is architecture-agnostic and applicable to any client where a
univariate consumption series is available, making it broadly deployable in scenarios

where sensor standardisation cannot be assumed.

3.4 Domain-Conditioned Federated Forecasting

A fourth family of works does not propose a new aggregation mechanism but tailors
the FL pipeline to the physical structure of a specific forecasting domain, exploiting
geographic, meteorological, tariff, or operational covariates that are available in
that domain but absent from generic FL benchmarks. These works serve as domain
baselines and heterogeneity reference points rather than as algorithmic contributions
to the clustering problem.

Taik and Cherkaoui TAIK e CHERKAOUI| (2020) provide one of the earliest
demonstrations of FL for residential load forecasting, training LSTM networks fed-
eratedly across 200 households using TensorFlow Federated. The work reports that
local fine-tuning after federation yields a consistent 5 % improvement in RMSE and
MAPE, confirming the benefit of post-federation personalisation. Relative to this
baseline, the metadata-driven heuristic addresses the aggregation step itself, forming
clusters of temporally similar clients before each FedAvg round rather than relying
on post-hoc personalisation to compensate for misaligned aggregation.

Fekri et al. FEKRI et al. (2022) evaluate FedAvg and FedSGD aggregation rules
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for distributed load forecasting with LSTM and GRU models on UK smart-meter
data, benchmarking against centralised baselines across residential consumers. Their
systematic study demonstrates that FedAvg outperforms FedSGD for this applica-
tion and that FL achieves competitive accuracy relative to a centralised learner
without any grouping mechanism. Because the work evaluates standard FedAvg
without client-grouping, it provides a direct reference point for measuring the im-
provement attributable to clustering in the metadata-driven experiments reported
in Chapter

Savi and Olivadese SAVI e OLIVADESE| (2021)) propose a federated LSTM
framework for short-term energy consumption forecasting at edge devices, targeting
residential users on a European smart-meter dataset. Their analysis demonstrates
that federated training reduces the volume of data exchanged between clients and the
server by up to 50x relative to centralised collection while matching RMSE perfor-
mance, making it practically feasible for bandwidth-constrained deployments. Their
work does not address client heterogeneity through grouping; every client contributes
to a single global model regardless of consumption pattern. The metadata-driven
heuristic extends this flat federation structure by introducing a pre-aggregation
grouping step that reduces within-cluster divergence without increasing the weight-
exchange payload.

Alshardan et al. ALSHARDAN et al. (2024) apply an FL framework to wind
power prediction across multiple geographic locations in Pakistan, training a single
global model over diverse wind regimes without sharing raw meteorological data.
The study evaluates multiple regression architectures, linear regression, SVR, Ran-
dom Forest, XGBoost, and MLP, in the federated setting, demonstrating that FL
can generalise across locations with distinct wind-speed profiles. The domain hetero-
geneity here is primarily geographic rather than temporal, but both types motivate
a pre-aggregation clustering objective: the metadata-driven heuristic could in prin-
ciple separate locations with distinct wind regimes prior to aggregation, reducing
the cross-location interference that a single global model incurs.

Liu et al. LIU et al. (2020) introduce FedGRU, a privacy-preserving traffic flow
prediction system that trains GRU networks in a federated manner and employs
secure parameter masking during aggregation to prevent the server from inspect-
ing individual client updates. FedGRU is evaluated on real urban traffic datasets
and demonstrates that FL with secure aggregation can match centralised training
accuracy without exposing client trajectories. Because traffic low exhibits strong
spatial correlations, the heterogeneity in FedGRU’s client population is jointly spa-
tial and temporal; the work does not group clients by their temporal regime. The
metadata-driven heuristic focuses on temporal rather than spatial heterogeneity,

and its low-dimensional metadata vector is compatible with the secure-aggregation
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and differential-privacy mechanisms discussed in Section [£.3] permitting the cluster-

formation step to proceed without exposing raw observations.

3.5 Positioning of This Work

Across the fifteen works surveyed, three convergent patterns emerge. First, model-
and gradient-similarity clustering (Section is the dominant algorithmic approach
to heterogeneity, with all four methods in that cluster relying on weight-space sig-
nals that are high-dimensional, noise-sensitive, and available only after multiple
communication rounds. Second, domain-conditioned methods (Section consis-
tently apply standard FedAvg without client grouping, relying on domain covariates
or post-hoc personalisation to compensate for misaligned objectives. Third, per-
sonalised FL methods (Section address heterogeneity by learning client-specific
parameters rather than by improving the aggregation step, sacrificing the statistical
benefit of full cross-client weight averaging rather than reducing the heterogeneity
that makes it harmful.

No surveyed work clusters clients at client granularity using a low-dimensional,
locally-computable descriptor of their raw time-series regime before aggregation.
Signal-decomposition methods (Section cluster at the sub-sequence rather than
the client level and require per-client preprocessing whose cost scales with series
length. Model-similarity methods produce their clustering signal exclusively from
model weights, which are unavailable before training begins and which carry no
semantic interpretation that would allow practitioners to audit or override the re-
sulting partition. The combination of (i) client-level clustering, (ii) pre-aggregation
timing, (iii) a low-dimensional signal derived from the raw data rather than the
model, and (iv) deployment within standard FedAvg is absent from the surveyed
landscape.

The metadata-driven heuristic proposed in Chapter [4] occupies precisely this
unoccupied position. Each client extracts an 18-20 dimensional descriptor from its
local time-series window, covering trend slope, seasonal amplitude, autocorrelation
structure, spectral entropy, and peak statistics as enumerated in Section and
transmits it alongside its weight update. The server clusters clients by Euclidean
distance on this descriptor prior to each FedAvg step, so that the gradient average
is taken only over clients whose temporal regimes are already aligned. The per-
round clustering payload is O(n - m) where m < d (metadata dimension vs. model
dimension), orders of magnitude smaller than the O(K -n-d) overhead of IFCA-style
loss evaluation or the O(n - d) payload of weight-similarity methods. The metadata
descriptor is furthermore privatisable under the Gaussian mechanism at negligible

utility cost relative to a full gradient vector, whose privacy budget consumption
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under differential privacy scales with its ¢ sensitivity (Section .

The evaluation in this dissertation does not supply the formal convergence guar-
antees of IFCA (GHOSH et al.| (2022) and CFL SATTLER et al. (2021)), nor does it
implement the cryptographic secure aggregation of FedGRU |LIU et al.|(2020) or the
formal differential-privacy composition chains required for production deployment.
The experimental scope is restricted to a single smart-meter dataset under flat-
rate tariffs, leaving open whether the metadata features that discriminate temporal
regimes in the London dataset retain their discriminative power under different tariff
structures, geographic contexts, or forecasting domains. These limitations motivate
the future work directions outlined in Chapter [6]

Table consolidates all fifteen surveyed methods alongside the proposed heuris-
tic, mapping each work to the seven dimensions used throughout this chapter. The
last row, highlighted in bold, shows how the proposed approach differs from each of

the four surveyed clusters along every axis simultaneously.

3.6 Architecture Suitability for Federated Time-

Series Forecasting

The surveyed literature exhibits a pronounced convergence towards recurrent
deep-learning architectures as the predominant forecasting backbone in feder-
ated settings. LSTM networks appear in at least five of the fifteen works sur-
veyed LLASAG ROSERO et al| (2023); HE et al| (2025); TAIK ¢ CHERKAOUI
(2020); FEKRI et al.| (2022); SAVI e OLIVADESE (2021), and GRU networks in
two FEKRI et al.| (2022); LIU et al.| (2020), making gated recurrent units collec-
tively the most prevalent model family across all four thematic clusters identified
in this chapter. As noted in the introduction, deep-learning models, recurrent net-
works, probabilistic feedforward networks, and Transformer-based architectures, are
capable of capturing complex temporal relationships and nonlinear patterns that
classical machine-learning methods cannot recover without extensive manual feature
engineering. Classical machine-learning methods, in this context, refer to statistical
regressors and ensemble approaches, including linear regression, support vector re-
gression (SVR), decision trees, random forests, and gradient-boosted trees such as
XGBoost, that represent the data through hand-crafted features and do not learn
hierarchical representations from raw sequential inputs. The survey confirms that
deep learning is the dominant paradigm and qualifies it in the federated context:
the recurrent inductive bias, processing one timestep at a time while maintaining a
gated hidden state, is particularly valuable when client data is heterogeneous, be-

cause each client’s hidden-state trajectory adapts to its own temporal regime during
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local training before the weights are shared with the server.

Classical machine-learning regressors appear in a minority of the surveyed works,
primarily in domain-specific pipelines where interpretability or computational effi-
ciency is prioritised over representational capacity. Alshardan et al. ALSHARDAN
et al. (2024) benchmark linear regression, SVR, random forest, XGBoost, and MLP
in their federated wind-power study; Yang et al. YANG et al| (2023)) adopt Se-
cureBoost, a gradient-boosted tree framework adapted for the federated setting, to
enable cryptographic privacy guarantees. Both cases expose a structural limitation
of tree-based and kernel methods under standard FL protocols: their parameters
are not real-valued vectors amenable to linear averaging, so FedAvg cannot be ap-
plied directly. SecureBoost resolves this through encrypted gradient sharing, but at
substantially higher communication and computation cost. For the general case, the
absence of a universally averaging-compatible parameter structure makes classical
ML methods less natural candidates for Fed Avg-based federation, and the surveyed
literature reflects this constraint.

Among deep-learning families, the trade-off between expressiveness and commu-
nication efficiency is salient in the federated context. Feedforward networks and
compact recurrent models produce weight vectors in the range of a few thousand
to a few tens of thousands of parameters, keeping the per-round communication
payload manageable. Transformer-based architectures scale their parameter count
with model dimension and the number of attention heads, and are consequently
rare in the surveyed FL works despite strong performance on centralised time-series
benchmarks. The personalised framework of Liu et al. LIU et al.| (2025)) incorporates
attention-based alignment, but it is the only Transformer-adjacent approach in the
survey and it couples the attention mechanism to a contrastive objective rather than
using it as a standalone forecaster. The experimental results of Chapter [5] further
confirm that the Temporal Fusion Transformer, when evaluated in the federated set-
ting, exhibits the smallest sensitivity to the metadata-clustering condition among
the four architectures tested, consistent with its internal attention mechanism al-
ready encoding temporal importance, reducing the marginal value of any external
partitioning signal.

The convergence of the surveyed literature on recurrent architectures is therefore
not merely a matter of convention: LSTM and GRU networks offer a practical op-
timum between representational capacity, parameter-space compactness, and com-
patibility with FedAvg’s weight-averaging protocol. Feedforward probabilistic mod-
els provide a useful non-recurrent baseline with calibrated uncertainty estimates.
Transformer-based models represent the frontier of forecasting expressiveness and
become progressively more feasible in federated deployments as communication-

compression and quantisation techniques mature. The four architectures selected for
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the experiments in Chapter ol SFF, LSTM, GRU, and TFT, deliberately span this
spectrum, from the simplest permutation-invariant baseline to the most expressive
sequential model, ensuring that any conclusion about the effect of metadata-driven

clustering is not artefactual to a single model class.
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Chapter 4

MARACATU

In this work, we propose MARACATU, a clustering heuristic for federated learning
in which the partition of clients into aggregation groups is computed from a low-
dimensional descriptor summarizing the temporal characteristics of each client’s
local time-series window, its statistical moments, autocorrelation, spectral profile,
and peak structure, rather than from the high-dimensional model weights or gradi-
ents that conventional clustered-FL methods rely on. The primary objective is to
enhance the adaptability and performance of forecasting models across distributed
nodes, each with heterogeneous data distributions. Unlike existing approaches in
FL that rely on clustering raw models weights (which can ben high-dimensional
and noisy), the proposed method reduces dimensionality by focusing on time-series
metadata (e.g., seasonality, trend strength, stationarity). This metadata captures es-
sential temporal characteristics of the underlying data while filtering out redundant
or sensitive details, enabling efficient and privacy-preserving model aggregation. By
clustering models based on metadata rather than raw weights or data, we retain the
information necessary to characterize temporal patterns (e.g., cyclicality, anomalies)
without requiring nodes to share private raw observations. This approach not only
simplifies computational and communication overhead but also improves scalability
in federated environments, where high-dimensional data or model parameters can
strain bandwidth and storage resources. Furthermore, metadata-driven clustering
facilitates model reuse and selection, enabling nodes to share and deploy forecasting
models tailored to their unique data patterns without direct access to private raw
data.

One communication round of MARACATYU, illustrated in Figure [4.1] and for-

malised in Algorithm [} decomposes into six discrete steps:

1. Local metadata extraction: FEach client computes a fixed-dimension fea-
ture vector from its local time-series window, capturing statistical, tempo-

ral, frequency-domain, and peak characteristics; the catalogue is presented in
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Figure 4.1: Cycle of a communication round of the proposed heuristic

Section [4.2]

. Local model training: Each client performs the configured number of local

epochs of gradient descent on its private data.

. Transmission: Each client sends to the server the tuple (w?, u!, nt) comprising

local model weights, metadata vector, and local dataset size.

. Cluster assignment: The server stacks the received metadata vectors into a
matrix M! and partitions clients into groups via a pluggable clustering algo-

rithm (Agglomerative, SimClust, or RepClust).

. Intra-cluster aggregation: Within each cluster, the server applies FedAvg, com-
puting a sample-size-weighted average of local model parameters to produce a

cluster-level global model.

. Distribution: The cluster-level global model is returned to the corresponding

cluster members and used as the starting point for the next round.

The remainder of this chapter expands on these steps. Section details the

protocol and aggregation rule, Section specifies the metadata catalogue and the

rationale for using handcrafted features, and Section discusses how the protocol

composes with privacy-preserving mechanisms.
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4.1 Communication round protocol

The protocol composes a pluggable metadata-based clustering layer with FedAvg as
the intra-cluster aggregator. FedAvg is retained because it is the de-facto reference
aggregator in the FL literature, payload-equivalent across rounds, and reduces to
standard FedAvg when the clustering layer returns a single partition; replacing it
with a heterogeneity-aware variant such as FedProx, FedNova, or Scaffold is therefore
an orthogonal design choice, evaluated empirically in Chapter[5] The clustering layer
is kept pluggable so that the same protocol can be instantiated with Agglomerative,
SimClust, or RepClust assignment, allowing the empirical comparison reported in
Chapter [5] to isolate the effect of the clustering algorithm from the effect of using
metadata at all. Clients transmit their local model updates alongside time series
metadata (e.g., trend strength, seasonality) to the central server. The server first
clusters clients into groups using metadata similarity, ensuring privacy by avoiding
raw data exposure. Within each cluster, the server applies FedAvg by computing a
weighted average of the local model weights in clients from the same cluster. The
weighting factor for each client is proportional to the size of their local dataset. The
steps between the client and the server are described in Algorithm [I] This means
models from clients with larger datasets contribute more to their cluster’s global
model, while the metadata-driven clustering ensures updates are aggregated only
among clients with aligned temporal patterns. Unlike conventional FedAvg, which
naively averages all clients, this two-stage approach creates specialized global models
for each cluster, improving adaptability to heterogeneous time series distributions
while retaining FedAvg’s communication efficiency and scalability. The initial selec-
tion of this metadata must be guided by a domain expert, to ensure an appropriate
contextualization of the data being used. With the models weights and metadata of
all the clients present in a central entity, an agglomerative clusterization algorithm
groups clients based on metadata similarity using hierarchical linkage. The resulting
clusters guide FedAvg to compute intra-cluster model updates, where weights are
aggregated proportionally to local dataset sizes. The illustration of a communication

round cycle can be observed at Figure [4.1]

4.2 Metadata comprehension

The time series metadata accompanying the model weights are vital to the aggre-
gation process given a time frame. These metadata features can be categorized
into temporal, statistical, frequency-domain and anomaly features. Temporal fea-
tures capture patterns such as slope from linear regression, Fourier coefficients for

daily /weekly cycles, and autocorrelation. For example, trend strength is quanti-
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Algorithm 1: Metadata-Driven Clustering Heuristic for FedAvg. The
CLUSTER call is pluggable: substituting Agglomerative, SimClust, or Rep-
Clust (Sections yields the three experimental configurations
evaluated in Chapter [o]
Input: Set of clients S with |S| = s;
local model weights w! and local dataset D! for each client ;
a clustering algorithm CLUSTER(-) (e.g. Agglomerative, SimClust, or
RepClust)
Output: Per-cluster global model weights w11 = {Wyipal, - - - Wiigbal}

1 ClientUpdate(i, w!):
2 | pt < EXTRACTMETADATA(D})
3 | n; + D
4 | return (w!, p! nl) to server
5 ServerAggregation:
6 | Receive tuples {(w!, p!, nf)}iest from clients
7 | M' « stack[y,ﬂiest
8 {e1,..., e} < CLUSTER(M', S))
9 foreach cluster ¢; € {c1,...,c;} do
10 Ne, < an
1€c;
t
. nt
J ‘ t
11 Walobal Z Wi
1€ €
12 end
13 return {wélobal, . ,w’global} to respective cluster members

fied by fitting a linear model to the time series and extracting its coefficient, while
seasonality is measured using spectral analysis to identify dominant periodicities.
Lag dependencies are computed via autocorrelation functions to detect delayed re-
lationships between observations. Statistical features summarize the distributional
properties of the data, such as mean, variance, skewness, and kurtosis, providing
insights into its behavior and variability WANG et al.| (2007). Frequency-domain
features, extracted using techniques like Fourier or wavelet transforms, reveal pe-
riodic patterns and oscillations that may not be evident in the time domain. Ad-
ditionally, domain-specific features may be selected to ensure the metadata aligns
with the contextual nuances of the task. Anomaly features, extract information
about anomaly patterns from a given range of data, such as number of peaks, the
average peak height and the average peak distance. A peak is a point x; such that
xi—1 < x; > x;41. The initial feature selection used in this work is presented in the
catalogue of Table

While automatic feature-learning approaches, most notably autoencoder-based

representation learning, in which a neural network trained on each client’s local
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Table 4.1: Selected metadata features grouped by category. Features are extracted
per client from the local time-series window before each training run.

Statistical Features (9)

Mean Average value over the entire
window.
Std. Deviation Measure of the
spread of e data
Variance Square of the standard
deviation. Dominant Frequency FFT com-
Skewness Degree of asymmetry in ponent with the highest ampli-
the distribution. tude.
Kurtosis Measure of the tailedness Spectral Entropy Disorder or
of the distribution. complexity in the frequency
Minimum Smallest observed value. domain.
Maximum Largest observed value. ADF Statistic Augmented
Median Middle value when data is Dickey-Fuller ~ test;  indicates
sorted. non-stationarity.
Range Difference between maxi- KPSS Statistic KPSS  test; as-
mum and minimum. sesses stationarity of the window.
Autocorrelation (lag 1) Number of Peaks Total number
Correlation between the series of local maxima in the window.
and its 1-step lag. Avg. Peak Height Mean value at
Trend Slope Slope of the linear identified peak positions.
trend fitted to the window. Peak Interval Mean Mean  dis-
Zero Crossings Number of times tance between consecutive peaks.
the series crosses zero; proxy for >
volatility.

time series produces a bottleneck embedding for use as the clustering descriptor,
have become prominent in the time-series representation literature LAFABREGUE
et al| (2022), the present work adopts a handcrafted feature set for two principal
reasons. The first is interpretability: each statistic enumerated in Table pos-
sesses a precise distributional or physical meaning grounded in classical time-series
analysis, permitting subsequent analyses such as the permutation-importance study
of Section to attribute the observed clustering behaviour to specific temporal
characteristics. Latent dimensions produced by a learned bottleneck do not admit
such direct attribution and would necessitate an additional probing procedure to
recover comparable interpretive value. The second is methodological transparency:
the proposed catalogue is constructed exclusively from statistics routinely employed

in time-series analysis, moments, ADF and KPSS stationarity tests, FFT-based
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spectral descriptors, autocorrelation, and peak statistics, and therefore requires nei-
ther pre-training nor an auxiliary dataset. The empirical viability of MARACATU
is consequently established on a controlled and inspectable baseline. Once the merit
of metadata-driven clustering has been demonstrated under these conditions, the
substitution of the handcrafted descriptor with an autoencoder-derived embedding
constitutes a natural extension, particularly for the multivariate forecasting setting,

in which the manual selection of cross-channel features becomes impractical.

4.3 Privacy concerns

A key structural property of the proposed heuristic is that the server’s clustering
step operates on a compact, low-dimensional metadata vector, a set of 1820 sum-
mary statistics, rather than on raw time-series observations or full-resolution model
gradients. Because metadata constitutes a much smaller and less sensitive object
than the underlying data, it is a natural fit for the standard privacy-preserving
mechanisms that have been developed for federated learning. The heuristic does
not itself provide a formal privacy guarantee, but its design is composable with the
techniques described below, making it straightforward to harden for deployment in
regulated domains.

Differential Privacy (DP). Each client can perturb its metadata vector u;
with calibrated noise before transmission. The standard approach clips each feature
to a bounded range [—C, C] (bounding the ¢, sensitivity) and then adds isotropic
Gaussian noise N(0, 0I), yielding (¢, d)-differential privacy for appropriate (o, C)
via the Gaussian mechanism ABADI et al.| (2016). The same technique can be
applied simultaneously to the model weight updates, which FedAvg transmits in
any case MCMAHAN et al.| (2018). Because the metadata vector is low-dimensional
(relative to a full gradient vector), a given noise level has less impact on the utility
of the clustering signal than it would on a high-dimensional object, making the
metadata pathway particularly amenable to this approach.

Secure Aggregation. When coupled with pairwise-masking secure aggregation
BONAWITZ et al.| (2017), the server can be prevented from observing individual
model weight updates: clients exchange pairwise random masks that cancel upon
summation, so the server sees only cluster-level aggregate values. The protocol is
compatible with dynamic, per-round clustering through a two-phase round struc-
ture. In the first phase, each client transmits its metadata vector u! — optionally
DP-protected — so the server can perform clustering and broadcast the resulting
cluster assignments. In the second phase, clients within each cluster exchange pair-
wise masks and submit their masked weight vectors w!; the masks cancel within

each cluster, so the server obtains the aggregated weights without observing any
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individual update. This structure preserves the dynamic, per-round nature of the
clustering heuristic: partition assignments adapt each round to the evolving state
of clients’ local data. The experimental evaluation in Chapter [5] fixed cluster as-
signments from a pre-computed metadata matrix for implementation convenience
and reproducibility across seeds, but this is an artefact of the benchmarking setup
rather than a requirement of the protocol.

Homomorphic Encryption (HE). Using a leveled scheme such as CHEON
et al.|(2017), clients can encrypt both the metadata vector and the model weights be-
fore uploading. The Euclidean distances required by all three clustering algorithms
(after standardisation) reduce to inner products and element-wise additions, which
are directly supported by additively homomorphic ciphertexts under the scheme’s
approximate arithmetic. The server can therefore compute the full clustering ob-
jective on encrypted metadata, decrypt only the resulting cluster assignments, and
proceed with encrypted FedAvg aggregation. This composition requires no modifi-
cations to the algorithm logic, only a change in the representation of the transmitted
data.

The heuristic does not by itself provide any of these guarantees. Sharing meta-
data features in the clear discloses behavioral patterns about individual clients (e.g.,
consumption trends, peak periodicity), and deployment in privacy-sensitive domains
requires one of the compositions described above. The practical choice among DP,
secure aggregation, and HE depends on the trust model and communication con-
straints of the specific deployment: DP is lightweight but probabilistic; secure ag-
gregation provides cryptographic guarantees with moderate overhead; HE offers the

strongest isolation at significantly higher computational cost.

4.4 Closing remarks

Returning to the central problem stated in the introduction, that FedAvg’s sample-
size-weighted average is biased when client objectives are heterogeneous, and that
statistical heterogeneity in time-series settings manifests as different trend, season-
ality, and volatility regimes, MARACATU positions metadata-based clustering as
a structural answer rather than an algorithmic patch: the average is taken only
across clients whose temporal regimes are already aligned, so the aggregation bias
that motivates the proposal is suppressed at the partition level rather than at the
optimisation level. The choice of a low-dimensional metadata descriptor preserves
FedAvg’s communication footprint, avoids the curse of dimensionality that limits
weight-space clustering, and remains composable with the privacy-preserving mech-
anisms of Section Whether this design translates into a measurable RMSE

improvement, and under which clustering algorithm, window size, and forecasting
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architecture, is the empirical question answered in Chapter [5]
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Chapter 5
Experiments

This section presents the experimental setup and results for evaluating the proposed
heuristic for metadata-driven client clustering in a federated environment. The ex-
periments focus on validating the heuristic’s ability to group clients and aggregate
models effectively using time series metadata, aiming to improve forecasting perfor-

mance.

5.1 Dataset

The experiments utilize the UK Power Networks Low Carbon London dataset [f]
which contains half-hourly energy consumption readings for 5,567 London house-
holds between November 2011 and February 2014. This dataset has been adopted
in federated learning research, including BRIGGS et al.| (2022), who employed it to
benchmark non-TID challenges in energy load forecasting using hierarchical client
clustering. The dataset’s granular temporal resolution and inherent heterogeneity
across households make it ideal for evaluating the proposed metadata-driven clus-
tering heuristic.

To enable a controlled comparative analysis of clustering strategies, a represen-
tative subset of 42 households was randomly selected from the dataset, spanning the
period from 1st January 2012 to 30th March 2013. Households were included only
if they met two criteria: (1) their meter readings fully covered the specified time
frame, and (2) they operated under a standard flat-rate electricity tariff, excluding
households on dynamic time-of-use tariffs. This exclusion minimized confounding
behavioral biases introduced by tariff-driven consumption adjustments, ensuring the
sample reflected intrinsic energy usage patterns tied to occupancy and daily routines
rather than pricing incentives. The final subset provides a baseline for evaluating

clustering robustness under natural consumption heterogeneity, free from external

Thttps://data.london.gov.uk/dataset /smartmeter-energy-use-data-in-london-households
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tariff influences.

The target variable, half-hourly energy consumption in kWh, exhibits a right-
skewed distribution across the 42-household subset within the study period. Pooled
across all 857,713 half-hourly observations from January 2012 to March 2013, con-
sumption ranges from 0 to 7.118 kWh per half-hour, with a mean of 0.262 kWh,
a standard deviation of 0.431 kWh, and a median of 0.134 kWh; the 95th per-
centile stands at 0.877 kWh, while short-duration peak events drive the maximum
to 7.118 kWh. At the household level, per-client mean consumption varies from
0.058 to 0.681 kWh per half-hour (an approximately 12-fold spread), and per-client
maximum consumption ranges from 0.701 to 7.118 kWh. This inter-household vari-
ability constitutes the statistical heterogeneity the clustering heuristic is designed
to absorb, as evaluated in Section [5.6]

5.2 Forecasting Models

Four forecasting architectures are evaluated to ensure that the findings of the cluster-
ing comparison are not specific to a single model family. The architectures span a de-
liberate complexity range—from a non-recurrent probabilistic baseline to a state-of-
the-art hybrid transformer—and are described theoretically in Section through
Section [2.4.4] of the Background chapter. The following subsections specify the con-

figuration used for each model in the experiments.

5.2.1 Probabilistic Feedforward Network

The probabilistic feedforward network (SFF) receives the input window as a flat-
tened vector and processes it through two dense hidden layers with 64 and 32 units
respectively, both using ReLLU activation. Two parallel output heads produce the
predicted mean g (linear activation) and predicted standard deviation o (softplus
activation). The model is trained using the Adam optimizer with a learning rate
of 0.001 and clipnorm of 1.0, minimizing the Gaussian Negative Log-Likelihood loss
(Equation [2.9)).

5.2.2 Long Short-Term Memory

The LSTM model is configured as two stacked recurrent layers with 50 units each.
The first layer returns the full output sequence to the second, which returns only
the final hidden state. Dropout regularization with a rate of 0.3 is applied after
each LSTM layer MA et al.|(2022)). The output is produced by a Dense layer with a
single neuron. The model is trained using the Adam optimizer with a learning rate

of 0.001 and clipnorm of 1.0, minimizing Mean Squared Error (MSE) loss.
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5.2.3 Gated Recurrent Unit

The GRU model mirrors the LSTM configuration to isolate the effect of the gat-
ing mechanism: two stacked GRU layers with 50 units each, Dropout(0.3) after
each layer, and a Dense(1) output. The model is trained with the Adam optimizer
(learning rate of 0.001, clipnorm of 1.0) minimizing MSE loss. The architectural
parity between this model and the LSTM-—equal hidden units, identical dropout
and optimizer settings—ensures that any performance difference is attributable to
the structural distinction between their gating mechanisms rather than to differences

in capacity or regularization.

5.2.4 Temporal Fusion Transformer

The TFT is configured with model dimension dyoqe0 = 32, H = 4 attention heads
(key dimension dp = 8), and a dropout rate of 0.1 applied within the LSTM en-
coder and GRN layers. The full pipeline is: Dense projection (dmode) — GRN —
LSTM(32, return_sequences=True) — Dropout(0.1) — GRN — multi-head self-
attention — residual + LayerNorm — GRN — final timestep — Dense(1). The
input is preserved as a sequence of shape (window size, 1) and is not flattened.
The model is trained with the Adam optimizer (learning rate of 0.001, clipnorm of

1.0) minimizing MSE loss.

5.3 Training Scenarios

The experimental design crosses four dimensions to produce a comprehensive evalu-
ation of the proposed heuristic. The goal is to determine whether metadata-driven
clustering improves forecasting performance and whether this effect is consistent
across model families, window sizes, and clustering strategies. The varied parame-

ters are:

e Forecasting model: SFF, LSTM, GRU, and TFT.
e Temporal window size: 6h, 16h, and 24h.

e Clustering method: Agglomerative hierarchical clustering (Section [2.3.1)),
SimClust (Section [2.3.2), and RepClust (Section [2.3.3).

e Metadata condition: clustering performed on pre-computed time-series
metadata features (with metadata) versus on raw model weights (without

metadata).
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Each combination is repeated over 30 independent random seeds to obtain sta-
tistically stable estimates of mean performance and variability. Each run consists
of 20 federated communication rounds. In each round, each client trains locally
on its assigned data window, submits its updated weights to the server, and re-
ceives a new aggregated model from its assigned cluster. This yields a total of
4 x3x3x2x30=2,160 experiments.

5.4 Experimental Setup

The experiments were conducted on a computational environment with the following
hardware and software specifications: Intel Xeon E5-2670v3; 16GB RAM; Nvidia
MX250; Python 3.11.2; and Tensorflow 2.18.0; SUSE Linux Enterprise. This setup
was used to train and evaluate the federated learning heuristic, ensuring computa-
tional efficiency for handling multiple forecasting models and hierarchical clustering
processes. The GPU support facilitated faster model training and aggregation, while
the multi-core CPU allowed for parallel processing of time series metadata and clus-

tering operations.

5.5 Evaluation Metrics

The primary metric for evaluating forecasting performance is the Root Mean Squared
Error (RMSE) |[CHAI (2022). RMSE quantifies the deviation between predicted and
actual values while penalising larger errors more heavily, making it a natural fit for
energy consumption forecasting where peak-load deviations carry disproportionate
practical consequences. Because the proposed heuristic produces per-cluster global
models, the reported RMSE at each round is a sample-size-weighted average of the
per-cluster RMSE values, reflecting the overall performance across all 42 clients.
RMSE is expressed in kWh per half-hour, on the same scale as the target variable
described in Section the pooled mean of 0.262 kWh and standard deviation
of 0.431 kWh provide a reference scale for interpreting the magnitudes reported in
Tables Throughout this chapter, two different uncertainty summaries are
used and the choice between them reflects what is being characterised. In the RMSE
tables (Tables [5.1}5.4), performance is reported as mean =+ standard deviation (SD)
across 30 seeds: SD describes the natural spread of the metric itself over independent
runs, giving the reader a direct measure of how reproducible a configuration’s result
is and whether any observed difference could be explained by random initialisation.
In the convergence-curve figures (Figure , where the mean RMSE trajectory
across rounds is plotted, the shaded bands show 41 standard error (SE = SD/+/30):

because the goal of the figure is to convey how precisely the mean curve is estimated,
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SE, which shrinks with sample size, is the appropriate measure; using SD would
produce bands approximately 5.5 times wider, obscuring the comparison between
overlapping trajectories.

To compare the partitions produced by metadata-based and weight-based clus-
tering, two information-theoretic measures are used. The Adjusted Rand Index
(ARI) HUBERT e ARABIE|(1985) measures partition similarity adjusted for chance,
ranging from —1 to 1 (1 =identical partitions; 0 =no better than random). Nor-
malised Mutual Information (NMI) measures the shared entropy between two la-
bellings, ranging from 0 to 1 (1 =identical). Round-to-round ARI stability, the ARI
between the partition at round r and round r + 1, quantifies the temporal coherence
of each clustering approach across communication rounds. ARI drop under permu-
tation of individual features additionally serves as the feature importance signal in
Section

Pairwise significance is assessed with the two-sided Wilcoxon signed-rank test
on within-pair differences, which makes no distributional assumption about the raw
RMSE values. Effect size is quantified with Cohen’s d computed on the distribution
of paired differences; by convention, |d| < 0.2, 0.2-0.5, and > 0.8 denote small,
medium, and large effects COHEN]| (1988). When multiple configurations are tested
simultaneously, the family-wise probability of declaring a false positive grows quickly
with the number of tests: at the nominal o = 0.05 level, the 36 paired sub-group tests
of Section would, in expectation, produce roughly two false rejections under a
global null, even if no genuine effect existed. To prevent the reported significant con-
figurations from being inflated by this multiple-testing artifact, the family of p-values
from each test battery is corrected with the Benjamini-Hochberg procedure BEN-
JAMINI e HOCHBERG  (1995), which controls the False Discovery Rate (FDR),
the expected proportion of false rejections among all rejected null hypotheses, at
the target level o = 0.05. Concretely, the m raw p-values pq)y < ... < pgy) from a
battery are sorted in ascending order and the largest rank & such that py)y < ka/m
is identified; all hypotheses up to rank k are rejected, and the remaining p-values
are reported as adjusted via p(FZ.?R = min;>;{pym/j, 1}. This procedure is applied
independently to each test family in this chapter: the 36 paired Wilcoxon tests in
Section [5.6.2] (one per (model, window, clustering) sub-group), the 10 metadata-vs-
no-metadata contrasts in Section (one per (model, aggregator) pair), and the
within-family aggregator-vs-Fed Avg contrasts of the same section. FDR-BH is pre-
ferred over a family-wise correction such as Bonferroni because it offers substantially
higher statistical power at the same target error level, an important consideration
for a study with 30 seeds per configuration in which a Bonferroni-corrected analysis
would mask effects of practical magnitude. The interaction between metadata and
aggregation method in Section is tested with the Freedman-Lane permutation
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test, which permutes residuals to preserve the covariate structure.

5.6 Results

This section reports the empirical evaluation of the proposed heuristic in three layers.
Section reports the final-round weighted RMSE for every (model, window,
clustering, metadata) configuration across 30 seeds. Section subjects these
results to paired Wilcoxon signed-rank tests with FDR-BH correction and Cohen’s
d effect sizes, isolating the configurations where metadata produces a statistically
significant RMSE change. Sections then examine the top-5 metadata-
improved configurations in depth: the structural similarity of weight-based and
metadata-based partitions, which of the 20 temporal features drive the beneficial
partition, and whether the default RepClust hyperparameters are close to optimal

for the strongest configuration.

5.6.1 RMSE Results by Architecture

Tables report the final-round weighted-average RMSE for each combination
of architecture, window size, clustering method, and metadata condition, averaged
over 30 independent seeds. The weighted-average RMSE is computed as a sample-
size-weighted mean of per-cluster RMSE values at the last communication round. A
notably low standard deviation (< 0.001) is observed for SimClust and RepClust un-
der the metadata condition across all models. This near-determinism arises because
pre-computed metadata features are fixed prior to the federated training loop; once
the feature matrix is held constant, these clustering algorithms produce identical
partitions across seeds, leaving only the stochasticity of local model initialisation to
drive variation.

Across most configurations, metadata degrades performance relative to weight-
based clustering. However, several RepClust configurations show the opposite direc-
tion, particularly at the 16h window. The statistical significance of these directional
differences is assessed in the following subsection.

The RMSE values across the four architectures range from 0.176 kWh (TEFT,
24h, Agglomerative, without metadata) to 0.369 kWh (SFF, 16h, RepClust, without
metadata) per half-hour. Placed against the target distribution described in Sec-
tion 5.1} pooled mean 0.262 kWh, median 0.134 kWh, 95th percentile 0.877 kWh,
these correspond to errors spanning 67% to 141% of mean consumption and 20%
to 42% of the 95th-percentile peak load. The best configurations achieve errors
below the pooled mean, which is notable given that RMSE amplifies the contribu-
tion of high-consumption events reaching up to 7.118 kWh. The largest absolute
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Table 5.1: Final-round weighted RMSE across 30 seeds — LSTM

Window| Clustering Without Metadata | With Metadata
(kWh) (kWh)
Agglomerative 0.188 £ 0.001 0.262 £ 0.001
6h SimClust 0.305 £ 0.006 0.308 £ 0.000
RepClust 0.309 +£ 0.004 0.306 £ 0.000
Agglomerative 0.208 + 0.004 0.265 + 0.002
16h SimClust 0.308 £ 0.011 0.310 £ 0.000
RepClust 0.310 £ 0.004 0.292 £ 0.000
Agglomerative 0.216 £ 0.012 0.273 £ 0.007
24h SimClust 0.325 £ 0.015 0.325 £ 0.001
RepClust 0.330 £ 0.004 0.329 £ 0.001

penalty attributable to metadata occurs under Agglomerative clustering: switching
from weight-based to metadata-based clustering raises RMSE by up to 0.074 kWh
(LSTM, 6h window), a difference equivalent to 28% of the pooled mean. The
strongest beneficial effect of metadata is a gain of 0.018 kWh (LSTM, 16h, Rep-
Clust: 0.310 — 0.292 kWh), or approximately 7% of the mean. At the house-
hold level, where per-client mean consumption spans 0.058-0.681 kWh, an RMSE
of 0.176 kWh is negligible relative to high-consuming clients but exceeds the av-
erage output of the three lowest-consuming households, highlighting that cluster-

aggregated RMSE masks substantial per-client variation.

5.6.2 Statistical Hypothesis Testing

Tables 5.4 suggest a heterogeneous effect of the metadata treatment: agglom-
erative clustering consistently shows higher RMSE with metadata, while several
RepClust configurations show the opposite direction. We now assess which of
these differences are statistically significant using the methods described in Sec-
tion The null hypothesis is that metadata-based clustering and weight-based
clustering yield equivalent RMSE (Hy: fimeta = fno-meta); the two-sided alternative
is Hi: fimeta 7 Hno-meta-

Each random seed provides one paired observation per
(model, window, clustering) triple, yielding 30 pairs per sub-group.

Table reports the global result (all 1,080 pairs pooled) and the per-
architecture breakdown (270 pairs each). A positive ARMSE indicates that using

metadata led to higher error on average.
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Table 5.2: Final-round weighted RMSE across 30 seeds — GRU

Window| Clustering Without Metadata | With Metadata
(KWh) (KWh)
Agglomerative 0.201 £ 0.003 0.260 £ 0.002
6h SimClust 0.273 £ 0.009 0.262 £ 0.000
RepClust 0.266 &+ 0.002 0.265 £ 0.000
Agglomerative 0.198 + 0.003 0.251 + 0.001
16h SimClust 0.266 + 0.006 0.264 £ 0.000
RepClust 0.268 + 0.004 0.253 £ 0.000
Agglomerative 0.208 £ 0.010 0.256 £ 0.003
24h SimClust 0.282 + 0.016 0.278 £ 0.001
RepClust 0.280 4 0.005 0.285 £ 0.001

Globally, the effect is highly significant (p = 1.99 x 10737) with a medium effect
size (d = +0.55), indicating that metadata-based clustering consistently degrades
forecasting performance when all configurations are considered together. This result
is uniform across architectures: all four models exhibit positive ARMSE and medium
effect sizes, with SFF showing the strongest degradation (d = +0.64) and TFT the
weakest (d = 40.55).

The per-configuration breakdown reveals, however, that the global direction is
driven by a specific interaction with the clustering method. Of the 36 (model x
window X clustering) sub-groups, 9 show no significant difference (p > 0.05 af-
ter FDR-Benjamini-Hochberg correction), 19 show significant degradation, and 8
show significant improvement, all 8 belonging to the RepClust method. By con-
trast, agglomerative clustering with metadata is significantly degraded in all 12 of
its configurations, and SimClust shows 5 degraded, 1 improved, and 6 neutral out-
comes. The 8 configurations where metadata produces a statistically significant
improvement are listed in Table [5.6]

These results indicate that the benefit of metadata-based clustering is not uni-
versal but is instead selective: it emerges specifically when the clustering algorithm
is designed to select representative clients (RepClust), and the effect sizes in those
cases are large (|d| ranging from 0.83 to 4.68). The strong degradation observed
under agglomerative clustering when using metadata suggests that the hierarchical
linkage procedure does not translate metadata similarity into useful cluster bound-
aries for federated aggregation, at least under the feature set and dataset employed
here.

Ranking the improved configurations by effect size, the five with the strongest
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Table 5.3: Final-round weighted RMSE across 30 seeds — SFF

Window| Clustering Without Metadata | With Metadata
(KWh) (KWh)
Agglomerative 0.195 £ 0.002 0.253 £ 0.000
6h SimClust 0.332 £ 0.017 0.335 £ 0.000
RepClust 0.344 4+ 0.005 0.332 £ 0.000
Agglomerative 0.201 4+ 0.002 0.279 + 0.000
16h SimClust 0.339 £ 0.013 0.356 £ 0.000
RepClust 0.369 £ 0.005 0.348 £ 0.000
Agglomerative 0.196 £ 0.001 0.271 £ 0.000
24h SimClust 0.305 £ 0.016 0.330 £ 0.000
RepClust 0.352 + 0.004 0.342 £ 0.000

metadata benefit are shown in Table All five involve RepClust; four use the 16h
window across different architectures, and one uses the 6h window with SFF.
Figure shows the RMSE convergence trajectory over 20 communication
rounds for each of these five configurations, comparing the metadata and no-
metadata conditions. FEach curve represents the mean weighted-average RMSE

across 30 seeds; shaded bands show 41 standard error.

5.6.3 Cluster Structure Comparison

To understand why metadata-based RepClust improves performance in the top-5
configurations, we directly compare the cluster partitions produced by the two ap-
proaches. For each of the five configurations, we re-ran 30 seeds without metadata
and recorded the per-round cluster assignment of every client. These weight-based
partitions were then compared against the pre-computed metadata partitions using
ARI and NMI, as defined in Section [5.5] We additionally compute round-to-round
ARI stability separately for each approach: the ARI between the partition at round
r and round 7 + 1, measuring how consistently each method reassigns clients across
successive communication rounds. It is important to note that the pre-computed
metadata partitions are themselves round-specific: temporal features such as auto-
correlation, spectral entropy, and trend slope are extracted from the sliding-window
data of each communication round independently, so the metadata partition also
evolves as the data window advances.

Table reveals three consistent findings across all five configurations. First,
the ARI between metadata and weight-based partitions is effectively zero (a 0.001—
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Table 5.4: Final-round weighted RMSE across 30 seeds — TFT

Window| Clustering Without Metadata | With Metadata
(kWh) (kWh)
Agglomerative 0.222 + 0.010 0.228 + 0.005
6h SimClust 0.238 £ 0.009 0.239 £ 0.000
RepClust 0.239 £ 0.002 0.240 £ 0.000
Agglomerative 0.214 4+ 0.005 0.232 + 0.003
16h SimClust 0.235 £ 0.004 0.240 £ 0.000
RepClust 0.239 £ 0.002 0.233 £ 0.000
Agglomerative 0.176 £ 0.002 0.226 £+ 0.002
24h SimClust 0.231 +£ 0.004 0.235 £ 0.001
RepClust 0.237 £ 0.004 0.243 £ 0.000

Table 5.5: Global and per-architecture paired test: metadata vs. no-metadata

Level n pairs | ARMSE | p (Wilcoxon) | Cohen’s d
Global (all) | 1,080 | +0.017 | 1.99 x 10-% +0.55
LSTM 270 +0.019 8.75 x 10710 +0.58
GRU 270 +0.015 1.12 x 1077 +0.51
SFF 270 +0.024 6.18 x 10715 +0.64
TFT 270 +0.009 1.44 x 10718 +0.95

0.003), indicating that the two approaches assign clients to groups almost indepen-
dently of one another. The metadata clusters, derived from round-specific temporal
statistics, and the weight-based clusters, derived from proximity in gradient space
after local training, capture fundamentally different notions of client similarity, and
these two surfaces are largely orthogonal in the 42-client dataset considered here.
Second, the NMI of approximately 0.15 shows that the partitions are not entirely
unrelated: roughly 15% of the information about one labelling is recoverable from
the other. This residual overlap likely reflects the fact that households with similar
consumption profiles tend to converge to similar weight regions during training,
creating a weak but non-zero correspondence between the two clustering surfaces.
Third, both approaches exhibit very low round-to-round stability, but in oppo-
site directions. The weight-based ARI stability is negative (approximately —0.07
to —0.08), meaning consecutive weight-based partitions are less similar than two

independent random partitions of the same size: the cluster assignments flip more
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Table 5.6: Configurations with statistically significant improvement under metadata

(FDR-corrected p < 0.05)

Model | Window | Clustering | ARMSE | p (Wilcoxon) | Cohen’s d
GRU 16h RepClust —0.015 1.86 x 107 —-4.14
GRU 6h SimClust —0.011 3.24 x 1076 —1.26
LSTM | 16h RepClust —0.018 1.86 x 107° —4.68
LSTM | 6h RepClust —0.003 1.89 x 1074 —0.83
SFF | 16h RepClust —0.021 1.86 x 1079 ~3.94
SFF 24h RepClust —0.009 5.59 x 107 —2.09
SFF 6h RepClust —0.012 5.59 x 1079 —2.50
TET 16h RepClust —0.006 1.86 x 107° —2.68

Table 5.7: Top-5 configurations by metadata improvement effect size

Rank | Model | Window | Clustering | ARMSE | p (Wilcoxon) | Cohen’s d
1| LSTM | 16h RepClust —0.018 1.86 x 1079 468
2 | GRU 16h RepClust —0.015 1.86 x 107 —-4.14
3 | SFF 16h RepClust —0.021 1.86 x 107 —3.94
4 | TFT 16h RepClust —0.006 1.86 x 107° —2.68
5| SFF | 6h RepClust —0.012 5.59 x 1079 —9.50

By contrast, the metadata ARI stability
is slightly positive (=~ +0.010), indicating that round-to-round transitions in the

chaotically than chance would predict.

metadata partition are marginally more coherent than random, anchored by the
continuity of the underlying temporal features across adjacent sliding windows. The
performance gap between the two conditions in the top-5 configurations can therefore
be attributed to this directional difference: metadata clustering provides partitions
that are semantically grounded and minimally coherent across rounds, allowing the
federated averaging step to reinforce rather than contradict the aggregation struc-
ture established in the previous round, whereas weight-based RepClust introduces

a level of inter-round disorder that impedes stable convergence.

5.6.4 Metadata Feature Importance

To identify which of the 20 temporal features drive the beneficial cluster structure
produced by metadata-based RepClust, we apply permutation importance directly

to the clustering algorithm. For each of the 20 communication rounds, RepClust
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RMSE over Communication Rounds: Metadata vs. No Metadata
(Top-5 Configurations by Effect Size)
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Figure 5.1: RMSE over communication rounds for the five configurations with the
strongest metadata improvement. Blue: with metadata; red: without metadata.
Shaded bands denote +1 standard error across 30 seeds.

is first fitted on the complete feature matrix to obtain a baseline partition. Each
feature is then permuted 50 times: in each permutation, its values are randomly
shuffled across clients, RepClust is re-fitted, and the ARI drop between the permuted
and baseline partitions is recorded. A higher mean ARI drop indicates that the
feature is structurally critical, destroying it causes the cluster assignments to diverge
significantly from the baseline. All runs use the same hyperparameters as the pre-
computed clusters (K =5, a = 1.0, § = 0.5, max__iterations=50, swap _budget=5,
random _state=42), ensuring the baseline partition is consistent with the clusters
used in the FL experiments. Importance scores are averaged over 20 rounds and 50
permutations per feature, yielding 1,000 estimates per feature.

Table reveals two distinct findings. First, trend_slope has an importance of
exactly zero: inspection of the feature matrix confirms that all 42 clients produce a
value of 1.0 for this feature across every communication round, a consequence of the
short 16h sliding windows yielding degenerate linear fits. StandardScaler inside Rep-
Clust reduces this constant column to zero before computing Euclidean distances,

rendering it completely inert. This feature should be excluded or replaced in fu-
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Table 5.8: Cluster partition comparison for the top-5 configurations (mean + std
over 30 seeds x 20 rounds). ARI stability is reported separately for weight-based
and metadata partitions.

meta vs. weights ARI stability
Model | Window ARI NMI Weights Meta
LSTM | 16h +0.003 £0.036 0.151 £ 0.050 | —0.065 £ 0.020 +0.010 £ 0.034
GRU |16h +0.001 £ 0.033 0.149 £ 0.046 | —0.070 £ 0.017 +0.010 £ 0.034
SFF 16h +0.002 £0.035 0.149 £ 0.048 | —0.069 £ 0.020 +0.010 £ 0.034
TFT 16h +0.001 £ 0.037 0.147 £ 0.050 | —0.082 £ 0.007 +0.010 £ 0.034
SFF 6h +0.000 £ 0.034 0.148 £ 0.046 | —0.065 £ 0.024 +0.009 £ 0.032

ture iterations of the pipeline. Second, num_zero_crossings shows a visibly lower
importance (0.868) compared to the remaining 18 features, which cluster tightly
in the range 0.918-0.935. The remaining 18 features are broadly co-equal in their
contribution to the clustering structure, with no single feature dominating.

Among the top-ranked features, the leading group consists of temporal depen-
dency and stationarity measures: autocorr_lagl (lag-1 autocorrelation), adf_-
stat (Augmented Dickey-Fuller statistic), kpss_stat (KPSS stationarity statistic),
and dominant_frequency (FFT-based peak frequency). These features capture
the rhythmic and memory structure of each household’s consumption series, how
strongly today’s consumption predicts tomorrow’s, whether the series is stationary,
and at what frequency consumption peaks recur. Clients grouped by similar au-
tocorrelation and stationarity profiles share comparable temporal dynamics, which
means federated averaging within such clusters aggregates models that have been
trained on signals with similar local temporal structure, producing a more coherent
global model than averaging across clients with heterogeneous temporal dynamics.

The two outlier features show low importance for distinct structural reasons.
trend_slope is inert because, as noted above, its value is identical across all 42
clients, once StandardScaler collapses the column to zero, it contributes nothing
to any pairwise Euclidean distance. num_zero_crossings registers a below-band
importance because energy consumption data is strictly non-negative: a half-hourly
kWh reading never crosses zero, so the feature counts at most a handful of near-
zero crossings per window and varies little across clients, limiting its discriminative
value for clustering. The 18 remaining features maintain high and broadly uniform
importance throughout all 20 communication rounds, no round produces an anoma-
lous sensitivity profile, consistent with the marginally positive round-to-round ARI
stability reported in Table [5.8
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Table 5.9: Permutation feature importance for 16h RepClust metadata clustering
(mean =+ std across 20 rounds)

Feature Importance (mean) | Importance (std)
autocorr_lagl 0.935 0.027
adf_stat 0.931 0.030
dominant_frequency 0.930 0.022
kpss_stat 0.930 0.028
mean 0.925 0.029
num_peaks 0.925 0.024
min 0.925 0.034
curve_length 0.924 0.027
kurtosis 0.924 0.034
peak_interval_mean 0.924 0.026
std_dev 0.923 0.030
spectral_entropy 0.923 0.029
max 0.923 0.032
skewness 0.921 0.031
avg_peak_height 0.920 0.032
median 0.919 0.034
range 0.918 0.035
variance 0.918 0.030
num_zero_crossings 0.868 0.053
trend_slope 0.000 0.000

5.6.5 RepClust Hyperparameter Optimisation

The main study (Section used the default RepClust hyperparameters (o =
1.0, p = 0.5, K = 5, swap_budget = 5). To determine whether these defaults
are close to optimal for the SFF 16h configuration, the combination identified in
Table as having the largest absolute metadata benefit, we conducted a Bayesian
hyperparameter optimisation (HPO) search using the Optuna framework with a
Tree-structured Parzen Estimator (TPE) sampler BERGSTRA et al.| (2011).

For each trial, the cluster assignments are generated from the feature matrix using
the trial’s hyperparameters, so every unique (a, 3, K,swap budget) combination
produces a genuinely distinct partition. The objective minimises the mean final-
round weighted RMSE over Kgeeqs = 3 independent seeds. The study ran for 50
trials, which is sufficient for TPE to converge on a four-dimensional mixed search

space of this size.
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Table describes the search space. The continuous parameters a and [
were sampled uniformly from broad intervals that encompass the default values; K
and swap budget were treated as categorical choices drawn from the discrete sets

explored in the main study.

Table 5.10: RepClust hyperparameter search space

Parameter Type Search space | Default
a (intra-diversity weight) | continuous | [0.1, 3.0] 1.0
S (inter-cluster distance) | continuous | [0.1, 2.0] 0.5

K (number of clusters) categorical | {3, 5, 7, 10} |5

swap_budget categorical | {3, 5, 10} 5

Table lists the five trials with the lowest mean RMSE. All five use K = 10,
and across the full top-10, K = 10 appeared in every trial, signalling a clear prefer-
ence for finer-grained partitions than the default X' = 5. The RMSE breakdown by
cluster count confirms the monotonic trend: K = 10 achieves a mean of 0.3357, while
K =7, K =5, and K = 3 yield means of 0.3504, 0.3566, and 0.3670 respectively,
indicating that more clusters consistently produce better-performing metadata par-

titions on this 42-client dataset.

Table 5.11: Top-5 HPO trials by mean RMSE (3-seed objective). All use K = 10.

Trial Q B | K | swap_budget | RMSE
451 0.796 | 1.380 | 10 5| 0.3256
49 | 0.874 | 1.476 | 10 5| 0.3268
12 1 2914 | 1.387 | 10 10 | 0.3284
42 | 2.815 | 1.420 | 10 5| 0.3285
43 1 2.829 | 1.428 | 10 5 0.3285

Within K = 10 trials, the continuous parameters show a mixed picture. The
values in the top-10 cluster tightly in the range 1.27-1.76, well above the default
of 0.5, indicating that a stronger inter-cluster separation penalty is consistently
beneficial. «, by contrast, varies widely across the top-10 (0.796 to 2.985), with no
convergence toward a single optimal value. This suggests that, once K and [ are
set appropriately, the intra-diversity weight has limited discriminating power: the
diversity signal is already saturated by the 18 broadly co-equal features identified
in the permutation importance analysis, so both low and high « values can produce

similarly effective partitions. The dominant driver of performance is therefore the
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combination of K = 10 and elevated (3, which together produce clusters that are
simultaneously fine-grained and well-separated in feature space.

The best trial (#45, a« = 0.796, = 1.380, K = 10, swap _budget = 5) was
validated over 30 independent seeds. As in the main study, the metadata partition
is deterministic once the feature matrix and hyperparameters are fixed, so all 30
seeds use the same 42-client assignment and the only source of variation is the local
training dynamics. The 30-seed validation yielded a mean RMSE of 0.3256 4+-0.0000,
confirming that the optimised configuration is both improved relative to the default
and completely stable across runs. The improvement over the default configuration
(0.3480, from Table corresponds to a reduction of 0.0224 in absolute RMSE, or
6.4% relative to the baseline, a practically significant gain achieved without any ar-
chitectural change and without additional communication rounds, purely by tuning

the clustering objective.

5.7 Aggregation Method Evaluation

The main study of Sections held the aggregation method fixed at FedAvg.
This raises a natural follow-up question: is the metadata benefit observed in Ta-
ble specific to FedAvg, or does it persist when Fed Avg is replaced by the stronger
aggregators introduced in Section [2.2.1]7 To answer it, a targeted 600-run follow-up
evaluation was conducted on the two configurations where the metadata effect is
largest, LSTM + 16h + RepClust and SFF + 16h + RepClust, crossing all five

aggregation methods with both metadata conditions.

5.7.1 Setup

The experimental design is summarised in Table [5.12] All factors not listed below
are identical to the main study: 20 federated communication rounds, one local epoch
per round, batch size 32, Adam optimizer (learning rate 0.001, clipnorm 1.0), and
RepClust at its default hyperparameters (a=1.0, §=0.5, K'=5, swap_budget=5).
Aggregator-specific hyperparameters are listed in Table [5.13] No hyperparam-
eter optimisation was performed for any aggregator; all values are the codebase
defaults. Conclusions about aggregator choice are therefore scoped to this specific
hyperparameter regime and to the LSTM/SFF + 16h + RepClust configuration;
generalisation to other architectures, windows, or clustering methods would require

additional experimentation.
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Table 5.12: Aggregation method evaluation: experimental design

Factor Values
Models LSTM, SFF
Window size | 16h

Clustering RepClust (default hyperparameters)

Aggregation | FedAvg, FedAvg-Weighted, FedNova, FedProx, Scaffold
Metadata True (pre-computed metadata), False (model weights)
Seeds 1-30 (30 independent runs)

Total: 2 x 5 x 2 x 30 = 600 experiments

Table 5.13: Aggregator-specific hyperparameters used in the evaluation

Aggregator Hyperparameters

FedAvg Uniform 1/K cluster-local weights

Fed Avg-Weighted | Sample-size weights ny/ ), .. ni per cluster

FedProx p = 0.01 (proximal weight)

FedNova Tr = E - max(1, [ngain/B]); E=1, B=32

Scaffold Option IT control variates; client LR = 0.001 (Adam); server step-size = 1.0

5.7.2 Overall Ranking

Table [p.14] ranks all 20 configurations by final-round weighted-average RMSE aver-
aged over 30 seeds, and Figure [5.2| shows the same data as a horizontal bar chart.

The four top-ranked configurations are all LSTM with metadata, differing only
in the aggregator. The global best is LSTM + FedNova 4+ Metadata with
RMSE = 0.2837 + 0.0004, a 3.0% reduction over the main study result for LSTM
+ FedAvg + Metadata (0.2923, Table . This improvement is achieved without
any change to the federated training schedule (rounds, local epochs) or the cluster-
ing configuration; the gain is attributable solely to the normalised aggregation of
FedNova. In magnitude, this improvement is comparable to the 6.4% gain obtained
by hyperparameter-optimising RepClust in Section [5.6.5] but at zero optimisation
cost.

Scaffold occupies the two lowest ranks for LSTM (ranks 19-20) and, when paired
with metadata for SFF, rank 18, the worst SFF configuration. It is the only ag-
gregator where using metadata raises RMSE relative to the no-metadata condition
for SFF. This pattern is consistent across the full ranking: Scaffold is an outlier

regardless of model or metadata condition.
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Table 5.14: All 20 configurations ranked by mean RMSE at round 20 (30 seeds)

Rank | Model | Aggregator | Metadata | Mean RMSE | Std RMSE
1 | LSTM | FedNova True 0.2837 0.0004
2 | LSTM | FedAvg-W True 0.2884 0.0003
3 | LSTM | FedAvg True 0.2923 0.0005
4 | LSTM | FedProx True 0.2948 0.0004
5| LSTM | FedNova False 0.3050 0.0041
6 | LSTM | FedAvg-W False 0.3068 0.0041
7| LSTM | FedAvg False 0.3095 0.0047
8 | LSTM | FedProx False 0.3124 0.0052
9 | SFF FedAvg-W True 0.3461 0.0000

10 | SFF FedProx True 0.3470 0.0000
11 | SFF FedAvg True 0.3476 0.0000
12 | SFF FedNova True 0.3487 0.0000
13 | SFF FedNova False 0.3667 0.0051
14 | SFF FedAvg False 0.3673 0.0058
15 | SFF FedProx False 0.3681 0.0052
16 | SFF Scaffold False 0.3692 0.0077
17 | SFF FedAvg-W False 0.3696 0.0056
18 | SFF Scaffold True 0.3741 0.0000
19 | LSTM | Scaffold True 0.3836 0.0002
20 | LSTM | Scaffold False 0.3901 0.0085

5.7.3 Metadata Robustness Across Aggregators

Table reports, for each (model, aggregator) pair, the paired difference in RMSE
between the metadata and no-metadata conditions across 30 seeds, along with the
two-sided permutation test p-value (FDR-Benjamini-Hochberg corrected) and Co-
hen’s d. Figure displays the same information as a heatmap.

Nine of ten (model, aggregator) pairs show significant metadata improvement.
A Freedman-Lane two-way permutation test reveals a significant metadata x ag-
gregator interaction for both LSTM (pperm < 0.001, partial n* = 0.30) and SFF
(Pperm < 0.001, partial n? = 0.61). These interactions, however, differ qualitatively.
For LSTM, all five aggregators improve under metadata, but the improvement ranges
from A = —0.021 (FedNova, |d|=5.3) to A = —0.007 (Scaffold, |d|=0.8): the in-
teraction reflects heterogeneity in the magnitude of the metadata benefit, not its
direction. For SFF, the interaction is additionally one of direction: Scaffold is the

sole aggregator where metadata degrades performance (A = +0.005, |d|=0.64),
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Figure 5.2: All 20 configurations ranked by mean RMSE at round 20 (30 seeds).
Blue bars: metadata condition; orange bars: weight-based condition. Error bars
show £1 standard deviation across seeds.
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Figure 5.3: Heatmap of the metadata effect (ARMSE and Cohen’s d) per (model,
aggregator). Negative values (blue) indicate metadata improves performance. The
single positive cell (red) corresponds to SFF + Scaffold.

while all remaining four aggregators show consistent improvement with large effect
sizes (|d| from 3.4 to 4.2). The SFF x Scaffold cell is also the worst-performing SFIF°
configuration in the no-metadata condition (rank 16 in Table , suggesting that
Scaffold’s instability in this one-epoch-per-round regime compounds with the fixed
metadata partition rather than benefiting from it.

The principal conclusion from this analysis is that the metadata benefit identified
in Section is robust to the choice of aggregation method for both LSTM and
SFF, with the notable exception of Scaffold. For practical deployment, any of Fe-
dAvg, FedAvg-Weighted, FedNova, or FedProx can be paired with metadata-driven
RepClust to obtain a statistically significant improvement over the weight-based

condition.
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Table 5.15: Metadata effect per (model, aggregator): ARMSE = meta — no-meta
(negative = metadata helps). Two-sided permutation test, FDR-BH corrected, n=30
seeds.

Model | Aggregator | ARMSE | Cohen’s d | p (FDR) | Direction
LSTM | FedAvg —0.0172 —3.64 < 0.001 | improved
LSTM | FedAvg-W —0.0185 —4.43 < 0.001 | improved
LSTM | FedNova —0.0212 —5.32 < 0.001 | improved
LSTM | FedProx —0.0176 —3.39 < 0.001 | improved
LSTM | Scaffold —0.0065 —0.77 < 0.001 | improved
SFF FedAvg —0.0197 —3.37 < 0.001 | improved
SFF FedAvg-W —0.0234 —4.21 < 0.001 | improved
SFF FedNova —0.0180 —3.56 < 0.001 | improved
SFF FedProx —0.0212 —4.04 < 0.001 | improved
SFF Scaffold -+0.0049 +0.64 0.0017 | degraded

5.7.4 Aggregator Comparison Under Metadata

Table reports the paired difference in final-round RMSE between each aggrega-
tor and FedAvg, separately for the metadata and no-metadata conditions. Figure[5.4

shows the same data as a grouped bar chart.

Table 5.16: Aggregator vs FedAvg: ARMSE (negative = better than FedAvg). FDR-
BH corrected; * marks FDR-significant pairs (pppr < 0.05).

Model | Aggregator | Metadata | ARMSE | Cohen’s d | Sig.
LSTM | FedAvg-W True —0.0039 —6.06 *
LSTM | FedNova True —0.0085 —12.01 *
LSTM | FedProx True +0.0025 +4.04 *
LSTM | Scaffold True +0.0913 +165.6 *
SFF FedAveg-W True —0.0015 +0.00 *
SFF FedNova True +0.0010 +0.00 *
SFF FedProx True —0.0006 —21.5 *
SFF Scaffold True +0.0265 +951,171 *

Under the metadata condition, the LSTM rankings show a clear pattern: Fed-
Nova is the best aggregator (A = —0.0085 vs FedAvg, d = —12.0), followed by
FedAvg-W (A = —0.0039, d = —6.1), while FedProx loses ground relative to Fe-
dAvg (A = 40.0025). We hypothesise that the LSTM’s larger parameter space

makes it more sensitive to per-client update-magnitude imbalance across the 42
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Figure 5.4: RMSE difference versus FedAvg baseline for each alternative aggregator,
separately for the metadata (blue) and no-metadata (orange) conditions. Negative
bars indicate improvement over Fed Avg; asterisks mark FDR-significant contrasts.

clients with varying window counts, which FedNova corrects by normalising per 74
and FedAvg-W partially addresses through sample-size weighting. FedProx’s proxi-
mal regularisation, conversely, may dampen the beneficial signal that the metadata
partition enables: by anchoring local parameters closer to the global model, it re-
duces the diversity that cross-cluster averaging leverages.

For SFF, the differences among FedAvg, FedAvg-W, FedNova, and FedProx un-
der the metadata condition are within +0.002 RMSE, well within standard devi-
ation, indicating that the aggregator choice is near-indifferent for the SFF archi-
tecture once metadata is enabled. The SFF model’s smaller parameter count may
make it less sensitive to per-client update-magnitude variation, so the normalisa-
tion provided by FedNova confers little additional benefit beyond what sample-size
weighting already provides.

Note on effect sizes: the extreme Cohen’s d values for Scaffold (e.g. d = +165.6
for LSTM and d ~ 10° for SFF) arise from the near-zero variance of the metadata-
condition RMSE across seeds (Scaffold with metadata produces near-deterministic
results once the control variates stabilise), yielding near-zero denominators in the
d formula. These values are reported for completeness but should not be inter-
preted as reflecting a practically meaningful separation; the ARMSE values are the

informative quantity.

5.7.5 Convergence Trajectories

Figure [5.5| shows the mean weighted-average RMSE over all 20 communication
rounds, separately for each (model, metadata) combination, with 95% confidence

bands across 30 seeds.
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Figure 5.5: RMSE convergence over 20 communication rounds for all five aggre-
gators. Rows: SFF (top) and LSTM (bottom). Columns: weight-based clustering
(left) and metadata-based clustering (right). Lines show mean RMSE; shaded bands
show 95% CI across 30 seeds.

Three features are consistent across both models. First, the final-round ranking
is established early: no aggregator overtakes another mid-training. Second, Scaffold
separates from the remaining four aggregators within the first three communication
rounds and remains distinct throughout, its poor final-round performance is not a
convergence artefact but an early-stage failure. Third, the metadata columns (right
panels) display visibly narrower confidence bands than the weight-based columns,
consistent with the near-deterministic cluster assignments produced by RepClust
on pre-computed metadata features (standard deviation < 0.001 across seeds, as
observed in the main sweep). Figure supplements this with a boxplot of per-
seed RMSE variance over rounds 15-20, confirming that the metadata condition is

more stable than the weight-based condition for all five aggregators.

5.7.6 Why Does Scaffold Underperform?

Scaffold consistently ranks last for both models in this evaluation, irrespective of
the metadata condition. We hypothesise that the root cause is a mismatch between

Scaffold’s design assumptions and the present experimental regime. The theoretical
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Figure 5.6: RMSE variance over late rounds 15-20 by aggregator and metadata
condition. Lower variance indicates more stable training. Blue: metadata condition;
orange: weight-based condition.

convergence guarantees of Scaffold assume that clients perform many local gradient
steps per round, so that the control variates can accumulate enough gradient infor-
mation to meaningfully correct drift. In our setting, each client performs exactly
one local epoch with batch size 32, typically yielding 7, ~ 2—6 local steps per round,
which is insufficient for the control variates to stabilise. As a result, the variate cor-
rections introduce noise rather than reducing drift, degrading performance relative
to FedAvg. This hypothesis is supported by the observation that Scaffold’s RMSE
across seeds is notably higher-variance than all other aggregators in the no-metadata
condition (Figure , suggesting instability driven by poor variate quality rather
than the clustering configuration. Testing this hypothesis directly, by re-running
Scaffold at E € {3,5} local epochs, is left as future work.

5.7.7 Limitations

The following scope constraints limit the generalisability of the conclusions above.

e Only two model families (LSTM, SFF) and one clustering algorithm (RepClust
at default hyperparameters) are varied. Whether the aggregator-ranking pat-
tern, FedNova best for LSTM, aggregators roughly equivalent for SF'F, Scaffold
last for both, persists for GRU, TFT, or under Agglomerative and SimClust

clustering is unknown.

e Aggregator-specific hyperparameters (u for FedProx; client LR, control-variate
initialisation for Scaffold) are held at codebase defaults. Scaffold’s underper-
formance may be partially attributable to a suboptimal py, or initial ¢, state

rather than to the one-epoch regime alone.

e No wall-clock or communication-volume measurements are collected. Scaf-

fold’s doubled per-round payload and FedProx’s per-step proximal gradient
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impose real-world costs that are addressed here only asymptotically: Scaffold
adds one extra transmitted vector per client per round; the remaining three
alternatives are payload-equivalent to FedAvg. Empirical efficiency profiling

is deferred to future work.

5.8 Discussion

Taken together, the experiments establish four empirical conclusions. First,
metadata-driven clustering is not universally beneficial: across the full 1,080-pair
experimental space, the global Wilcoxon test favours the no-metadata condition
with a medium effect size (d = 40.55), but this result is almost entirely driven
by Agglomerative clustering, which degrades performance in all 12 of its configu-
rations regardless of architecture or window, not by any intrinsic limitation of the
metadata approach. Second, when the clustering algorithm is chosen appropriately,
metadata consistently improves forecasting accuracy: RepClust paired with the 16h
window yields statistically significant RMSE reductions across all four architectures,
with large effect sizes (|d| ranging from 0.83 to 4.68), and the convergence trajec-
tories confirm that the gains are sustained across rounds rather than being noise-
driven late-round fluctuations. Third, the mechanism behind the improvement is
the semantic groundedness and round-to-round stability of metadata-based parti-
tions; permutation importance analysis reveals that 18 of the 20 temporal features
contribute roughly equally to the cluster structure, confirming that the heuristic
draws on the full descriptor and is not driven by a single dominant statistic, while
trend_slope is degenerate for the 16h window and num_zero_crossings is weakly
informative. Fourth, the metadata advantage is robust to the choice of aggregation
algorithm: 9 of 10 (model, aggregator) pairs exhibit significant improvement under
metadata, with FedNova producing the strongest pairing for LSTM and Scaffold
being the only aggregator for which metadata reverses direction under SFF; the
single best configuration of the dissertation is LSTM + FedNova + Metadata + 16h
+ RepClust, with final-round RMSE 0.2837 £ 0.0004. These findings collectively
demonstrate that the research question posed in the introduction can be answered
affirmatively within specific regimes, namely RepClust clustering at an intermediate
temporal resolution and under the majority of aggregators evaluated; the formal
answer to the research question and its broader implications are discussed in the

conclusion chapter.
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Chapter 6
Conclusion

This dissertation investigated whether time-series metadata can improve client clus-
tering in federated learning for energy consumption forecasting. MARACATU aug-
ments the FedAvg aggregation protocol by first grouping clients according to tem-
poral metadata features extracted from their local data windows, then performing
intra-cluster weight averaging. To assess the generality of this approach, the eval-
uation covered four forecasting architectures (SFF, LSTM, GRU, and TFT), three
clustering strategies (Agglomerative, SimClust, and RepClust), three temporal win-
dow sizes (6h, 16h, and 24h), and 30 independent random seeds, yielding 2,160
experiments in total.

A Wilcoxon signed-rank test on all 1,080 paired observations (each pair match-
ing the same seed, architecture, window, and clustering method across the meta-
data and no-metadata conditions) yields p = 1.99 x 10737 with a medium effect size
(d = +0.55), establishing that metadata-based clustering significantly degrades fore-
casting performance when considered across the full experimental space. This result
is consistent across all four architectures: LSTM (d = +0.58), GRU (d = +0.51),
SFF (d = +0.64), and TFT (d = +0.55). Taken in isolation, this global finding
answers R(Q2 negatively: as a universal strategy, metadata-based aggregation does
not outperform weight-based aggregation.

The global result is, however, driven almost entirely by the agglomerative clus-
tering method, which degrades performance in all 12 of its configurations regardless
of architecture or window size. The interaction between metadata and clustering
strategy is the central finding of this work. RepClust, which selects clients to max-
imize inter-cluster diversity and intra-cluster representativeness, shows significant
improvement with metadata in 7 of its 12 configurations, all with large effect sizes
(|d| ranging from 0.83 to 4.68) and concentrated at the 16h window across all four
architectures. SimClust is largely neutral (6 of 12 configurations show no significant
difference). This distinction reveals that the benefit of temporal metadata depends

critically on the role similarity plays in the clustering algorithm: when metadata
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drives a greedy representative-selection process (RepClust), it consistently improves
aggregation quality; when it serves as a hierarchical distance measure (Agglomera-
tive), it consistently harms it.

Regarding the temporal dimension, the 16h window is where metadata-driven
RepClust achieves its strongest and most consistent improvements across architec-
tures, suggesting that intermediate temporal resolution provides enough context for
the metadata features to be discriminative without introducing temporal lag or noise
associated with longer windows. The 6h window yields the lowest absolute RMSE
across all conditions, confirming that more frequent updates improve short-term
adaptation in this dataset regardless of the aggregation strategy. Among architec-
tures, TF'T shows the smallest overall sensitivity to the metadata condition, both
globally (d = +0.55) and in its best improved configuration (d = —2.68 for 16h
RepClust). This is consistent with the hypothesis, discussed in the Background
chapter, that TFT’s internal attention mechanism already encodes temporal im-
portance explicitly, reducing the marginal value of external metadata-driven cluster
assignment.

To determine whether the default RepClust hyperparameters (o = 1.0, § = 0.5,
K = 5) were close to optimal, a Bayesian hyperparameter optimisation study (50
Optuna TPE trials) was conducted on the SFF 16h configuration, the combination
with the largest absolute metadata benefit. The dominant finding is that increasing
the number of clusters to K = 10 is the single most important change: all top-10
trials use K = 10, and the mean RMSE decreases monotonically as K increases from
3 (0.3670) to 10 (0.3357). Within K = 10 trials, the inter-cluster separation weight
B consistently falls in the range 1.27-1.76, well above the default of 0.5, indicating
that a stronger penalty for placing similar clients in the same cluster is consistently
beneficial. The intra-diversity weight «, by contrast, shows no convergence across
the top-10 trials, confirming that the diversity signal is already saturated by the
18 broadly co-equal metadata features. The optimised configuration (o = 0.796,
f = 1.380, K = 10, swap_ budget = 5), validated over 30 independent seeds,
yields RMSE = 0.3256 4+ 0.0000, a 6.4% improvement over the default (0.3480)
without any architectural change or additional communication rounds. The zero
standard deviation across seeds confirms that the metadata partition is entirely
deterministic once the feature matrix and hyperparameters are fixed, and that all
observed variance in the main study originates from local training dynamics rather
than cluster assignment.

To determine whether the metadata benefit is specific to Fed Avg or persists under
alternative aggregators, a targeted experiment was conducted on the two strongest
metadata configurations (LSTM + 16h + RepClust and SFF + 16h + RepClust),
crossing five aggregators (FedAvg, Fed Avg-Weighted, FedNova, FedProx, Scaffold)
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with both metadata conditions across 30 seeds, 600 runs in total. The metadata
benefit is robust to the choice of aggregation method: 9 of 10 (model, aggregator)
pairs show significant metadata improvement. A Freedman-Lane permutation in-
teraction test finds a significant metadata x aggregator interaction for both LSTM
(Pperm < 0.001, partial n* = 0.30) and SFF (pperm < 0.001, partial n* = 0.61); for
LSTM this is an interaction of magnitude (all five aggregators improve, with gains
ranging from A = —0.021 for FedNova to A = —0.007 for Scaffold), while for SFF it
is additionally an interaction of direction (Scaffold reverses the metadata benefit).
The best configuration of the dissertation is LSTM + FedNova + Metadata +
16h + RepClust, with final-round RMSE = 0.2837 + 0.0004, a 3% improvement
over LSTM + FedAvg + Metadata from the main study. Scaffold underperforms
in all configurations regardless of the metadata condition; we hypothesise this is
a consequence of the one-epoch-per-round regime being insufficient for its control
variates to stabilise.

Returning to the research question posed in the introduction: the RQ asked
whether the proposed clustering heuristic outperforms traditional aggregation in
terms of accuracy and efficiency. The answer is conditional: globally and under ag-
glomerative clustering, the proposed heuristic does not outperform weight-based ag-
gregation; however, when paired with RepClust and a 16h window, metadata-based
clustering significantly and consistently improves forecasting performance across all
four architectures, with large and statistically robust effect sizes; the SFF 16h con-
figuration can be further improved by 6.4% through hyperparameter tuning of the
clustering objective alone; and pairing LSTM + 16h + RepClust + Metadata with
FedNova yields a further 3% gain over FedAvg at no additional communication-
round cost. The efficiency dimension of the R() is addressed asymptotically, Scaffold
adds one extra transmitted vector per client per round, while the remaining four
aggregators are payload-equivalent to FedAvg, and is deferred to future empirical
measurement.

Several limitations constrain the scope of the conclusions. First, the experiments
used 42 client households, a subset chosen to ensure coverage and tariff homogene-
ity, but small relative to realistic federated deployments; generalization to larger and
more heterogeneous populations remains to be established. Second, the 20 meta-
data features were used as a fixed set; a permutation importance analysis revealed
that trend_slope is entirely inert (all 42 clients produce an identical constant value
for 16h windows, which StandardScaler reduces to zero before computing Euclidean
distances) and that num_zero_crossings is weakly informative, while the remain-
ing 18 features are broadly co-equal contributors. Whether a reduced 18-feature
pipeline that excludes the degenerate and weakest features produces equivalent re-

sults remains to be confirmed, and the effect of these uninformative features on
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the agglomerative clustering distance computation has not been isolated. Third,
for SimClust and RepClust, metadata is pre-computed once before training begins,
producing near-deterministic cluster assignments across seeds (o < 0.001); this con-
flates clustering stability with convergence quality and limits the interpretability of
seed-level variance. Finally, sharing metadata, even in abstracted form, discloses
behavioral patterns of individual clients, and practical deployment would require
coupling the heuristic with privacy-preserving mechanisms such as those discussed
in Section

Several directions for future work emerge from these findings. Evaluating the
heuristic on larger and more diverse datasets, with longer temporal ranges to cap-
ture seasonality and long-term trends, is the most immediate priority. Replicating
the HPO search across the full set of improved RepClust configurations, particularly
the other 16h architectures, would establish whether the optimal regime of K = 10
and elevated [ generalises beyond the SFF model or is dataset- and architecture-
specific. On the feature side, trend_slope should be removed from the pipeline
(or replaced with a window-length-invariant slope normalisation), and a reduced 18-
feature set excluding the two weakest features should be evaluated to confirm that
extraction cost can be reduced without degrading clustering quality. Investigating
dynamic per-round metadata extraction for SimClust and RepClust, rather than
pre-computation, would restore meaningful seed-level variance and allow clustering
to adapt as models evolve across communication rounds. Integrating the heuristic
with privacy-preserving techniques such as secure aggregation or differential pri-
vacy is necessary for deployment in regulated domains. Finally, exploring whether
TFT’s learned attention weights can serve directly as a metadata proxy is a promis-
ing direction that would bridge the gap between internal temporal representations
and external metadata-driven aggregation, potentially enabling architectures to self-
report their temporal focus as a clustering signal. A complementary line of inquiry
is to replace the handcrafted feature catalogue with a learned representation, for
instance, the bottleneck activation of an autoencoder trained on each client’s local
series LAFABREGUE et al.| (2022); with the empirical viability of metadata-driven
clustering established on the interpretable baseline of this work, learned descriptors
offer a natural avenue for further refinement of the univariate setting and, more sub-
stantively, for extending the heuristic to multivariate forecasting, where the manual
selection of cross-channel features is impractical. Extending the aggregation eval-
uation to GRU and TFT, and to Agglomerative and SimClust clustering, would
establish whether FedNova’s superiority under metadata generalises across architec-
tures and clustering families. Re-running Scaffold at E € {3,5} local epochs per
round would directly test the hypothesis that its underperformance in this work is

a consequence of the one-epoch regime rather than an intrinsic limitation. Instru-
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menting the FL pipeline with wall-clock and per-round bytes-transmitted counters
would enable an empirical comparison of efficiency across aggregators, addressing

the remaining open dimension of the research question.
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