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O planejamento da operação de longo prazo do Sistema Interligado Nacional
(SIN) tem como objetivo determinar políticas operativas para um sistema hidrotér-
mico de grande porte, coordenando a utilização de usinas hidrelétricas, termelétricas
e fontes renováveis variáveis sob incerteza. Nesse contexto, os reservatórios hidre-
létricos desempenham papel fundamental ao transferir energia no tempo por meio
do armazenamento de água, permitindo equilibrar custos imediatos de operação e
benefícios futuros associados ao uso desse recurso. Matematicamente, esse problema
é formulado como um programa de otimização estocástica contínuo. Como sua re-
solução direta é computacionalmente inviável, as incertezas são discretizadas por
meio de uma Aproximação por Média Amostral (Sample Average Approximation –
SAA), dando origem a um problema com árvore de cenários discretos, resolvido pela
Programação Dinâmica Dual Estocástica (PDDE). Na abordagem tradicionalmente
adotada na literatura, essa discretização é representada por um conjunto fixo de
cenários backward, mantido inalterado ao longo de todas as iterações do algoritmo.

Entretanto, a utilização de uma única discretização da incerteza impõe limita-
ções importantes nas aplicações práticas de grande porte. Nas aplicações oficiais de
planejamento da operação do SIN, o tempo disponível para a realização dos estudos
frequentemente limita o grau de refinamento que pode ser alcançado por essa discre-
tização. Como consequência, as políticas operativas podem tornar-se excessivamente
dependentes da árvore de cenários utilizada, fazendo com que pequenas alterações na
modelagem produzam diferenças desproporcionais nos resultados operativos. Nessas
condições, distinguir os impactos efetivamente decorrentes da modelagem daqueles
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associados à discretização da incerteza torna-se um desafio para a validação e a
interpretação dos estudos de planejamento.

A principal contribuição desta tese consiste em substituir a discretização fixa
tradicional por uma estratégia de reamostragem dos cenários backward a cada ite-
ração da PDDE. Em vez de concentrar as iterações do algoritmo no refinamento de
uma única discretização, a metodologia proposta incorpora sucessivas discretizações
do problema contínuo ao longo do processo iterativo, reduzindo a dependência das
políticas operativas em relação a uma árvore de cenários específica, sem aumento do
custo computacional. A fundamentação teórica da proposta baseia-se na desigual-
dade de Jensen, demonstrando que, quando as árvores de cenários são construídas
por meio de um procedimento de estratificação associado aos centroides das parti-
ções, as funções de recurso obtidas constituem aproximações inferiores válidas da
função de recurso contínua. Com base nessa propriedade, demonstra-se a conver-
gência quase certa do algoritmo proposto.

A metodologia é avaliada por meio de um caso tutorial, de um sistema hidrotér-
mico em cascata de pequeno porte e de uma aplicação em larga escala correspondente
ao planejamento da operação do SIN utilizando o modelo NEWAVE, considerando
explicitamente a representação individualizada de 162 usinas hidrelétricas e 119 usi-
nas termelétricas com afluências correlacionadas de alta dimensão. Os resultados
demonstram que, mantendo o mesmo custo computacional, a abordagem proposta
produz políticas operativas de maior qualidade e reduz significativamente sua de-
pendência em relação a uma árvore de cenários backward específica. Como conse-
quência, as diferenças observadas nos resultados operativos passam a refletir mais
fielmente alterações efetivas da modelagem, aumentando a robustez, a estabilidade e
a reprodutibilidade dos estudos oficiais de planejamento da operação de longo prazo
do SIN.
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The long-term operation planning of large-scale power systems, such as the
Brazilian interconnected system, requires the complex coordination of hydro, ther-
mal, and highly variable renewable resources. In this context, cascaded reservoirs act
as system-wide batteries, coupling operational decisions across time through water
storage and providing the flexibility required to accommodate uncertainty. Because
future natural inflows are inherently uncertain, the resulting planning problem is
theoretically formulated as a continuous stochastic program, referred to as the Con-
tinuous Problem (CP). However, because solving the CP directly is computationally
intractable and the Stochastic Dual Dynamic Programming (SDDP) framework in-
trinsically requires a finite discretization of the random variables, the planning pro-
cess relies on a Sample Average Approximation (SAA) to solve a Discrete Problem
(DP), where the underlying uncertainty is represented by a fixed set of backward
scenarios, which remains unchanged throughout the SDDP iterations.

Relying on a single discrete approximation introduces severe practical vulnera-
bilities. In these large-scale environments, achieving theoretical convergence under
the traditional SDDP framework requires a massive computational effort. Due to
strict institutional time limits, the algorithm is typically executed with restricted
parameters and stopping criteria, which frequently causes the iterative process to
halt prematurely before the operating policy reaches sufficient maturity. Moreover,
the resulting policies may become excessively sensitive to the particular set of sce-
narios sampled during the approximation process, causing minor changes in the
problem representation to produce noticeably different operational decisions. As a
consequence, distinguishing numerical artifacts from genuine operational effects may
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require additional validation efforts, undermining the robustness and reproducibility
of the decision-making process.

To structurally reduce the dependence on a single discrete approximation and
better represent the underlying CP within acceptable computational times, the main
methodological contribution of this work is a novel dynamic framework that iter-
atively changes the backward scenario discretization at each SDDP iteration. The
theoretical foundation of this approach leverages Jensen’s inequality, ensuring that if
the scenario tree is constructed through a quantization-like procedure, the resulting
recourse function is a valid lower approximation of the CP over the entire domain of
the state variables. Building upon these valid lower bounds, we establish the almost
sure convergence of the proposed backward-resampling SDDP algorithm.

The proposed framework is validated using a tutorial case, a small-scale cas-
caded hydrothermal system, and a comprehensive large-scale application involving
the long-term planning of the Brazilian Power System, explicitly modeling 162 in-
dividualized hydro plants and 119 thermal units under high-dimensional correlated
inflows. Numerical results demonstrate that, under the same computational budget,
the proposed approach significantly improves the approximation of the recourse func-
tion across iterations, yielding higher-quality operating policies while substantially
increasing policy maturity. More importantly, it drastically reduces the sensitivity
of operational decisions to the initial random seed, providing the robustness and
reproducibility required for large-scale operational planning.
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Chapter 1

Introduction

Power generation planning for large-scale hydrothermal systems is a complex

multistage stochastic optimization problem, in which operating decisions must be

made sequentially over a long planning horizon while accounting for the uncertainty

associated with future hydrological conditions and the increasing variability intro-

duced by weather-dependent renewable generation. The combination of long-term

intertemporal decisions, stochastic in�ow processes, the increasing participation of

wind, solar and distributed generation, and the large number of hydroelectric reser-

voirs, thermal generating units, and transmission constraints make this class of

problems particularly challenging from both modeling and computational perspec-

tives.

In Brazil, the National System Operator (ONS) has o�cially relied on the

NEWAVE model since 1998 to solve this multistage large-scale stochastic optimiza-

tion problem. The model has been continuously developed by CEPEL over nearly

three decades MACEIRA et al. (2018), with contributions from institutions across

the Brazilian electricity sector and the scienti�c community. The operating policies

produced by the model also provide essential inputs for other strategic activities

in the Brazilian electricity sector, including short-term electricity price formation,

long-term expansion studies, and the energy contracting process. For these reasons,

the quality and robustness of these operating policies have a direct impact on plan-

ning studies and decision-making throughout the sector. Given the strategic role of

these applications, improving the computational e�ciency of large-scale stochastic

optimization models while maintaining the quality of the operating policies they

produce remains an important research challenge. Motivated by these challenges,

this thesis proposes a methodology aimed at increasing the robustness and repro-

ducibility of the operating policies produced by NEWAVE.

Addressing this optimization challenge requires specialized decomposition tech-

niques capable of accurately representing uncertainty while maintaining computa-

tional tractability. Among these techniques, Stochastic Dual Dynamic Programming

1



(SDDP) constitutes the computational engine of NEWAVE and is the optimization

framework upon which this thesis is built.

1.1 SDDP algorithm

Stochastic Dual Dynamic Programming (SDDP) (PEREIRA and PINTO (1991))

is a sampling-based extension of multistage Benders decomposition (also known as

Dual Dynamic Programming (DDP)(BIRGE (1985))), which is itself an extension

of the two-stage L-shaped method (SLYKE and R. J-B WETS (1969)), originally

proposed to solve two-stage stochastic programs through Benders decomposition

(BENDERS (1962)). The DDP approach was �rst applied to hydrothermal power

generation planning by PEREIRA and PINTO (1985).

The foundations of both DDP and SDDP are rooted in Bellman's Dynamic Pro-

gramming (DP) (BELLMAN and DREYFUS (1962)), whose principle of optimality

motivates the representation of future decisions through value functions. Unlike clas-

sical DP, which relies on an explicit discretization of the state space, DDP and SDDP

construct piecewise-linear approximations of the recourse functions using Benders

cuts derived from dual information.

The main di�erence between DDP and SDDP is that DDP enumerates the entire

scenario tree of the stochastic program, whereas SDDP applies a sampling procedure

to explore its nodes, making it possible to solve large-scale multistage problems

without explicitly enumerating the entire scenario tree.

The stochastic program addressed in this thesis, to which the SDDP algorithm

is applied, can be formulated as the abstract form presented in (1.1)-(1.2). For each

stage (time step) t 2 f1; : : : ; Tg, the function ct represents time-dependent linear

costs associated with the decision variables xt , whose domain is Xt . The feasibility

set for each stage comprises linear constraints gt , whose right-hand side bt may

depend on decision variables from previous time steps. The underlying uncertainty

is modeled by a random process � = (�1; : : : ; � T ) de�ned on a complete probability

space (
; F; P) and adapted to the �ltration F 1 � F 2 � � � � � F T . Each random

vector � t takes values in a domain �t � R dt and is assumed to be Ft -measurable

with respect to the Borel �-algebra B(Rdt ). Furthermore, we assume that each �t

has a �nite �rst moment, ensuring that its expectation, de�ned by the Lebesgue

integral with respect to the probability measure P, is well-de�ned for all stages.

2



min
x1

c1(x1) + E
� 2

[' 2(x1; � 2)]

s.t g1(x1) = b1 (1.1)

x1 2 X 1

in which, for t = 2; : : : ; T :

' t (x t�1 ; � t ) = min
x t

ct (x t ) + E
� t+1

[' t+1 (x t ; � t+1 )] (1.2)

s.t gt (x t ) = b t (x t�1 ; � t )

x t 2 X t

The recursive formulation in (1.1)-(1.2) highlights the time decomposition of the

problem, which yields subproblems for each stage, that are linked among each other

by the so-called state variables, which correspond to the vector xt�1 of decisions in

previous time steps, and the recourse function 't , which represents the expected

cost from stage t + 1 until the end of the planning horizon T .

The application of the SDDP/DDP algorithms requires a �nite discretization

of the continuous random variable � in Bt scenarios f�it ; i = 1; : : : ; B tg for each

time step t, such that the probability function fp(� i
t ) := p i

t ; i = 1; : : : ; B tg aims to

approximate, in the best possible way (given the limited number of scenarios), the

probability density function of � t . The nonanticipativity condition requires that a

�here and now� decision xst
� for each stage t and scenario s should be taken before

knowing which scenario will occur in the future. However, after the realization of

uncertainty for time step t+1 is revealed, a �wait and see" decision is taken at t+1,

which is a �here and now� decision related to stages t+2; : : : ; T . This yields a nested

decomposition, where each subproblem is, at the same time, the master problem of

its descendant nodes and one of the subproblems for its ascendant node, as shown in

Figure 1.1, in which the total number of multi-stage scenarios in the entire scenario

tree is
Q T

t=1 B t .

Since all constraints and the objective function in (1.1)-(1.2) are linear, and the

sets Xt are convex, the convexity criterion is met by all subproblems (1.2). As a

consequence, the recourse functions 't are convex in the multi-dimensional space

comprised of the state vector xt�1 . Since in the DDP approach this function is de-

�ned for each stage t and node s, the application of the sampling procedure in the

SDDP approach requires the so called �common sample property" (CHIRALAK-

SANAKUL and MORTON (2003)), which states that the values of the random

variables - and associated probabilities - must be the same for the set of descendant
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scenarios of all nodes at a given stage t, as shown in Figure 1.1. As a consequence, it

is possible to obtain a single recourse function 't i := ' t (x t�1 ; � t
i ) for a given branch

� t
i of stage t, which can be shared with the subproblems for this same branch i

coming from all ancestral nodes of stage t, regardless of the path of past scenarios

according to which the node was reached.

Figure 1.1: Nested structure of decisions under the DDP/SDDP approaches.

Based on the convexity of the recourse function, all methods in the lineage above

(L-shaped, DDP, SDDP) share the same principle: to make a lower approximation

~' of the recourse function ' as a sequence of a�ne Benders cuts constructed in

backward passes of the algorithm, centered at the values of state variables visited

during the forward passes. Such cuts are built based on the value of the objective

function and the sensitivity analysis of the variation of this function regarding the

state-variables of the stage, which are obtained as a composition of the Lagrange

multipliers of the constraints multiplied by the corresponding coe�cients of the

state variables in the right hand side of the constraints of the problem. Figure 1.2

illustrates this approach, and the set of approximations of the recourse functions

obtained for all stages is called the �operation policy�.

Figure 1.2: Lower piecewise linear approximations of the recourse functions.

The two basic procedures at each iteration k of the SDDP algorithm are: (i) for-
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ward passes, in which a set of S forward scenarios f�
! (k)

s;t
t ; s = 1; : : : ; S; t = 1; : : : ; Tg,

is explored, from the �rst to the last stage T , where !(k)
s;t is the index of the scenario

that was randomly chosen from the set of Bt backward scenarios at stage t, for each

forward scenario s, at iteration k; and (ii) backward passes, in which the subprob-

lems associated with all Bt backward scenarios are solved, for the states visited in

each forward scenario s and stage t.

The original SDDP algorithm (PEREIRA and PINTO (1991)), labeled as

�SDDP-Orig� considers the following characteristics: a �xed set of forward paths per

iteration; no forward resampling over SDDP iterations; stage-wise independent sce-

narios; random variables only on the right-hand side of constraints; and a statistical

convergence criterion. This algorithm has been improved over time by other ma-

jor variants of SDDP algorithms, such as: CUPPS (CHEN and POWELL (1999)),

which generates valid cuts by solving, for each forward pass, only one of the Bt sce-

narios of each stage t in the backward pass; AND (DONOHUE and BIRGE (2006)),

where backward passes are performed for only a subset of forward paths; ReSA

(HINDSBERGER (2014)), which is a mixture of AND and SDDP-Orig to improve

performance; DOASA (PHILPOTT and PRITCHARD (2016)), which introduced

forward resampling. Besides these major algorithms, di�erent aspects have been in-

troduced in the SDDP algorithm, with many applications in power generation plan-

ning, such as stage-wise dependence on random variables (INFANGER and MOR-

TON (1996)), stage-wise dependence on decision variables (DINIZ and MACEIRA

(2013); REBENNACK et al. (2012)), risk aversion (LIU and SHAPIRO (2020);

PHILPOTT and DE MATOS (2012); SHAPIRO et al. (2013)) and nonconvex for-

mulations (CERISOLA et al. (2012); STEEGER and REBENNACK (2017); ZOU

et al. (2019)). The original statistical convergence criterion proposed in PEREIRA

and PINTO (1991) was also criticized in SHAPIRO (2011), leading to alternative cri-

teria based on alternative hypothesis tests (DE MATOS et al. (2017); HOMEM-DE

MELLO et al. (2011)), stability of the solution or operation costs along iterations

(BRANDI et al. (2018)) or stability of the lower bound (SHAPIRO et al. (2013)).

Moreover, the state-of-the-art algorithms employ forward resampling, in order to

ensure theoretical convergence (PHILPOTT and GUAN (2008)).

Accelerating techniques have also been proposed to improve SDDP performance,

as for example synchronous (DA SILVA and FINARDI (2003); PINTO et al. (2013))

and asynchronous (MACHADO et al. (2021); ÁVILA et al. (2022)) parallel process-

ing schemes, and cut selection (BRANDI et al. (2015); DE MATOS et al. (2015);

GUIGUES (2017); TEKAYA et al. (2013)). We refer to FÜLLNER and REBEN-

NACK (2025) for a more comprehensive review of the SDDP approach. As men-

tioned previously, SDDP is a powerful technique to solve large-scale stochastic pro-

grams and has been applied for the planning of real power generation systems, either
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in a centralized or decentralized environment, as is the case of Brazil and Norway

(GJERDEN et al. (2015); HELSETH and MELO (2020); MACEIRA et al. (2018)),

Chile (PEREIRA-BONVALLET et al. (2016)) and New Zealand (PHILPOTT and

PRITCHARD (2016)).

1.2 Stochastic Decomposition (SD) algorithm

The stochastic decomposition approach (SD) HIGLE and SEN (1996) was ini-

tially conceived for two-stage problems HIGLE and SEN (1991) and later extended

to the multistage case (HIGLE et al. (2010), SEN and ZHOU (2014)). This algo-

rithm follows the same general idea of the SDDP approach, with the di�erence that

a single di�erent scenario for each stage is considered in each backward pass.

Every time a new cut is built, the weight of all previous cuts of the approximation

of the recourse function (including the one that has just been built) is updated to

1=K, where K is the number of iterations performed so far. This approach has

the advantage of not having to previously de�ne a �nite number of scenarios for

the problem to be solved, but rather may use (asymptotically, as the number of

iterations grows to in�nity) the overall continuous distribution.

One drawback of the method is that �poor cuts� built in previous iterations

(which yield very low approximations of the true recourse function) will permanently

contribute to the estimation of the recourse function in further iterations, possibly

hampering the convergence of the algorithm. We note that, even though application

of the SD method to multistage stochastic programs can be found in HIGLE et al.

(2010), only a 5-stage problem was addressed in that paper. To the best of the

authors' knowledge, the method has not been yet applied to real large scale problems,

especially in energy optimization.

In almost all SDDP applications previously mentioned and also discussed in Sec-

tion 4.3, the set of backward scenarios for each time stage � and their corresponding

probabilities, which share the common sample property � are de�ned before solving

the problem and remain �xed along all SDDP iterations. Such settings allow cut

sharing among forward scenarios INFANGER and MORTON (1996) and guarantee

that the problem �does not change" during the course of the algorithm, yielding

valid cuts for all further iterations.

Even though ensuring theoretical convergence, one limitation of the above as-

pects is the sampling error from having to choose a relatively small number of

backward scenarios to represent the joint distribution function of high-dimensional

random variables, in order not to increase the computational burden in solving the

problem. We note that �nding the optimal value of the problem with very high ac-

curacy in reasonable CPU times is much more challenging for multi-stage problems,
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which have to be solved by sampling approaches as SDDP.

1.3 Objective of this work

Based on the discussion presented above, the main contribution of this thesis is

to present a backward resampling (BR) variant of the SDDP approach, where it is

acknowledged that the true problem that is intended to be solved is the one with

the continuous distribution. The backward-resampling methodology developed in

this thesis is also presented in CRUZ et al. (2026). For this reason, at each SDDP

iteration, a di�erent set of backward scenarios is resampled from such distribution.

Aiming to ensure that all Benders cuts are valid in further SDDP iterations, the set

of Bt backward scenarios at each stage and iteration must be constructed in such a

way that the values of the random variables and their associated probabilities are

the result of a quantization procedure (see GRAY and NEUHOFF (1998) and the

discussion in sections 5.1 and 5.2) of the continuous distribution into a �nite set

of scenarios, following the basic concepts of strati�ed sampling (FISHMAN (1996),

section 4.3). The application of Jensen's inequality (PERLMAN (1974)) to stochas-

tic programs (see ERMOLIEV and WETS (1998), chapters 1 and 2 and references

therein) ensures that, for each stage t, the approximated recourse function related

to a set of backward scenarios built in that manner is a lower approximation - in

the entire domain of the random variable - of the exact recourse function 't of

the problem with a continuous distribution. We label such set of scenarios as a

�Jensen-friendly� backward scenario tree, which is detailed later in De�nition 1.

By applying Jensen-friendly backward scenario trees, we can compute valid Ben-

ders cuts in the same way as in the traditional SDDP approach, and still take as

the current approximation of the recourse function at iteration k the maximum

of all cuts built so far (which took into account di�erent backward resampled sce-

narios), yielding the so-called �Jensen-friendly� backward-resampled approximations

~' BR
JF of the recourse function in our method. The method builds upon the work of

FORCIER and LECLERE (2023) and can be interpreted as an extension, to the

multistage case and the application of SDDP, of the multiple replication procedure

that was applied in MAK et al. (1999); BAYRAKSAN and MORTON (2006) for

two-stage SAA problems.

However, as the dimension of the random variable increases and the distribu-

tion functions assume more complex shapes, the partition of the random variables

domain and the computation of multivariate integrals become impossible in prac-

tice. Therefore, we may fail to generate backward scenarios that ensure the above

Jensen-friendly property regarding the representation of the multivariate probability

distribution function, preventing the application of Jensen's inequality, and the ex-
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actness of the solution approach is compromised. We then label such set of scenarios

as a �non-Jensen-friendly� backward tree. In order to mitigate this issue, we propose

a �non-Jensen-friendly� variant of our method, where scenario reduction techniques

(which can be seen as heuristic algorithms to apply quantization, see discussion on

section 6.4) can be applied to generate resampled scenarios in each backward pass,

and still take the maximum value among all iterations. In such case, the resulting

�non-Jensen-friendly backward-resampled� recourse function ~'BR
nJF for each stage is,

in the limiting case, the upper envelope of the approximated recourse functions ~'j

related to each possible set j of backward scenarios of the stage. We note that, since

each recourse function ~'j may be below or above the theoretical recourse function '

of the continuous distribution in a given point of the domain of the random variable,

such upper envelope will tend to be conservative, which is acceptable in practice.

1.4 Contributions as compared to other works

The concern regarding �nding the solution of the problem with continuous ran-

dom variables - rather than the problem with a �nite number of scenarios - has been

previously addressed in some works. Linear and nonlinear deterministic equivalent

formulations of two-stage stochastic programs with uniform, exponential, normal

and log-normal distributions of the random variable of the second stage have been

proposed in BARIK et al. (2013). The idea of dynamic partitioning of the a priori

�xed �nite set of scenarios in two-stage stochastic programs has been proposed in

SONG and LUEDTKE (2015), VAN ACKOOIJ et al. (2018). Later, RAMIREZ-

PICO and MORENO (2022) extend this idea to propose a progressive re�nement

of this partition but taking as reference a two-stage problem with a continuous dis-

tribution of the random variables, also relying on Jensen´s inequality. A geometric

method to obtain a valid and adapted partition in this re�nement process is pre-

sented in FORCIER and LECLERE (2022). One di�erence of our approach from

that paper is that, besides applying such partitioning procedure to a multistage

problem solved by SDDP, we do not re�ne a previous partition - which increases

the computational burden of solving the subproblems - but consider, at each SDDP

iteration, a di�erent sampled partition, which may bring more robustness to our

solution strategy.

Based on previous ideas for two-stage problems developed by EDIRISINGHE

and ZIEMBA (1996) and FRAUENDORFER and KALL (1988), the work CASEY

and SEN (2005) proposes a scenario generation method with the aim of obtaining

a solution to the discretized multistage problem that does not di�er much from the

solution of the problem with the original continuous distribution. However, besides

the focus of that paper being on the scenario generation method, it does not explore
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the application of the method in a time-decomposition solution strategy for the

multistage stochastic program and, in particular, in the SDDP approach presented

in this thesis.

Some works have proposed to change the set of backward scenarios during the

iterations of the SDDP algorithm, with di�erent purposes. In SIDDIG and SONG

(2022), resampling is performed but also assuming that a �nite set of a priori back-

ward scenarios is given for each stage, to approximate the continuous distribution of

the random variables. It proposes a relaxation of the original mathematical program

obtained by aggregating variables and constraints according to a dynamic partition

of such set of �xed backward scenarios, with two variants: within SDDP and outside

SDDP iterations. It extends, to a multistage stochastic program solved by SDDP,

the idea of dynamic partitioning the �xed �nite set of scenarios proposed in SONG

and LUEDTKE (2015), VAN ACKOOIJ et al. (2018) for two-stage problems. How-

ever, the main purpose of these papers was to increase computation e�ciency, rather

than aiming to better approximate the distribution function of the random variables.

The authors in VAN ACKOOIJ and WARIN (2020) criticize the use of scenario

trees due to the stage-wise independence that is usually assumed in such cases, and

the fact that consideration of time dependence leads to the addition of new state

variables, which increases the computational burden to solve the problem. As an

alternative, they propose a Markovian method that directly employs a Monte Carlo

approach both in the forward and backward steps of the SDDP approach. However,

as stated by the authors in that paper, the backward scenarios are sampled in the

backward pass �once and for all� with a large number (e.g. 2,000) of samples.

Finally, FORCIER and LECLERE (2023) address the SDDP method (labeled

as �trajectory following dynamic programming� algorithm in that paper) without

the assumption of a �nite support for the random variables. They review some

works that discretize the random variables in a way to guarantee that the value

of the discretized model under (or over) estimates the value of the true continuous

problem, especially in the convex setting. More importantly, it builds an important

theoretical result that is explored in this thesis: it shows that, once a partition of

the domain of the random variables is considered and the corresponding probability

and conditional expectations are computed for each element of this partition, valid

cuts can be constructed for the problem with a continuous random distribution,

as discussed in section 5.4. However, that paper does not present a numerical

application and how this idea could be employed and its behaviour assessed in an

industrial-like and large scale problem such as the one presented in this thesis.

In light of the aforementioned considerations, the primary contributions of this

work, relative to the current state of the art, are summarized as follows:

ˆ The proposal of a �backward resampling� (BR) SDDP approach, which relies
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on a so-called �Jensen-friendly� discretization scheme for the random variables

of each stage. This procedure is bene�cial to better explore the sample space

and reach results that are closer to the problem with continuous random vari-

ables;

ˆ A comparative assessment of the robustness of this BR approach to the seed

that is used to build the scenario tree, as compared to the standard SDDP

approach, largely applied in the literature, where the backward scenarios are

�xed a priori;

ˆ An assessment of the gain in computational time of this approach, to obtain

a policy that has the same quality in terms of average simulation costs as the

one with a �xed backward scenario tree; and

ˆ The application of this method to high-dimensional and correlated random

variables related to water in�ows, for a real power generation planning prob-

lem of the large-scale Brazilian system. The results show that the proposed

approach not only improves the convergence results as compared to the tra-

ditional SDDP approach, but also drastically reduces the variability of the

results regarding the seed used to generate scenarios.

1.5 Organization of the thesis

The remainder of the thesis is organized as follows. Having established the

foundational concepts of the SDDP and Stochastic Decomposition (SD) algorithms,

noting the theoretical advantages of SD in handling continuous uncertainty, but also

its limitations regarding convergence and applicability to large-scale problems and

having outlined the main objectives and contributions of this work, the next step is

to contextualize the physical system being optimized. Therefore, Section 2 presents

a description of the power generation planning problem, detailing the real-world

hydrothermal coordination challenges that motivate the proposed methodological

improvements.

Section 2.2 discusses di�erent conceptual formulations of the multistage stochas-

tic program, focusing on the conceptual issues associated with the representation of

the random variables that model the underlying uncertainty. To illustrate the vul-

nerabilities of current approaches, Section 3 discusses the practical challenges faced

in large-scale SDDP applications, demonstrating how �xed-scenario approximations

lead to policy immaturity and instabilities.

To �nd a structural solution to these issues, Section 4 examines distinct aspects

of the sample average approximation procedure with a focus on replication and
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sequential sampling procedures. Building upon these concepts, Section 5 describes

our proposed backward resampling SDDP approach, which consists of both an exact

version, with Jensen-friendly backward scenarios, and a non-Jensen friendly version.

Section 6 presents the numerical experiments for three hydrothermal cases: a

tutorial one, to better assess the convergence of the method; a small-scale cascaded

hydro-system; and a real large-scale case for the o�cial hydrothermal planning in

Brazil. Lastly, Section 7 addresses the conclusions and suggestions for future work.

11



Chapter 2

Power generation planning problem

In this chapter, we describe the application to which our proposed backward

resampling approach is applied. We consider a long-term power generation planning

problem formulated as a multistage stochastic optimization problem with recourse,

which is o�cially solved in Brazil by the NEWAVE computational model MACEIRA

et al. (2018). Historically characterized as a predominantly hydrothermal system,

the Brazilian interconnected power system has recently experienced a signi�cant

increase in the share of highly variable and uncertain renewable energy sources in

its generation mix, particularly wind and solar power. Despite this evolution, the

system continues to rely heavily on its large �eet of cascaded hydroelectric plants

with multi-annual regulation reservoirs.

The main challenge in the operation planning of such a system is the complex

coordination of hydro, thermal, and renewable resources. The central decision in-

volves better balancing the use of water in the present for power generation and the

storage of water in the reservoirs for future use. Guided by the recourse function

constructed by the optimization model, this stored water acts as a large system-

wide "battery" that prevents the future dispatch of expensive thermal generation

and provides the essential �exibility to compensate for the variability of intermittent

renewable sources.

2.1 Mathematical formulation of the planning prob-

lem

Following the nested abstract formulation in (1.1), the stage subproblem is for-

mulated as a linear program (LP) involving only continuous decision variables for

each stage t 2 f1; : : : ; Tg, forward scenario s 2 f1; : : : ; Sg, and backward scenario

! 2 f1; : : : ; B tg of each iteration k of the SDDP approach, as given in (2.1)-(2.7).

We slightly change the notation from (1.1) by using these indices as superscripts,
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leaving subscripts to index the system components:

min
X

j2T

X

l2L

cj gtl;t;s;!
j + FCF (k) (v t;s;! ) (2.1)

s.t
X

j2H i

ghl;t;s;!
j +

X

j2T i

gtl;t;s;!
j +

X

j2I i

Int l;t;s;!
ji + Defc l;t;s;!

i = D l;t
i 8i 2 A; l 2 L (2.2)

vt;s;!
i +

X

l2L

0

@qtl;t;s;!
i + qs l;t;s;!

i �
X

j2M i

(qtl;t;s;!
j + qs l;t;s;!

j )

1

A = v̂ t�1;s
i + ~� t;s;! (k)

i 8i 2 H (2.3)

ghl;t;s;!
i � HPF i (v

t;s;!
i ; qtl;t;s;!

i ; qsl;t;s;!
i ) 8i 2 H (2.4)

0 � v t;s;!
i � vt

i ; 0 � qt l;t;s;!
i � qtti ; 0 � qs t;s;!

i ; 0 � gh l;t;s;!
i � ght

i 8i 2 H (2.5)

gttj � gt l;t;s;!
j � gttj 8j 2 T (2.6)

� Int t
ij � Int l;t;s;!

ij � Int t
ij 8i; j 2 A (2.7)

For each stage t, a set L of load blocks, indexed by l, are considered to better

represent the load variation within the stage, and are applied to some of the decision

variables. In the sequel, we omit the indices t, s and ! in the description of each

variable to alleviate notation.

The stochastic process is represented as a multi-dimensional vector of time-

independent in�ows f� (!);k
t ; ! = 1; : : : ; B t ; t = 1; : : : ; Tg, as shown in Figure 1.1. The

iteration index k is included because, unlike the standard SDDP formulation where

the scenario set is �xed throughout the algorithm, the proposed approach resamples

the backward in�ow scenarios at each iteration, as will be described in Chapter 5.

The spatial topology of the Brazilian interconnected power system is of conti-

nental proportions, being structurally divided into four main energy submarkets or

system areas (South, Southeast/Midwest, Northeast, and North), represented by

the set A. The energy interchange Intij between these interconnected areas (Ii ) is

constrained by the corresponding transmission limits.

The sets of hydro plants and thermal plants are denoted by H and T , respectively.

Furthermore, Hi and Ti denote the sets of corresponding plants located in system

area i, while I i represents the set of system areas interconnected to area i.

The decision variables are: generation gtj in each thermal plant j; generation

ghj , turbined out�ow qt j , spillage qsj , and �nal storage vt
j for each hydro plant j;

energy interchange Intij from system area i to j (negative values indicate �ow in

the opposite direction).

The objective function (2.1) minimizes the immediate operational cost together

with the Future Cost Function (FCF), which represents an approximation of the

expected future operating cost associated with the resulting reservoir storage lev-

els. The immediate operating cost comprises the linear generation costs cj for each
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thermal plant j and the socioeconomic penalties associated with energy de�cits. In

the practical implementation adopted for the Brazilian system, additional penalties

are also included to represent violations of operational guidelines, such as minimum

ecological out�ows and storage limits for �ood control. A risk-neutral formula-

tion is adopted throughout this work to keep the analysis focused on the proposed

backward-resampling strategy, although risk-averse measures such as CVaR could

also be incorporated into the framework.

The load balance constraint (2.2) ensures that the energy demand Dl;t
i in each

system area i and load block l is met by dispatchable hydro and thermal generation,

along with possible energy exchanges between interconnected subsystems. In the

formulation considered here, wind and solar generation are represented by deter-

ministic expected generation pro�les, which are deducted from the total demand to

obtain the net load that must be balanced by the dispatchable hydro and thermal

plants. Alternative stochastic representations of renewable generation have been

proposed in the literature (see, e.g., MACEIRA et al. (2021)), but they are not

currently adopted in the o�cial planning process. If the system still fails to meet

the demand in a given area, an energy de�cit Defci occurs. This de�cit is heav-

ily penalized in the objective function to re�ect the socioeconomic cost of energy

shortages. Mathematically, the de�cit variable acts as the main slack variable in

the load balance equations. Together with the other operational slack variables, it

guarantees complete recourse for the stochastic optimization problem, ensuring that

a feasible dispatch solution always exists regardless of the severity of the sampled

hydrological scenarios.

The hydro balance constraints (2.3) are based on the principle of water mass

conservation and represent both the temporal and spatial coupling of the reservoirs.

The hydroelectric plants are organized in cascades along multiple river basins, so

that the water released from upstream plants becomes a direct in�ow to downstream

reservoirs. Consequently, for each plant i, the storage at the end of stage t depends

on the initial storage, the natural in�ows � t , and the water released (turbined out-

�ow and spillage) from the set M i of upstream plants along the hydro cascades.

As detailed in the o�cial methodology of the Brazilian system MACEIRA et al.

(2018), this balance might also incorporate evaporation losses as a function of the

storage and water withdrawals for consumptive uses, which were omitted here for

simplicity of exposition. Consequently, the dynamic programming state vector is

composed of the storage volumes of more than one hundred reservoirs, leading to a

highly multidimensional continuous state space. Under the temporal independence

assumption adopted for the in�ow process, the state required to characterize the

system at each stage is represented by the storage volumes of the reservoirs. In the

large-scale Brazilian system considered in this thesis, the resulting state space is
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highly multidimensional.

Finally, all variables xi for component i are also restricted by physical or time-

varying operational lower and upper bounds (2.5)-(2.7), which limit the maximum

storage capacity, turbined out�ows, and available thermal capacity.

Since its initial development in the late 1990s, NEWAVE has undergone substan-

tial methodological, algorithmic, and computational improvements to accommodate

the increasing scale and complexity of the Brazilian power system. These advances

have enabled increasingly detailed system representations while maintaining compu-

tationally feasible execution times for o�cial planning studies CRUZ et al. (2022);

MACEIRA et al. (2018)

The computational scale of NEWAVE is substantial in the o�cial study con�g-

urations used in the Brazilian electricity sector. In representative o�cial con�gura-

tions, each linear-programming subproblem involves approximately 3; 800 variables

and 4; 500 structural constraints, in addition to the Benders cuts used to represent

the FCF. As the SDDP algorithm progresses, Benders cuts accumulate and increase

the size of each subproblem, reaching approximately 10; 000 cuts by the 50th itera-

tion. Moreover, these large-scale linear programs are solved repeatedly throughout

the iterative process, resulting in tens of millions of linear programs being solved in a

single NEWAVE execution. Depending on the type of o�cial study, approximately

25 million, 51 million, and 52 million linear programs are solved for PMO/PLD,

Garantia Física, and PDE studies, respectively.

The physical and operational constraints described above characterize the Brazil-

ian hydrothermal system. To account for the uncertainty associated with the nat-

ural in�ows � t , the power generation planning problem is formulated as a multi-

stage stochastic program. When the in�ow uncertainty is represented by continuous

random variables, the resulting formulation is referred to as the Continuous Prob-

lem (CP). However, solving this formulation directly is computationally intractable.

Therefore, the continuous uncertainty is approximated using a discrete scenario rep-

resentation, yielding the Discrete Problem (DP). The rigorous de�nitions of these

conceptual formulations constitute the conceptual foundation for the algorithms de-

veloped in this thesis and are presented in the next section.

2.2 Conceptual formulations of the stochastic pro-

gram

This section introduces two conceptual formulations of the multistage stochastic

program that are useful for understanding the ideas behind the approach proposed

in this thesis.
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Figure 2.1: Illustrative scheme of the continuous stochastic program (CP).

2.2.1 Continuous Problem (CP)

This is the real-world problem we are interested in, based on random variables �

that are modeled as real variables with a known multivariate continuous distribution

f(�). Mathematically, the expected value in (1.1) requires an integral operator over

the entire domain of �. This is the problem we ideally target to tackle in this thesis,

where the random variables are the water in�ows to the reservoirs.

We denote the optimal value of this conceptual problem as Z�c , and the optimal

recourse function for each stage t as 't
c
� (x t�1 ), where xt�1 is the set of state variables

for stage t. Once such recourse function is (somehow) available, Z�
c is the asymp-

totic value of the average cost SCc, over the entire planning horizon, that would

be obtained if we simulate (i.e., perform a forward pass) with a growing number of

scenarios s sampled from the continuous distribution, and solving the subproblem

of each stage t and scenario s with the recourse function 't+1
c

� (x t ) replacing the

expected value term in (1.2). Moreover, since Z�c is a lower bound on the average

simulation cost that any other given policy p could yield when also simulated over

this set of scenarios, the di�erence (SCp � SC c) computed using the average sim-

ulation cost SCp (also asymptotically, as the number of scenarios grows) measures

the quality of the policy.

2.2.2 Discrete Problem (DP)

This is the problem formulation whose scheme is depicted in Figure 2.2, where

the underlying continuous distribution function of each random variable (gray curve)

is approximated by a set of Bt discrete backward scenarios for each stage t. The

combination of scenarios for all stages yields the complete scenario tree of the prob-

lem, which consists in the �sample average approximation� (SAA) of the problem

(see section 4), whose deterministic equivalent formulation (OLSEN (1976)) consists

in gathering all constraints, variables and cost functions for all stages and scenarios

of the complete tree in a single linear program, that could be theoretically solved.

As previously mentioned, almost all SDDP implementations in the literature de�ne

an a priori a �xed set of backward scenarios, which are explored over all SDDP

iterations.
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Figure 2.2: Illustrative scheme of the discrete stochastic program (DP).

Suppose we are able to solve the DP problem to optimality, with a size N for the

scenario tree of each time step. The optimal value of this problem is denoted by ZN �

d;i

for each ith possible approximation of the CP problem with N scenarios. It is crucial

to include the index i in such conceptual analysis because, in practical applications,

the large dimension of the random vector � usually requires a much larger number

of scenarios as compared to N in order to (try to) accurately represent the multidi-

mensional probability density function f(�). Therefore, di�erent samples i and j of

the same size N may di�er (sometimes reasonably) in their optimal values ZN �

d;i and

Z N �

d;j , even if they are obtained by the same methodology, since it may be subject to

randomness, as for example in the seed used to generate random numbers that are

applied in scenario generation algorithms. This sampling variability constitutes the

main motivation for this work and is a major concern in the assessment of the SAA

representation of the random process, as discussed in the next chapter.
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Chapter 3

Practical challenges in large-scale

SDDP applications

Solving the SDDP for large-scale real-world hydrothermal systems, such as the

Brazilian interconnected power system, presents a massive computational challenge.

As mentioned, in Brazil, this long-term operation planning is o�cially carried out by

the NEWAVE model. Strict institutional and regulatory deadlines impose a strict

computational threshold. Consequently, the NEWAVE model must be executed with

a restricted set of parameters, such as a limited number of backward and forward

scenarios. In this constrained environment, the o�cial stopping criterion for the

algorithm is based on the stability of the variation of lower bound (ZINF) between

a number of consecutive iterations, subject to a maximum iteration limit.

Because of these restrictions, the algorithm often satis�es the ZINF stability

threshold and stops before the approximation of the Future Cost Function (FCF)

reaches an adequate degree of maturity, meaning that it has not yet been su�ciently

re�ned to accurately represent the expected future operating costs. Recent practical

experiences in the Brazilian sector have demonstrated that under these parameter

limitations, minor and seemingly harmless modi�cations in the input data or sys-

tem con�guration can lead the algorithm to follow di�erent convergence paths. As

a result, the model may stop at di�erent maturity levels, yielding distinct operative

solutions. Notably, the dual variables associated with the power balance constraints,

which de�ne the system marginal cost (CMO), are highly sensitive to these di�er-

ences in policy re�nement. In recent real-world cases, noticeable shifts in the CMO

were precisely the trigger that raised alerts among market agents and motivated

investigations by the system operator to understand the underlying causes of such

instabilities.

To highlight the inherent sensitivity of the traditional SDDP framework to al-

gorithmic parameters and discrete representations, this chapter presents two recent

practical cases from the Brazilian interconnected power system. The �rst case ex-
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plores the impact of very small and equivalent changes in the constraints of Lique�ed

Natural Gas (LNG) plants, while the second case illustrates the massive sampling

variance triggered by minor con�guration changes. Finally, we discuss the theoretical

challenges of exact scenario quantization in high-dimensional domains, establishing

the practical motivation for the methodological improvements proposed in this work.

3.1 Convergence Criteria and Policy Maturity in

SDDP

The �rst practical case demonstrates the extreme sensitivity of the traditional

SDDP framework in such a high-dimensional space comprising 162 individualized

hydroelectric plants and 119 thermal plants. This real-world event occurred during

the o�cial operation planning in September 2024, and involved the representation

of the minimum thermal generation for Lique�ed Natural Gas (LNG) plants DINIZ

and MACEIRA (2013)(the GTMIN case), evaluated under the aggregated Equiva-

lent Energy Reservoir (REE) approach DA CRUZ et al. (2024). In this event, two

perfectly equivalent input datasets were evaluated: one explicitly de�ning a min-

imum thermal generation constraint for the �rst month (referred to as the "with

GTMIN constraint" case), and another omitting this constraint (the "without GT-

MIN constraint" case) but maintaining the exact same total thermal generation

already dispatched. Theoretically, both con�gurations should yield the exact same

net demand to be met by the hydrothermal system. However, they resulted in

noticeably di�erent Marginal Operation Costs.

Investigations revealed that the primary source of this di�erence was a small

numerical truncation error occurring during the calculation of the net demand for

di�erent load blocks in the �rst stage. In the model's internal procedures, this

calculation involves variables with di�erent �oating-point precisions (real*4 for

generation limits and real*8 for load block duration factors). The sequence of

arithmetic operations di�ered between the two cases: (i) subtracting the minimum

generation multiplied by the load factor and then the �exible portion, versus (ii)

subtracting the total generation at once. Due to this di�erence, a truncation error

appeared at the �fth decimal place of the right-hand side of the power balance

constraint (Equation 2.2).

In the context of the SDDP algorithm, due to the temporal decomposition of

the problem, these in�nitesimal initial di�erences in the right-hand side of the lin-

ear programming subproblems led to slightly di�erent optimal operative solutions.

Because the stages are inherently interconnected, these minor variations propagated

both forward, through the state variables, and backward, through the dual variables
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and Benders cuts. Consequently, what began as a mere numerical noise cascaded

into progressively divergent exploratory paths and solutions throughout the iterative

process. Figure 3.1 illustrates this behavior. While the lower bound (ZINF) curves

of both cases appear perfectly overlapped on a macroscopic scale (left panel), plot-

ting the exact di�erence between them (right panel) explicitly reveals the gradual

divergence caused by the propagation of this numerical noise.

A minor residual di�erence in the operational costs persisted because the ini-

tial truncation error rendered the two problems mathematically distinct. While

this speci�c issue could be resolved by an internal numerical rounding procedure

DA CRUZ et al. (2024), it exposed a structural fragility of the traditional SDDP

framework. The fact that an in�nitesimal noise could alter the forward trajecto-

ries, propagate through the Benders cuts, and prematurely trigger the stabilization

criterion demonstrates the instability of relying on a �xed discrete scenario tree.

This experience shows that employing problem-speci�c numerical adjustments

is not a de�nitive solution. As previously discussed, the divergence in this case

originates from the o�cial stopping criterion, which relies on the stability of the

lower bound (ZINF). Because minor numerical noises can shift the iterative path,

this can trigger the stopping condition at di�erent iteration counts, leaving the policy

at distinct levels of maturity. The Backward Resampling (BR) approach proposed

in this work also helps in this case, as we show in Chapter 6 that the stability in

the ZINF and the results occur with a smaller number of iterations.

Figure 3.1: Evolution of the lower bound (ZINF) for the cases with and without
the explicit GTMIN constraint. The left panel displays the absolute values of the
bounds, while the right panel isolates the exact di�erence (� ZINF) between the
two curves over the iterations.

3.2 Scenario Generation and the Sampling Variance

Problem

The second case involved Canastra, a small run-of-river hydroelectric plant, eval-

uated under the individualized hydro con�guration DA CRUZ et al. (2026). The
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Figure 3.2: Comparison of the CMO under the default stopping criterion and when
forced to execute the exact same number of iterations. While the discrepancies are
signi�cantly reduced when policy maturity is equalized, a residual di�erence persists,
highlighting the inherent sensitivity of the iterative process to numerical noises.

simple transition from treating the plant as non-simulated1 to explicitly including

it in the con�guration caused an unexpected and signi�cant variation in the CMO

and the lower bound (ZINF). Investigations were conducted to ensure there were no

anomalies in the modeling of its physical characteristics, such as the approximated

hydro production function (FPHA), nor in the speci�c in�ow scenarios generated

for this plant based on the periodic autoregressive model PAR(p)-A TREISTMAN

et al. (2020).

Once physical modeling errors were discarded, the root cause was traced back to

sampling variance, intrinsically linked to how random seeds are applied in the sce-

nario generation process. To solve the continuous stochastic program, the underlying

distribution of water in�ows must be discretized into a �nite scenario tree. This dis-

cretization is computationally achieved through Monte Carlo sampling techniques,

which fundamentally rely on pseudo-random number generators. A deterministic

initial value, known as the random seed, initializes the generator, dictating the ex-

act sequence of pseudo-random numbers that will form the branches of the scenario

tree. Consequently, the topological paths and the quality of the discrete Sample

1In the NEWAVE model, non-simulated hydro plants are those that are not represented individ-
ually in the optimization problem. According to the Grid Procedures of the Brazilian Independent
System Operator (ONS), only hydro plants that satisfy speci�c operational criteria are repre-
sented individually, whereas the remaining plants are aggregated into a block of non-simulated
hydro plants (UNSI), whose energy is represented at the submarket level. For further details,
see the ONS Grid Procedures and the NEWAVE User Manual CENTRO DE PESQUISAS DE
ENERGIA ELÉTRICA (CEPEL) (2023); OPERADOR NACIONAL DO SISTEMA ELÉTRICO
(ONS) (2025).
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Average Approximation (SAA) problem are heavily dependent on this initial seed.

In the o�cial Brazilian framework, synthetic in�ow scenarios are produced using

Periodic Autoregressive models, denoted as PAR(p) or its variant PAR(p)-A. Math-

ematically speaking, the actual synthetic in�ow Qi;t for a speci�c plant i at month t

is calculated based on its historical periodic mean �i;t and periodic standard devia-

tion � i;t , using a normalized zero-mean in�ow variable Zi;t . For a standard PAR(p)

model, this normalized variable is expressed as a linear combination of its past p

values and a random noise component �i;t , expressed as:

Z i;t =
pX

j=1

� i;t;j Z i;t�j + � i;t (3.1)

where � i;t;j are the periodic autoregressive coe�cients evaluated for lag j. In the

PAR(p)-A variant, an additional term representing the average of the past 12 in�ows

is also incorporated into the autoregressive equation. The actual in�ow scenario is

then recovered by the transformation Qi;t = � i;t + � i;t Z i;t .

While the deterministic components (the periodic mean and the autoregressive

memory of past in�ows) remain constant for a given state, the core of the sampling

variance vulnerability lies precisely in the generation of the random noise vector

� t , which is sampled individually for each hydroelectric plant in the interconnected

system.

For a system with M explicit hydro plants, at each stage t, the generator �rst

draws a vector of independent standard normal random noises �t 2 RM . These inde-

pendent variables are then mathematically transformed to �t the speci�c marginal

distributions of the historical noises (such as the 3-parameter log-normal distribu-

tion CHARBENEAU (1978)). Finally, to enforce the spatial dependence across

di�erent basins, this vector is multiplied by the Cholesky factor L of the historical

cross-correlation matrix, yielding the �nal correlated noises �t .

In the individualized modeling framework, prior to recent mapping solutions,

the assignment of the pseudo-random numbers to the independent noise vector �t

was executed sequentially, strictly following the arbitrary registration order of the

plants in the input �les. Therefore, when a single new plant, such as UHE Canastra,

is explicitly added to the con�guration, the dimension M of the random vector

increases to M + 1. Because the underlying sequence of pseudo-random numbers

generated by the �xed initial seed remains mathematically identical, the insertion

of a new element implicitly shifts the assignment of the random numbers for all

subsequent plants in the vector.

As a result, even though the physical con�guration barely changed and the au-

toregressive coe�cients remained the same, the inclusion of the new plant slightly
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alters the spatial cross-correlation matrix. Combined with the implicit shift in the

pseudo-random number assignment, the �nal correlated noises �t computed for all

other hydro plants in the system can exhibit drastic changes. Because the SDDP

algorithm in these large-scale applications operates with a strictly limited number

of backward scenarios (e.g., 20 branches per stage), this compounding e�ect can

randomly generate a vastly di�erent discrete backward scenario tree. To visually

illustrate this vulnerability, Figure 3.3 presents the distribution of the sampled in-

�ows for the backward branches of the �rst month across eleven di�erent random

seeds. It is visually evident that the sampling variance alone can drastically alter

the representation of the uncertainty, creating discrete distributions with distinct

tails and data concentrations. While it is statistically possible for the shifted seed

to produce a scenario tree similar to the original one by chance, this lack of control

exposes the optimization process to severe sampling variance, which, unfortunately,

manifested as a substantial deviation in this speci�c practical case. Ultimately, this

deviation highlights that a �xed set of 20 backward scenarios is simply too small to

accurately represent the uncertainty associated with the multidimensional random

variable. This limitation motivates the Backward Resampling (BR) approach de-

tailed in Chapter 5, which dynamically selects a di�erent set of backward scenarios

at each iteration to continuously expand the explored sample space.

Figure 3.3: Distribution of in�ows related to the backward branches of the �rst
month, highlighting the sampling variance across di�erent random seeds.

As shown, the distribution of the scenarios varies signi�cantly depending solely

on the seed. Some seeds produce a pronounced tail of critical in�ow values, while

others present more optimistic distributions. Consequently, these di�erent discrete

samples lead the operative policies along slightly di�erent paths. Investigations

showed that even when the algorithm was forced to execute iterations up to the

maximum limit, signi�cant di�erences in the objective function and marginal costs

persisted.

To further isolate the e�ect of sampling variance, the optimization model was

executed using multiple random seeds for both con�gurations (with and without
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the explicit modeling of UHE Canastra). As depicted in Figure 3.4, the variability

of the ZINF and CMO results strictly due to the change in the random seed was

actually greater than the variability caused by the inclusion of the plant itself.

Figure 3.4: Evolution of the lower bound (left) and average Marginal Operation
Costs (right) across di�erent random seeds, comparing the cases with and without
UHE Canastra. The right vertical axes report the coe�cient of variation (CV).

It should be highlighted that, despite the initial dispersion caused by the distinct

scenario trees, the discrepancies tend to decrease as the algorithm performs more

iterations. By allowing a more prolonged re�nement of the Future Cost Function

(FCF), the operative policy reaches a higher degree of maturity. However, because

each �xed scenario tree de�nes a mathematically distinct discrete problem, which

represents a speci�c Sample Average Approximation (SAA), they do not converge

to the exact same optimal value. While increasing the number of iterations sub-

stantially reduces the gap by equalizing policy maturity, a residual di�erence will

inherently persist. Experiments extending the SDDP execution up to 100 iterations

con�rmed this behavior, demonstrating a signi�cant reduction in the dispersion of

the CMO across the di�erent random seeds DA CRUZ et al. (2026).

To provide conclusive evidence that the divergence was strictly an artifact of the

sampling variation, a controlled experiment was conducted by eliminating the im-

plicit seed shift DA CRUZ et al. (2026). The "without Canastra" case was executed

by bypassing its standard scenario generation and explicitly feeding it the exact

same synthetic in�ows generated for the "with Canastra" case. By forcing both

con�gurations to evaluate the exact same scenario tree, the sampling variance e�ect

was entirely removed. Figure 3.5 presents the results of this controlled environment.

The operative policies and the resulting marginal costs for the con�gurations with

and without the explicit plant modeling became practically identical. This strongly

indicates that the major discrepancies previously observed were driven by sampling

variance, rather than the physical inclusion of the plant itself.

While further sensitivity analyses revealed that these di�erences could be par-

tially mitigated by signi�cantly increasing the SDDP parameters by increasing the

number of backward scenarios and tightening the stopping criterion, achieving true

24



Figure 3.5: CMO when the sampling variance e�ect is removed. By forcing the
"without Canastra" case to use the exact same scenarios as the "with Canastra"
case, the results become practically identical.

stability under the traditional approach requires a prohibitive increase in compu-

tational time, as will be demonstrated in the numerical experiments presented in

Chapter 6. Furthermore, although a temporary workaround solution was developed

to assign �xed random seeds to speci�c plant gauge stations and thereby prevent

implicit shifts during con�guration changes, this case explicitly illustrates that re-

lying on a single, �xed scenario tree remains highly dependent on the choice of the

initial random seed.

This practical challenge heavily reinforces the need for structural algorithmic

improvements, directly motivating the backward resampling approach proposed in

this work to mitigate the dependency on any single discrete representation of the

continuous uncertainty.

3.3 Diagnosis and the Need for Methodological En-

hancements

As demonstrated by the practical cases discussed in the previous sections, namely

the GTMIN numerical sensitivity and the UHE Canastra sampling variance, the

traditional SDDP framework is highly sensitive to minor perturbations, especially

in large-scale practical applications involving a high number of stages and multi-

dimensional random variables. Whether triggered by very small numerical noises

that prematurely halt the iterative process or by implicit seed shifts that alter the

scenario tree, these examples reveal a common practical limitation: small pertur-

bations that should ideally have negligible e�ects may lead to signi�cantly di�erent

operating policies and simulation results. This sensitivity represents an important

challenge for practical applications of SDDP, where robustness and reproducibility
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are essential requirements.

As investigated in the aforementioned reports, achieving true stability under the

traditional �xed-tree framework would require a substantial increase in the SDDP

parameters, including the number of backward branches, forward scenarios and it-

erations. In practice, however, the computational budget available for operational

studies prevents such parameter settings, forcing a compromise between execution

time and solution robustness. Therefore, the challenge is not the existence of a stable

solution, but the fact that obtaining such stability under the traditional �xed-tree

SDDP framework requires computational resources that exceed the practical lim-

its of operational planning studies. As a result, the Future Cost Function (FCF)

approximation often remains insu�ciently re�ned when the algorithm terminates,

making the resulting operating policy unnecessarily dependent on the particular

discrete approximation of uncertainty and on the random seed adopted for scenario

generation. In the context of o�cial planning processes for real-world power systems,

such as the Brazilian interconnected system, this dependency has practical conse-

quences that extend far beyond numerical accuracy. Since the resulting operating

policy directly supports hydrothermal dispatch decisions and the computation of

Marginal Operation Costs (CMO), arti�cial variability may propagate to electricity

prices, thermal dispatch, reservoir operation decisions, and inter-area power �ows,

even when the underlying physical system remains unchanged. Such deviations may

require additional validation e�orts by ONS, create uncertainty for market partici-

pants who rely on these results for commercial and operational decision-making, and

increase the e�ort required to investigate and justify unexpected di�erences between

equivalent studies. More importantly, they can undermine the reproducibility and

credibility of o�cial planning studies by producing materially di�erent outcomes

from essentially equivalent system con�gurations. This practical vulnerability dis-

tinguishes the present work from most theoretical SDDP studies, where variability

across scenario trees is primarily regarded as a statistical issue. In o�cial planning

environments, however, algorithmic robustness is not merely a desirable computa-

tional property but a fundamental requirement to ensure stability, transparency,

reproducibility, and con�dence in the decision-making process.

While practical responses to these issues often involve conjunctural patches, such

as internal numerical rounding for the GTMIN case or binding random seeds to

plant gauge numbers for the Canastra case (NEWAVE version 31_centos), these

workarounds merely mask the symptoms. Even with such mitigation measures,

the optimal operative policy remains restricted to a single set of static backward

scenarios. To structurally eliminate this dependence, ensure a robust optimization

process, and achieve policy stability without a prohibitive computational cost, the

traditional SDDP framework must be enhanced beyond the use of �xed discrete ap-
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proximations. To properly contextualize this need for methodological improvements,

Chapter 4 discusses the theoretical aspects of Sample Average Approximation (SAA)

and how the literature traditionally addresses the trade-o� between sample size and

policy stability. However, as will be shown, most of these classical approaches are

primarily focused on two-stage problems or do not encompass dynamic resampling

for the backward scenario tree in multistage frameworks. Furthermore, they are

generally restricted to theoretical applications and rarely address large-scale, real-

world problems where sampling variability yields severe practical consequences. This

methodological and practical gap lays the groundwork for the novel backward re-

sampling methodology proposed in Chapter 5.
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Chapter 4

A discussion of Sample Average

Approximation (SAA) aspects

One of the �rst works to present a deeper discussion of the asymptotic behavior of

the �nite dimensional approximation to the continuous problem was SHAPIRO and

HOMEM-DE MELLO (1998), in the context of two-stage stochastic program with

recourse. It proposed a successive linear/quadratic algorithm to solve the problem,

where the sample size is progressively increased during the course of the algorithm,

until a given stopping criterion is met.

Based on statistical results of the optimal value and simulation values (in out-of-

the-sample scenarios) of the optimal solution of several batches of �nite-dimensional

problems, MAK et al. (1999) propose lower and upper bounds for the SAA problem,

as well as a variance reduction strategy by using common random number to assess

those bounds. The same computation of bounds is presented in KLEYWEGT et al.

(2002), which labels the �Sample Average Approximation problem (SAA)� term for

the �rst time in the literature, and addresses a two-stage problem with integer

variables.

Assessment of the quality of the obtained solution when solving the SAA ap-

proximation of the continuous problem has been addressed in a number of pa-

pers (BAYRAKSAN and MORTON (2006); CHIRALAKSANAKUL and MOR-

TON (2003); MAK et al. (1999)). For a summary of the statistical properties,

rates of convergence, variance reduction and sample sizes of SAA estimators we re-

fer to SHAPIRO (2003a, 2013). A more extensive review of SAA can be found in

DE MELLO and BAYRAKSAN (2014); KIM et al. (2015) and a comparative survey

on di�erent works that apply SAA is presented in EMELOGU et al. (2016).

As a general and natural conclusion of all these papers, the choice of the sample

size N depends on the trade-o� between the CPU time required to solve the DP

problem and the quality and stability of its optimal solution, as the sample size

and/or the generated scenario set are varied, bearing in mind that the underlying

28



problem is the CP problem. Throughout this chapter, we follow the notation com-

monly adopted in the SAA literature and use N to denote the sample size. In the

remainder of this thesis, the notation Bt is used to denote the number of back-

ward scenarios at stage t. These observations motivated the replication procedures

discussed in the next section.

4.1 Replication procedures

Even though it had already been applied in MAK et al. (1999), the term �repli-

cation� seems to be formally introduced in KLEYWEGT et al. (2002), who propose

to solve M times the problem with an initial sample size N, which is increased

until the variance of the gap estimator is small enough. This approach is labeled

as �multiple replication procedure� (MRP) in BAYRAKSAN and MORTON (2004),

who propose an alternative �single replication procedure� (SRP) - where the vari-

ance of the estimator is computed based on the values of the optimal solution along

the scenarios of the problem - to obtain a one-sided con�dence interval for the op-

timal solution. In that approach, the problem only needs to be solved once, thus

overcoming the computational burden of having to solve the problem several times.

BAYRAKSAN and MORTON (2006) conclude that, although the SRP is compu-

tationally attractive, the con�dence interval of the optimal solution may vanish for

small sample sizes, even if the current solution is far from optimal. To overcome

this drawback and avoid the computational burden of the MRP, they propose a

two-stage replication procedure (2RP), which has two-variants: the �rst one applies

independent samples, one to obtain a point estimate of the gap, and the other to

estimate the standard deviation; the second variant, called average 2-replication

(A2RP), constructs a sample of scenarios of size 2N, randomly splits it into two

samples, and then applies SRP in each sample, averaging the results. A discussion

on MRP, SRP and 2RP replication procedures including bias and variance reduction

is presented in BAYRAKSAN et al. (2010). The A2RP procedure was further im-

proved in BAYRAKSAN (2018); STOCKBRIDGE and BAYRAKSAN (2013). All

the above mentioned papers focused on two-stage problems and, once a given sce-

nario tree is set, the problem is solved by a DDP strategy, where all nodes of the

tree are visited in each forward iteration and a deterministic stopping criterion is

applied.

4.2 Sequential sampling procedures

In this approach, the sample size and the set of scenarios vary during the course

of the optimization procedure, and the optimality criterion is achieved only once.
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Sequential sampling procedures date back to BIRGE and WALLACE (1986), where

the L-shaped method is applied to solve a two-stage problem with a continuous

distribution, whose discretization in a �nite number of scenarios is progressively re-

�ned around the points at which the recourse function is identi�ed as being �more

nonlinear� or possibly with nondi�erentiable points. A similar idea is applied in

INFANGER (1992) for two-stage problems and later extended in DANTZIG and

INFANGER (1993) to multi-stage problems, where a discrete set (universe) of sce-

narios is considered for each stage t, but only a sample of scenarios is solved in the

backward pass, which are dynamically chosen by applying importance sampling.

The same idea is applied in DEMPSTER (2006) to dynamically update the scenario

tree of a multistage problem solved by multistage Benders decomposition, based on

the assessment of the Expected Value of Perfect Information (EVPI) at each node.

Sequential sampling procedures in the context of SAA approximations of stochastic

programs started to be more extensively discussed in HOMEM-DE-MELLO (2003).

In BAYRAKSAN and MORTON (2011), sequential sampling has been proposed to

gradually increase the sample size within the above-mentioned A2RP replication

procedure for a two-stage problem, until the con�dence interval on the optimality

gap for the value of the continuous problem is reached. The work EMELOGU et al.

(2016) dynamically update the sample size using clustering techniques based on

t-tests on the optimal value of the solution.

PIERRE-LOUIS et al. (2011) apply the same idea of this thesis to re�ne the

scenario tree by partitioning the domain of the random variable and taking as rep-

resentative of each partition the expected value in that region. In that work, by

applying Jensen's inequality strict lower limits for the optimal solution of the con-

tinuous problem are obtained. However, our approach has two crucial di�erences in

comparison to that paper: (i) we do not resample scenarios based on information

on the current solution; and (ii) we apply this technique to a multistage problem

solved by SDDP, instead of a two-stage problem. Also, we do not progressively

increase the sample size, which would be very cumbersome in our context. Rather,

we resample scenarios in the backward pass to reach a lower bound as high as pos-

sible, but keeping a limited number of backward scenarios. Another paper that

applies similar ideas of this thesis is GLYNN and INFANGER (2013), which solves

a two-stage problem by the L-shaped method, resampling the set of N second stage

scenarios at every iteration. Cuts built for the �rst stage are accumulated over all

future iterations, and statistical lower and upper bounds for the optimal solution of

the continuous problem are obtained. The paper then increases the resampled sam-

ple size at each iteration, to obtain unconditional lower and upper bounds for the

optimal solution of the continuous problem. In another variant of that algorithm,

all scenarios already sampled so far remain in further iterations, and the paper also
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�nds statistical lower bounds to this case.

We consider that our approach combines and extends the ideas of the two last

papers above, as follows: (i) it generates �Jensen-friendly scenarios� (see De�nition

1 later) to obtain lower bounds for the recourse function of the continuous problem,

and performs an entire resample of backward scenarios at each SDDP iteration,

taking advantage of the theoretical results presented in this second paper to obtain

valid lower bounds; and (ii) it extends those two approaches to a multistage problem

solved by SDDP, which, with exception of few works (see section 1.4), to the best

of the authors' knowledge, has not been previously applied in the literature.

4.3 Sampling of SDDP scenarios with applications

to power generation planning

The traditional SDDP algorithm in PEREIRA and PINTO (1991) proposes the

use of a �xed number (200) of forward scenarios per SDDP iteration without resam-

pling, which was the o�cial setting used in the Brazilian system for nearly twenty

years (MACEIRA et al. (2018)) and was also applied in some works (BRANDI et al.

(2018)). After the work of PHILPOTT and GUAN (2008), resampling of forward

scenarios became the state-of-the-art approach, and was applied using a �xed num-

ber of forward iterations by di�erent authors (HELSETH and MO (2023); REBEN-

NACK (2016)). The use of only one (resampled) forward scenario was proposed

in PHILPOTT and GUAN (2008) and used by several authors (LOHNDORF and

SHAPIRO (2019); SHAPIRO et al. (2013); SOARES et al. (2017)). The use of an

increasing number of forward scenarios per iteration during the course of the SDDP

algorithm was proposed in DE MATOS et al. (2015), whose results are explored

in more details in DE MATOS et al. (2017). We note that all these strategies are

applied in the determination of forward scenarios, and use the same �xed set of back-

ward scenarios per stage during all iterations of the SDDP algorithm. Therefore,

these sampling strategies can be referred to as �tree traversing strategies�, rather

than (re)sampling strategies from the continuous distribution to have a more robust

representation of the continuous distribution function.

As mentioned in the introduction section, resampling of backward scenarios has

been proposed in SIDDIG and SONG (2022) but over an a priori de�ned set of back-

ward scenarios, with the aim of improving computational e�ciency. Even though

this gain in performance allows to increase the size of such a priori set of backward

scenarios, the need of a more robust representation of the continuous distribution

of the random variables is not tackled in that work. In order to model time depen-

dence on the random variables �, VAN ACKOOIJ and WARIN (2020) propose to
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partition the domain of the random variable �t�1 of time step t � 1 in L hypercubes.

Using a set of samples they obtain, by linear regression, a map that de�nes the set of

scenarios for the subproblems of time step t that should be solved in the backward

pass once the uncertainty in the forward pass in �t�1 falls in each hypercube. Then,

a di�erent recourse function is built for each time step t and each hypercube for �t�1 ,

and this is the reason why the term �conditional cut� is employed in that paper.

As also mentioned previously, FORCIER and LECLERE (2023) present the main

theoretical background for the approach presented in this thesis, by showing that,

once a partition of the domain of the random variables is considered and the cor-

responding probability and conditional expectations are computed for each element

of this partition, valid cuts can be constructed for the problem with a continu-

ous random distribution. However, to the best of the authors' knowledge, prior to

this work, an application of resampling itself on backward scenarios for the SDDP

strategy, as proposed in this thesis, had not been proposed in the literature. The

approach proposed in this thesis is presented in CRUZ et al. (2026).

4.4 Concluding remarks

As discussed in Section 4.3, traditional SDDP applications rely on a �xed set

of backward scenarios, e�ectively solving a static Sample Average Approximation

(SAA) of the continuous problem. If we instead dynamically resample the backward

tree at every iteration, the discrete problem constantly changes. This introduces a

major theoretical challenge: ensuring that the Benders cuts generated from a spe-

ci�c scenario tree remain valid lower approximations for subsequent iterations with

entirely di�erent trees. Therefore, the resampling process cannot be arbitrary; it

requires a structured quantization procedure to guarantee cut validity. Addressing

this exact challenge is the focus of Chapter 5, which proposes the Backward Re-

sampling SDDP approach based on the construction of "Jensen-friendly" scenario

trees.
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Chapter 5

Backward resampling SDDP

approach

In this chapter, we present the backward resampling SDDP approach proposed

in this thesis. Building upon the practical challenges discussed in Chapter 3 and the

SAA aspects reviewed in Chapter 4, the idea of resampling backward scenarios is

motivated by two main issues: (i) the impossibility of having a su�ciently accurate

representation of the vector of random variables with only a few backward scenarios

at each time step, which turns out to be necessary due to the computational burden

of increasing the number of backward scenarios Bt ; and (ii) the variability of the

results of typical SDDP applications when di�erent sets of backward scenarios of

the same size (and obtained by the same scenario reduction algorithm) are used,

di�ering only, for example, in the random seed used to initialize the algorithm.

Therefore, the main objective of the proposed approach is to enhance the SDDP

algorithm to explicitly take into account, during the course of the algorithm, the

continuous distribution of the random variables and to obtain a more robust op-

eration policy as compared to current approaches that use a �xed set of backward

scenarios.

We start by the following de�nition, which is used in the sequel.

De�nition 1 (Jensen-friendly backward scenario tree for stage t). Consider

a continuous random variable �t for stage t, as de�ned in the introduction section,

with probability density function f(� t ). A Jensen-friendly backward scenario tree for

stage t is a set of Bt scenarios that are constructed based on the quantization concept

(GRAY and NEUHOFF (1998)), i.e., is a set of backward scenarios obtained by the

following procedures:

1. Partition of the sample space. The sample space � t of the random variable

� t is partitioned in B t subsets f~� !
t ; ! = 1; : : : ; B tg, such that ~� !

t \ ~� j
t = ;,

8! 6= j, and � t =
S B t

!=1
~� !

t ;
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2. Centroid condition. The value � !
t of the random vector of each scenario !

is the centroid (barycentric) of the corresponding region~� !
t ; and

3. Probability assignment. The probability p !
t of each scenario is given by

R
�2 ~� !

t
f (� t ) d�.

In the next sections we discuss the algorithms proposed in this thesis to generate

JF backward scenario trees for each stage.

5.1 Generation of a �Jensen Friendly� (JF) back-

ward scenario tree - univariate case

A crucial requirement for application of the exact version of the proposed ap-

proach is to generate the above mentioned JF backward scenario trees. The consid-

eration of such tree ensures that the optimal value of the discrete problem is lower

than the optimal value of the continuous problem (see proof in section 5.4). A tree

of this type can be obtained by applying the vector quantization technique discussed

in GRAY and NEUHOFF (1998), which is an extension, to the multidimensional

case, of the quantization idea of dividing a quantity into a discrete number of small

cells, with a quantizer in each cell. One important application of this technique

is approximating the probability density function of a continuous random variable

by a �nite set of realizations. This idea has been applied to scenario generation in

GOODWIN et al. (2009), who show that optimal quantizers are obtained by tak-

ing centroids as the representative points in each cell, and by LOHNDORF (2016),

which derived a so-called �Voronoi cell sampling� scenario generation method that

has been applied to a Markovian-based SDDP solution strategy in LOHNDORF

and SHAPIRO (2019). Markov SDDP based on quantization was also proposed

in ’MÍD and KOZMÍK (2024), where, for each stage, a recourse function for each

region derived in the quantization process is constructed.

We note that the two last works above applied optimal vector quantization for

scenario reduction with focus on building a more appropriate a priori SAA approx-

imation of the original stochastic program, which consists of a continuous random

variable or a scenario tree with a very large number of scenarios. Then such tree

can be applied to solve the problem by the classic or Markovian-based SDDP meth-

ods. By contrast, we apply the vector quantization idea in the context of generating

backward resampled scenarios in each iteration of the SDDP algorithm. Backward

scenarios are di�erent over iterations because in our method, as explained next, in-

stead of �nding optimal quantizers - i.e., the optimal set of cells and corresponding

centroids - we compute the centroids of randomly generated cells. Therefore, we
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can state that our approach performs a vector quantization-based scenario reduc-

tion technique to �nd the scenario tree of the SAA problem in each SDDP iteration,

with two purposes: (i) to ensure (in the exact version of our method) that we obtain

a lower approximation of the recourse function ' of the problem with continuous

random variables; (ii) to reduce the variability of the solution to the seed that is

used to �nd the SAA approximation of the problem, as compared to the traditional

SDDP approach with �xed backward scenarios.

Consider a one-dimensional random variable for each stage. The method pro-

posed in this work to generate a JF backward scenario tree with Bt scenarios is sum-

marized in Algorithm 1, with N := B t and � := � t . It generates, for i = 1; : : : ; Bt ,

the regions Ri := � t
i , centroids �i := � i

t and corresponding probabilities pi := p i
t .

The proof that this algorithm indeed generates a JF set of scenarios is presented in

Appendix A.

This procedure, which is independently applied for each time step t and backward

pass of the SDDP approach, is illustrated in Figure 5.1 to generate 6 scenarios for

a one-dimension random variable.

Figure 5.1: Jensen friendly partition of the domain of a random variable in six
scenarios - uniform distribution.

In our experiments, we applied this procedure for the univariate case only in the

tutorial system (section 6.1) and the small-scale cascaded system (section 6.2). In

the later case, we considered perfectly correlated random variables, which allowed

us to obtain components for each region based on a single draw of random numbers.
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Algorithm 1 Obtain Jensen-friendly scenarios for a univariate continuous random
variable.

Input: - a random variable � with cumulative distribution function

F (�);

- the size of the partition N;

- a very small probability tolerance 0 < �p < 1

Output: for i = 1; : : : ; N:

- the regions (cells) Ri ;

- centroids �i ;

- corresponding probabilities pi .

1: Intrinsic bounds. Suppose the random variable has lower and upper bounds

� and �, respectively. In this case, set initial and �nal probabilities pini = 0 and

pend = 1, respectively.

2: Compute bounds. If � is unbounded from below and/or from above,

compute initial (pini = � p) and �nal (p end = 1 � � p) probabilities, as well as

bounds � = F �1 (pini ) and � = F �1 (pend) for the random variable.

3: Draw random probabilities. Draw N � 1 random probabilities in interval

[pini ; pend] with any algorithm that generates values of an uniform distribution

in such interval.

4: Eliminate ties. Since the probabilities consist of real values, there should not

be a �tie� of two equal values. However, in practice, in the case there are pairs

of probabilities whose di�erence is lower than �p, replace the higher value in

each pair by a new draw.

5: Repeat step 4 until there are no more ties.

6: Sorting probabilities. Sort the vector r of probabilities in ascending order,

obtaining an ordered set of jNj + 1 values fr0 = p ini ; r1; : : : ; rN�1 ; rN = p endg,

where ri < r i+1 , 8i 2 f0; : : : ; Ng. This is the set of (cumulative) probability

values that will de�ne the partition.

7: Compute Regions (cells). Each region fR i ; 1 � i � Ng in the partition is

the interval R i := [F �1 (r i�1 ); F �1 (r i )].

8: Compute centroids. Choose as representative scenario �i for each region i

its Probability Mass Centroid, i.e., � i = E f�j�2R i g[�] (Conditional Expectation).

9: Compute probabilities. The probability p i of each scenario is the normalized

integral of the probability density function of � in its respective region Ri :

pi =
r i � r i�1

jpend � p ini j
:
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5.2 Generation of a JF backward scenario tree -

multivariate case

The same procedures can be individually performed for each dimension of an

M-dimensional random variable, if their components are independent. We then

generate a grid partition of the domain of the variable, where each element of the

grid is a region (cell) of the partition. The probability of each element of the grid

is the product of the marginal probabilities in the corresponding intervals of each

dimension, and each coordinate of the centroid of each cell is the centroid of the

interval in the corresponding component of the random vector. In this work, the

random in�ow vector is considered as an example of an uncertain quantity. Its

dimensionality refers to the number of in�ow components. When the components

of the random vector are correlated or when the random vector is high-dimensional,

di�culties arise in constructing the Jensen-friendly representation. These di�culties

are addressed as described below:

ˆ when the components of the random variables are correlated, computing the

probability in each cell of the grid is di�cult, since it does not correspond to the

product of the probabilities of the corresponding intervals in each dimension.

We tackled this di�culty by computing the Cholesky factor of the covariance

matrix of the random vector, which is applied to the vector of independent

N (0; 1) random variables related to each component; and

ˆ even if we consider a small number (e.g. 4) of intervals in each dimension,

when the number of components of the random variable increases, it becomes

impractical to consider all individual cells arising from the combination of in-

tervals, and we can not simply use a �sample� of the total number of cells. We

addressed this di�culty through a dimensionality reduction procedure in the

random vector of water in�ows. First, we apply M independent quantization

processes to obtain N values for each component of the vector of aggregate

in�ows for the reservoirs in each system area (see the formulation of the prob-

lem in section 2); second, we combine the N values for all components, thus

obtaining N M scenarios; third, we apply the Cholesky factorization described

in the previous paragraph to induce correlations across system areas for each

scenario; �nally, we employ the average and standard deviation values (for the

calendar month related to each stage) of the in�ow of each reservoir to the

random noise of its corresponding system area to obtain the �nal in�ows.

Algorithm 2 formally describes the generation of Jensen-Friendly scenarios for

this multivariate case, which is applied to the large-scale Brazilian system (section
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6.3). Both the Cholesky factorization of the aggregate in�ows across system areas

and the average/standard deviation of the in�ows of each reservoir and month are

computed based on the historical record of past in�ows of the Brazilian system,

spanning the period from 1931 to 2024. The linearity of these two procedures ensures

the preservation of the JF-property in the reconstruction of the in�ow scenarios,

which is a requirement of our proposed approach. The proof that the algorithm for

the multivariate case also generates a JF set of scenarios is presented in Appendix B.

Since reconstructed in�ows may assume negative values, in the numerical analyses a

truncation-at-zero procedure is consistently applied to the backward scenarios both

the traditional and proposed SDDP approaches. We note that this procedure can

slightly a�ect the JF property of the generated scenario, but could be avoided by

properly addressing negative in�ows in the problem formulation with the use of slack

variables in the hydro balance equations.
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Algorithm 2 Obtain Jensen-friendly scenarios for a high-dimensional random vector

Input: - an M-dimensional random vector �;

- a partition size N for each component;

- a small probability tolerance 0 < �p < 1;

- a mapping from the original components to a reduced space of

dimension M0.

Output: - scenarios � (!) 2 RM ;

- probabilities p(!) , ! = 1; : : : ; N M 0
.

1: Dimensionality reduction. Construct a reduced random vector � 2 R M 0
,

where each component �j represents a subset of components of �.

2: Standardization. Assume � j � N (0; 1), 8j = 1; : : : ; M 0.

3: Independent quantization. For each component j = 1; : : : ; M 0, apply

Algorithm 1 to obtain: f� (i)
j ; pij g; i = 1; : : : ; N:

4: Scenario enumeration. Construct the set of all combinations:

~�
(!)

=
�

� (i 1 )
1 ; : : : ; � (i M 0)

M 0

�
;

for all index tuples ! = (i 1; : : : ; iM 0) 2 f1; : : : ; Ng M 0
.

5: Probability assignment. Assign to each scenario ! the probability:

p(!) =
M 0Y

j=1

pi j j :

6: Induce correlation. Let L be the Cholesky factor of the covariance matrix of

�. For each scenario !, compute:

�̂
(!)

= L ~�
(!)

:

7: Reconstruction in the original space. For each component k = 1; : : : ; M,

�nd the associated reduced component j and compute:

� (!)
k = � k + � k �̂ (!)

j :

5.3 Backward-resampling SDDP algorithm

We now describe the proposed backward-resampling SDDP algorithm, hereafter

referred to as SDDPBR . It follows the same guidelines as the standard SDDP

algorithm proposed by PEREIRA and PINTO (1991) and its variants reviewed in
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Section 1.1, with the distinguishing feature that the backward scenarios for each

stage t are resampled at every iteration of the algorithm.

5.3.1 Forward pass

The subproblem related to a speci�c forward scenario s of stage t, in the forward

pass at a given iteration k of the SDDP algorithm is formulated as follows:

Z fwd
t;s

(k)
(x̂ (k)

t�1;s ; �
! (k)

s;t ;(k)
t ) = min

x t
ct (x t ) + ~' BR

JF
(k)
t+1 (x t ) (5.1)

s.t gt (x t ) = b t (x̂
(k)
t�1;s ; �

! (k)
s;t ;(k)

t )

x t 2 X t ;

where x̂t�1;s is the value of the state variable for this subproblem, which for t > 1 is

the solution of the forward subproblem for the previous stage in the same forward

scenario s, and if t = 1 is known (x̂(k)
0;s := x 0); ! (k)

s;t is the index of the scenario that

was sampled from the backward scenario tree of stage t to compose the multistage

path related to multistage forward scenario s. It varies on each iteration since

we apply forward resampling, which is a necessary requirement for convergence of

the standard SDDP approach (PHILPOTT and GUAN (2008)). We note that an

additional superscript (k) is required to indicate �i;(k)
t as the ith scenario of the

resampled backward scenario tree of stage t at iteration k. Finally, ~'BR
JF

(k)
t is the

cutting plane model built until iteration k for the recourse function of stage t + 1.

The recourse function of each stage t, which is used in the subproblems of stage

t � 1, can be expressed as:

~' BR
JF

(k)
t = max

i=1;:::;CP t
f� 0i;t + � x

T
i;t x t�1 g; (5.2)

where CPt is the number of cutting planes built so far to approximate the recourse

function for stage t, and each cutting plane i has independent term �0i;t and coe�-

cients � x i;t for the components of the state vector xt�1 .

Subproblem (5.1) is solved sequentially from t = 1 to t = T , and independently

for each of the S forward scenarios.

5.3.2 Backward pass and construction of Benders cuts

In the backward pass, the stages are processed sequentially in reverse chrono-

logical order, starting from the last stage of the planning horizon and proceeding

backward to the �rst stage. After solving all backward subproblems associated with
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a given stage, the corresponding Benders cuts are immediately incorporated into the

approximation of the recourse function of that stage. Consequently, when solving

the subproblems of stage t, the approximation of the recourse function of stage t+1

already includes the Benders cuts generated for stage t + 1 earlier in the current

backward pass. For each stage t, all subproblems related to the backward scenario

tree of each stage t must be solved, for each forward scenario s, using the same value

of the state variable x̂(k)
t�1;s obtained in the corresponding forward scenario during

the forward pass, at iteration k. The formulation of each of the Bt subproblems of

the backward pass for scenario s of stage t is as follows:

Z bwd
t;s;!

(k)
(x̂ (k)

t�1;s ; � !;(k)
t ) = min

x t
ct (x t ) + ~' BR

JF
(k)
t+1 (x t ) (5.3)

s.t gt (x t ) = b t (x̂
(k)
t�1;s ; � !;(k)

t ) ! = 1; : : : ; B t

x t 2 X t :

The computation of Benders cuts during the backward pass follows the standard

procedure of the SDDP method. Suppose the subproblems of each backward scenario

! with (resampled) probabilities p !;(k)
t and values �!;(k)

t of the random vector are

solved for a forward scenario s of time step t at SDDP iteration k with a value x̂(k)
t�1;s

of the state vector. Based on the optimal value Zbwd
t;s;!

(k) and Lagrange multipliers

� bwd(k)

t;s;! of the optimal solution of each of the ! = 1; : : : ; Bt subproblems, the Benders

cut that should be added to the cutting plane model ~'BR
JF t (x t�1 ) that approximates

the recourse function of stage t is built in the same way as in the �xed backward

scenarios approach, and corresponds to the following inequality:

~' BR
JF t (x t�1 ) � Z

(k)
t;s + �

(k)
t;s

T
(x t�1 � x̂ (k)

t�1 ); (5.4)

where Z
(k)
t;s =

P B t
!=1 p!;(k)

t Z bwd(k)

t;s;! and �
(k)
t;s =

P B t
!=1 p!;(k)

t � bwd(k)

t;s;! , which yields coe�-

cients � 0i;t := Z
(k)
t;s � �

(k)
t;s

T
x̂ (k)

t�1;s and � x i;t := �
(k)
t;s for the new cut i.

5.3.3 Computation of bounds and Stopping Criterion

The strict lower bound ZL for the optimal value of the overall problem is given

by the optimal value of the subproblem related to the �rst stage, in the forward pass

of the SDDP algorithm:

ZL = Z fwd
1;1

(k)
; (5.5)
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where we note that the subproblems for all forward scenarios s are the same for

t = 1.

The upper bound, in principle, is the cost of any feasible solution of the overall

problem. However, since we are not able to visit all nodes of the multistage scenario

tree in the forward pass, we cannot compute a strict upper bound. Nevertheless, it

is possible to evaluate the average operation cost̂Z (k) and the standard deviation

� (k)
Ẑ

of this estimate at each SDDP iteration k by simulating the cutting plane model

built so far for all stages in a set of S0 out-of-the-sample paths of the multistage tree,

and applying the following well known expressions:

Z (k)
s0 =

TX

t=1

ct (x̂ t;s0); Ẑ (k) =
S0X

s0=1

Z (k)
s =S0 (5.6)

� (k)
Z =

vu
u
t

S0X

s0=1

(Z (k)
s0 � Ẑ (k) )2=S0; � (k)

Ẑ
= � (k)

Z =
p

S0 (5.7)

Based on the assessment presented in SHAPIRO (2011), it is known that con-

sidering Ẑ (k) as an estimate of the upper bound ZU and applying the statistical

stopping criterion proposed in PEREIRA and PINTO (1991) for the SDDP method,

which is based on the lower bound falling into the 95% con�dence interval of the

upper bound, is very fragile and may accept poor operation policies. By contrast,

HOMEM-DE MELLO et al. (2011) pointed out that more reliable stopping criteria

may be too conservative. In the introduction section we mentioned some stopping

criteria that have been considered in the literature. Actually, it is very di�cult to

hope that, in very large scale problems, the SDDP method will achieve theoretical

convergence in the CPU time that is available in practical applications. Currently,

a combination of achieving stability of the lower bound over consecutive SDDP iter-

ations, as well as performing a minimum/maximum number of iterations is applied

for the o�cial long term planning model used in Brazil (MACEIRA et al. (2018)),

and in principle this is the criterion of choice for our algorithm. However, based on

the fact that we are interested in comparing the performance of our method with

the standard SDDP approach, in our numerical experiments we have used a �xed

number of SDDP iterations.

The steps of the proposed backward resampling SDDP approach are presented

in Algorithm 3.
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Algorithm 3 Backward resampling SDDP algorithm with JF backward scenario trees

Input: - size B t of the backward scenario tree for each stage t;

- number S of forward passes per SDDP iteration;

- minimum (kmin ) and maximum (kmax ) number of SDDP iter-

ations;

- maximum number of iterations (kLB max ) for lower bound sta-

bilization;

- threshold �LB for the variation of the lower bound;

Output: - set of cutting plane models ~' BR
JF t for the recourse function of

each stage;

1: Initialization. k  0; Z L  0; ~' BR
JF t  ;; k LB  0; Stop  false.

2: while (Stop = false) do

3: Backward resampling. Generate B t backward scenarios, 8t = 1; : : : ; T , by

Algorithm 1 (univariate case) or Algorithm 2 (multivariate case);

4: Forward resampling. Sample forward scenarios

f! (k)
s;t ; s = 1; : : : ; S; t = 1; : : : ; Tg

5: Forward pass. for t = 1 ! T; s = 1; : : : ; S do

6: x̂(k)
t;s  argmin(5.1)

7: end for

8: Backward pass. for t = T ! 2; s = 1; : : : ; S do

9: solve all subproblems (5.3), compute new cut as in

(5.4) and update the model ~'BR
JF t

10: end for

11: Update lower bound. Z L old  Z L , compute ZfL by (5.5)

12: Test increase of lower bound. If (Z L � Z L old) < � LB

13: then k LB = k LB + 1

14: else kLB = 0

15: Stopping Test. if (k = k max ) or ((k LB = k LB max and k � k min ))

16: then Stop  true

17: k  k + 1

18: end while

5.4 Validity of Benders cuts

In this section we show that, when Jensen-friendly (JF) backward scenario trees

are applied at each stage t to construct the discrete problem (DP) de�ned in section

2.2.2, and the SDDP approach is applied to solve this problem, the Benders cuts built

for the cutting plane model ~'BR
JF t (x t ) of stage t are valid, i.e., always approximate the
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true recourse function ' t of the continuous problem (see section 2.2.1) from below.

First, we state the following Lemma.

Lemma 1. Suppose that the discretization of the random variable �t used in sub-

problems (5.3) is performed in such a way to derive a Jensen-friendly backward

scenario tree (see De�nition 1) as through Algorithm 1 or Algorithm 2. Consider h

a convex function of �t . Then, the average value of h over the backward scenarios

!, weighted by their corresponding probabilities, is lower than the expected value of

h with respect to the entire domain of the random variable �t .

Proof. By �rst applying Jensen's Inequality (PERLMAN (1974)) for the very simple

case where Bt = 1, � !=1
t = E[� t ], we have:

h(� 1
t ) � E[h(� t )]: (5.8)

We extend the above result for the case where we construct a JF backward

scenario tree with Bt > 1 scenarios. For each region f~� i
t ; i = 1; : : : ; B tg with centroid

� i
t described in De�nition 1, we have:

h(� i
t ) � E

� t 2 ~� i
t

[h(� t )]: (5.9)

By combining (5.8) and (5.9), and using the notation of De�nition 1, we obtain:

E
f!=1;:::;B t g

h(� !
t ) =

X

!=1;:::;B t

p!
t h(� !

t ) �
X

!=1;:::;B t

p!
t E

� t 2 ~� !
t

[h(� t )] = E[h(� t )]: (5.10)

Next, we apply Lemma 1 to show that, for the last stage T , the average of the

optimal values Zbwd(k)

T;s;! of the subproblems (5.3) for all scenarios ! is lower than the

optimal value of the continuous problem, in the case of a JF backward scenario tree,

as follows.

Proposition 1. Consider the backward subproblems (5.3) solved for a given forward

scenario s for the last stage T , in a given iteration of the SDDP method, for a

value x̂(k)
T �1;s of the state vector. Consider also problem (5.11), which is applied for

any value �̂ T in the domain of the continuous random variable �T (we note that

~' BR
JF

(k)
T +1 = 0):
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^' T (x̂ (k)
T �1;s ; �̂ T ) = min

xT
cT (xT ) (5.11)

s.t gT (xT ) = bT (x̂ (k)
T �1;s ; �̂ T ); �̂ T 2 � T

xT 2 X T :

Also, suppose that the discretization of the random variable �T used in subprob-

lems (5.3) is performed in such a way to derive a Jensen-friendly backward scenario

tree (see De�nition 1), as through Algorithm 1 or Algorithm 2. Then, the average of

the optimal values of the subproblems (5.3) for each backward scenario !, weighted

by their corresponding probabilities, is lower than the expected value of (5.11) with

respect to the entire domain of the random variable �T .

Proof. The expected value of subproblems (5.3) regarding the discretization of the

random variable �T in BT backward scenarios, for the value x̂(k)
T �1;s of the state vector,

is given by:

E
!

[Z bwd
T ;s;!

(k)
] =

X

!=1;:::;B T

p!
T Z bwd

T ;s;!
(k)

:

The proof is obtained by applying Lemma 1 with h corresponding to the value

function ^' T in (5.11). This function is known to be convex, since (5.11) is a convex

problem. We note that this problem is equivalent to (5.3), with the only di�erence

that the �rst is related to a continuous random variable, while the second to the

problem with a discretized random variable.

The validity of the Benders cut built by stage T follows from the fact that,

if inequality (5.10) is valid for any value x̂(k)
T �1;s of the state variable for stage T ,

than all the cuts that are built using a JF backward scenario tree will be a lower

approximation of the true recourse function 'T .

In summary, Proposition 1 shows that, for a given JF backward scenario tree j

for stage T , the cuts that are built for the recourse function of stage T related to this

scenario tree are lower approximations of the exact recourse function 'T in (1.2),

when the continuous random variable is considered at stage T . However, we recall

that, at each SDDP iteration k, a di�erent (and also Jensen-friendly) backward

scenario tree j(k) is considered for stage T , whose cuts will still be valid. Therefore,

if we accumulate all the cuts built based on these di�erent backward scenario trees

in a single backward resampling recourse function, such function is still a lower

approximation of the real recourse function 'T .
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The previous result is valid so far for t = T , which is equivalent to showing that

is valid for a two stage problem. Now we shall extend to the multistage case, by the

next proposition.

Proposition 2. Consider the backward subproblems (5.3) solved for a given forward

scenario s at any stage t, in a given iteration of the SDDP method, for a value x̂(k)
t�1;s

of the state vector. Consider also problem (5.12), which is applied for any value�̂ t

of the continuous random variable �t :

^' t (x̂
(k)
t�1;s ; � t ) = min

xT
ct (x t ) + ~' BR

JF
(k)
t+1 (x t ) (5.12)

s.t gt (x t ) = b t (x̂
(k)
t�1;s ; �̂ t ); �̂ t 2 � t

xT 2 X t :

Also, suppose that the discretization of the random variable �t used in subprob-

lems (5.3) is performed in such a way to derive a Jensen-friendly backward scenario

tree (see De�nition 1), as through Algorithm 1or Algorithm 2. Then, the average of

the optimal values of the subproblems (5.3) for each backward scenario !, weighted

by their corresponding probabilities, is lower than the expected value of (5.12) with

respect the entire domain of the random variable �t .

Proof. The proof is similar to the one in Proposition (1), but now considering that

the convex function h mentioned in the proof of Lemma 1 corresponds now to the

value functions ^' t and Zbwd
t;s;!

(k) in (5.12) and (5.3), respectively, for a general stage t.

Both functions are also equivalent, with the only di�erence that the �rst is related

to the problem with a continuous random variable, while the second to the problem

with a discretized random variable. We note that in (5.12) we do not consider, in

the objective function, the real recourse function 't+1 for stage t + 1, but rather

the approximated one. However, it remains true that the average optimal value of

the discretized problem will be lower than the one of the continuous problem 't ,

since the �rst is already lower than the optimal value of subproblem (5.12), whose

objective value is lower than the one if we had used the real recourse function 't+1 .

Proposition 2 shows that, if we have a lower approximation of the recourse func-

tion of stage t + 1 (which is the function ~' BR
JF

(k)
t+1 ), and a Jensen-friendly backward

scenario tree is applied to stage t, then we produce valid cuts for the approximated

recourse function of stage t, i.e, cuts that provide a lower approximation of the re-

course function of stage t with continuous random variables. Moreover, these cuts

are valid for all di�erent JF backward scenario trees that could be considered in

di�erent SDDP iterations.
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Finally, by induction, we prove that the recourse functions for all stages are lower

approximations for the exact recourse functions with continuous random variables,

for all stages.

Figure 5.2 illustrates di�erent cutting plane models (colored lines) that are ob-

tained using di�erent JF backward scenario trees, to approximate from below the

recourse function of the problem with continuous random variables (in black). We

indicate in dashed lines di�erent Benders cuts that would be obtained for each pos-

sible tree, considering two di�erent values of the state variables x̂(1)
t�1 and x̂(2)

t�1 . We

note that a given backward scenario tree may provide a tighter approximation in a

portion of the domain of the state variables, but a looser approximation in another

portion. As the SDDP iterations evolve, the limiting recourse function is the upper

convex envelope of all piecewise-linear models ~'j that could be obtained if we take

into account all possible JF backward scenario trees (indexed by �j�) that could

be constructed with Bt scenarios each (there are in�nitely many of them). The

maximum of all these curves is expressed as follows:

~' BR
JF t

(x t�1 ) = max
j2
 B t

JF

~' t j (x t�1 ); (5.13)

where 
 B t
JF denotes the set of all possible JF backward scenario trees with Bt sce-

narios for stage t. The recourse function 'BR
JF t

in (5.13) corresponds to the max-min

recourse function discussed later in the nested formulation (5.14) of the stochas-

tic programming problem related to our backward resampling procedure, when JF

backward scenario trees of size Bt are considered. However, we note that this limit-

ing recourse function is not the �exact� recourse function 't of the CP problem with

a continuous random variable, de�ned in section 2.2.1, because of the limitation

of considering only a �nite number of scenarios in each JF backward scenario tree.

This result will become clearer in the numerical results, as for example in Figure 6.2,

where we can see that the recourse function with 2 backward scenarios per iterations

is not able to reach the shape of the recourse function with a larger (10) number of

backward scenarios.
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Figure 5.2: Lower approximations of the continuous recourse function for di�erent
possible sets of Bt JF scenarios.

5.5 Convergence

Epi-convergence of the SAA approximation for the two-stage case has been pre-

sented in BIRGE and WETS (1986) (Theorem 2.8) and ROBINSON and WETS

(1987) (Theorem 3.2) for problems with the following conditions: (i) a continuous

objective function in the random variables � for any �xed point x; (ii) locally Lip-

schitz objective functions in x with constant independent of �; (iii) problems with

complete recourse; and (iv) a feasible dual problem (i.e., bounded value for the pri-

mal problem) for the second-stage. Those conditions are satis�ed for the convex

stochastic linear program addressed in this thesis, in which the use of slack variables

ensure the ful�llment of conditions (iii) and (iv). In particular, convergence of a

two-stage SAA problem with complete recourse for the problem with a continuous

random variables as the number of scenarios increase, where scenarios are obtained

as conditional means in each element of a partition of the probability space of the

random variable, as proposed in this thesis, has been presented in LEPP (1990).

However, in our case we have two important aspects that should be taken into

account: we are considering a multistage problem; we are targeting to reach the

solution of the problem with the continuous distribution of the random variables

and, to this aim, we resample the backward scenario tree between iterations of the

SDDP approach, to better explore the domain of the random variables. A �rst

intuition regarding convergence of the algorithm relies on the convergence analysis

of the trajectory following algorithm proposed in FORCIER and LECLERE (2023)

for the case of non-�nitely supported distributions, to which our proposed approach

is somehow related, as discussed in section 1.4. More speci�cally, our backward re-

sampling algorithm satis�es the Assumptions 1 (well posed problem with an optimal

solution), 2 (stage-wise independent variables), 3 (boundedness of state variables),
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4 (tight and valid cuts and an L � Lipschitz recourse function) and 5 (relatively

complete recourse) of that paper. Moreover, our method computes valid cuts based

on the same quantization process and follows the same assumptions of Proposition 8

of FORCIER and LECLERE (2023). However, the remark below prevents us from

directly applying the same convergence results of that paper:

Remark 1. Due to the �nite number of scenarios Bt that is used in each backward

scenario tree of stage t, we cannot hope to converge to the solution of the �true�

problem CP, with continuous random variables.

This motivates us to better investigate to which problem the solution of our

backward resampling method converges to. In other words, it is important to un-

derstand the meaning, from the optimization point of view, of accumulating in the

same recourse function ~'BR
JF t

the cuts obtained in all SDDP iterations, which were

built with di�erent JF backward scenarios trees.

By construction, for each value of the state vector xt for stage t, we are taking

the maximum of the approximations obtained around di�erent values of x̂, with

di�erent backward scenario trees. Mathematically speaking, the problem we are

actually solving is formulated as follows:

min
x1

c1(x1) + max
~S22
 B 2

JF 2

E
� 22 ~S2

[' BR
JF 2(x1; � 2)]

s.t g1(x1) = b1 (5.14)

x1 2 X 1

in which, for t = 2; : : : ; T :

' BR
JF t (x t�1 ; � t ) = min

x t
ct (x t ) + max

~St+1 2

B t+1
JF t+1

E
� t+1 2 ~St+1

[' BR
JF t+1 (x t ; � t+1 )] (5.15)

s.t gt (x t ) = b t (x t�1 ; � t )

x t 2 X t

where ~St is the scenario tree of the discretized problem for stage t, which is one of

all possible scenario trees in the set 
B t
JF t

that could be considered. We recall that

' BR
JF T +1 = 0.

The formulation (5.14)-(5.15) resembles the �worst-case expectation SDDP al-

gorithm� of TEKAYA et al. (2013) (Algorithm 2), where uncertainty is divided in

two groups: uncertain parameters for system load, whose distribution in unknown

and one wants to be secure against all values in a given uncertainty set, and a ran-

dom vector of water in�ows for each stage, with a given probability distribution. In
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their method, non-dominated values of the uncertain parameters in the �rst group

are resampled in each SDDP iteration, while the backward scenario tree in the sec-

ond group is �xed over SDDP iterations. Despite the important di�erence that

resampling in our approach is performed on the entire set of random variables, the

uncertain parameters in the �rst group and the random vector in the second group

of TEKAYA et al. (2013) can be thought, respectively, as being all possible vector

quantization outputs and the centroids/masses of each vector quantization of our

approach. Therefore, in practical sense, we want to build a policy that minimizes the

expected operation cost taking into account the �worst-case backward scenario tree�,

or, equivalently, the worst case seed that can be considered to generate backward

scenarios.

However, since TEKAYA et al. (2013) does not provide a formal convergence

proof and, in view of the di�erences between the two approaches, a convergence

assessment of our approach is still required, as presented next, for two cases: (i) a

limited number of backward scenario trees with a �nite number of scenarios in each

tree; and (ii) an inde�nite number of samples with increasing number of samples in

each tree.

5.5.1 Limited number of backward scenario trees

First we derive the proof for a limited set of backward scenario trees, each one

satisfying the JF property, which are sampled with replacement over the iterations

of the SDDP algorithm. The general idea of the proof is as follows. Since a limited

number of backward scenario trees is considered, and each one has a �nite number

of scenarios, the number of cuts of the composite recourse function at each stage t

of problem (5.14)-(5.15) is �nite. Moreover since the backward scenario trees are

resampled with replacement and the forward passes in each iteration correspond to

sample paths from stages 1 to T of the corresponding multistage scenario tree in

the same iteration, we ensure that each sample path of each scenario tree will be

visited in�nitely many times. Then we apply the convergence arguments similar

to PHILPOTT and GUAN (2008), which is the particular case where there is only

one backward scenario tree for each stage. The formal developments are presented

below, where, for the sake of clarity, we introduce a simpler and di�erent notation

compared to the rest of the thesis.

Let M = f1; : : : ; Mg be a �nite set of di�erent multistage backward scenario

trees. Each tree m 2 M de�nes, for each stage t, a �nite set 
m
t of outcomes for

that stage, with corresponding probabilities.

De�ne ~QT +1 � 0 and, for t = T; : : : ; 2, the exact recourse function for each stage
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is de�ned as:
~Qt (x t�1 ) := max

m2M
Q(m)

t (x t�1 );

where

Q(m)
t (x t�1 ) = E � t 2
 m

t

2

6
6
6
4

min
x t

c>
t x t + ~Qt+1 (x t )

s.t. gt (x t ) = b t (x t�1 ; � t );

x t 2 X t

3

7
7
7
5

:

The optimization problem to be solved can be stated as follows:

min
x1

c>
1 x1 + ~Q2(x1)

s.t. g1(x1) = b1;

x1 2 X 1

(5.16)

In iteration k, a multistage backward scenario tree mk 2 M is sampled, and the

approximation Q̂k
t (x t�1 ) of the recourse function is written as:

Q̂k
t (x t�1 ) = max

j=1;:::;k
f� j

t � (� j
t )> x t�1 g:

We note that, sinceQ̂k
t+1 is a lower bound approximation of the recourse function

~Qt+1 , we have:

Q̂k
t (x t�1 ) � Q (m k )

t (x t�1 ) � ~Qt (x t�1 );

De�nition 2 (Tree Sampling Property (TSP)). For each m 2 M, de�ne

Am := fk 2 N : m k = mg:

The sampling procedure satis�es TSP if

P
�
jA m j = 1

�
= 1; 8m 2 M:

Lemma 2 (Forward Sampling Property). Assume i.i.d. sampling with positive prob-

abilities and compact feasible sets. Then, for any forward scenario path !, there

exists a subsequence fkj g such that

xk j
t ! �x t (!); 8t:

Proof. Fix a scenario path !. Since each outcome has positive probability and

sampling is independent across iterations, the probability of sampling ! is strictly

positive. By de�ning the index set:

E ! := fk 2 N : the sampled scenario path at iteration k is !g;
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the events corresponding to the indices in E! are independent and satisfy

1X

k=1

P(k 2 E ! ) = 1:

By the Borel�Cantelli lemma,

P
�
jE ! j = 1

�
= 1:

Thus, with probability 1, there exists an in�nite index set E! � N such that the

path sampled at the iterations indicated by E! is !. For each stage t, the sequence

fx k
t gk2E ! lies in a compact set. Therefore, there exists a subsequence fkj g � E !

such that:

xk j
t ! �x t (!); 8t;

where the vector �xt is an accumulation point of the sequence fxkt gk2E ! .

Lemma 3. (Finiteness of cuts). For each stage t, the set of possible cuts is �nite.

Proof. Each multistage backward scenario tree has a �nite number of paths (in our

problem,
Q T

t=1 B t ), and each subproblem yields �nitely many dual extreme points.

Since the number of trees is �nite, the total number of possible cuts is �nite.

Lemma 4. (Base case for the induction: tightness of the recourse function̂QT at

the end of stage T � 1 at the accumulating points). For any scenario path ! and

any subsequence fkj g such that xk j
T �1 ! �x T �1 (!), we have:

lim
j!1

Q̂k j
T (x k j

T �1 ) = ~QT (�x T �1 (!)):

Proof. By Lemma 2, there exists a subsequence fkj g along which xk j
T �1 ! �x T �1 (!).

Suppose that at iteration kj a given scenario tree mk j is sampled and a given state

xk j
T �1 is reached. Since the recourse function~QT +1 (xT ) at the end of stage T is

identically null (i.e., exact), the approximation of the recourse function obtained at

the current iteration (which is the maximum of all cuts built in previous iterations

with di�erent backward scenario trees for stage T ) is greater or equal the exact

recourse function Q
(m k j )

T related to this speci�c tree at the speci�c point xk j
T �1 :

Q̂k j
T (x k j

T �1 ) � Q
(m k j )

T (x k j
T �1 ):

In particular, this also occurs at the accumulation point �xT �1 (!):

Q̂k j
T (�x T �1 (!)) � Q

(m k j )

T (�x T �1 (!)):
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Let m � be one scenario tree such that:

Q(m�)
T (�x T �1 ) = ~QT (�x T �1 );

By applying the TSP de�nition, the cardinality of the set

Am � := fk 2 N : m k = m � g

is in�nite with probability 1.

Since both events related to E! and Am � occur in�nitely often with probability

1, their intersection results in an in�nite subsequence where cuts corresponding to

supporting hyperplanes are generated at points arbitrarily close to �xT �1 (!). Since

by Lemma 3 the number of cuts is �nite, we have:

lim sup
j!1

Q̂k j
T (x k j

T �1 ) = Q (m � )
T (�x T �1 ) = ~QT (�x T �1 (!)):

We emphasize that we do not guarantee that, at each point xT �1 , an exact

approximation ~QT (xT �1 ) of the recourse function will be obtained. However, an

exact approximation will be obtained for each accumulation point �xT �1 (!), which

is crucial to ensure convergence of the method.

Lemma 5. (Inductive step). If the recourse function Q̂t+1 becomes tight at the

accumulating points reached at the end of stage t, then the recourse functionQ̂t also

becomes tight at the accumulating points reached at the end of stage t � 1.

Proof. Fix ! and a subsequence fkj g such that xk j
t�1 ! �x t�1 (!). Then, due to

compactness, there exists a further subsequence such that xk j
t ! �x t (!).

By induction,

Q̂k j
t+1 (x k j

t ) ! ~Qt+1 (�x t (!))

and the recourse function is exact at the points reached when solving the problem

of stage t for the path ! and the limiting state �x t�1 . As a result, the approximation

for the recourse function for stage t � 1 will also be exact at this point, for a given

scenario tree m� .

There exists a scenario tree m� corresponding to the maximum value at the state

(�x t�1 ) among the approximations for all di�erent scenario trees, i.e.:

lim sup
j!1

Q̂k j
t (x k j

t�1 ) = Q (m � )
t (�x t�1 ):

By TSP, the set fk : mk = m � g is in�nite with probability 1, and by Lemma

2, there exists a subsequence kj along which xk j
t�1 ! �x t�1 (!). Thus, there exists a
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further subsequence whose cuts corresponding to supporting hyperplanes of Q(m � )
t

are generated arbitrarily close to �xt�1 (!). Then,

lim sup
j!1

Q̂k j
t (x k j

t�1 ) = ~Qt (�x t�1 (!)):

Theorem 1. (Convergence of the backward resampling approach for the �nite case)

Under the stated assumptions, the algorithm converges with probability 1 to an op-

timal solution of (5.16)

Proof. Backward induction using Lemmas 4 and 5.

5.5.2 Inde�nite number of backward scenario trees

For the convergence to the �true� solution of the continuous problem in the

traditional case where a �xed backward scenario tree is used, it is necessary to

increase the number of backward scenarios Bt , and theoretical convergence would

only be achieved when Bt ! 1. In our proposed approach convergence would also

be achieved in the limiting case where Bt ! 1, since the traditional approach is a

particular case of our approach, where the number of backward scenario trees is 1.

However, in practical terms, our backward resampling approach provides a faster

convergence speed with regard to the increase of Bt , as shown in the numerical exper-

iments, where our approach yields higher lower bounds over iterations as compared

to the traditional SDDP with �xed backward scenarios. If an optimality tolerance �

is de�ned for an optimal solution, one can apply a procedure to dynamically increase

the size of the backward scenario tree over SDDP iterations, as applied in BAYRAK-

SAN and MORTON (2011) for two stage problems, and/or re�ne the partition of

the random variable, as in PIERRE-LOUIS et al. (2011).

5.6 Discussion on the additional computational

burden

The additional computational burden of the proposed approach relies only on

the e�ort to resample backward scenarios in each iteration of the SDDP algorithm.

However, since this procedure can be done in parallel during the current forward or

backward passes (which are performed by other processors), the additional CPU time

turns out to be very small. As for the CPU time to solve each subproblem, the only

disadvantage we might think as compared to the �xed backward scenarios approach

is not being able to use the optimal basis in the last solution of the subproblem for
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a given backward scenario (at the same iteration, in other forward scenario, or in

previous iterations). Anyway, since forward resampling is already employed when

applying the SDDP procedure, the subproblem for the same backward scenario may

signi�cantly di�er in a forward pass from one iteration to another, and the use of

the optimal basis of the previous solution as a warm start may not be of great value.
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Chapter 6

Numerical experiments

All numerical experiments presented in this chapter were performed using the

NEWAVE model with the proposed backward-resampling SDDP implementation.

The di�erent case studies vary only in their size and con�guration, allowing the pro-

posed methodology to be evaluated under progressively more realistic hydrothermal

planning conditions while preserving the same computational framework employed

in operational planning studies with NEWAVE model. The performance of the

proposed backward-resampling SDDP algorithm is assessed through three con�gu-

rations: a very small tutorial system, with a single hydro plant and 3 stages (section

6.1), a small instance of the hydrothermal problem, with 7 plants in cascade and a 1-

year time horizon with monthly periods (section 6.2), and a real large scale instance

for the power generation planning of the Brazilian system, which has 12 stages and

162 hydro plants (section 6.3). Our analysis focuses on the following aspects:

ˆ The convergence speed of the algorithm, using as main metric the increase rate

of the lower bound estimation along SDDP iterations;

ˆ The quality of the policy, which is simulated through a set of out-of-the sam-

ple scenarios, sampled from the real continuous distribution of the random

variables; and

ˆ The robustness of the results, related to the seed that is used to generate the

backward scenarios.

6.1 Tutorial system

This system consists of a single hydro plant (Sobradinho) and 10 thermal plants,

with a 3-stage planning horizon, in monthly time steps. We considered a uniform

distribution for water in�ows and considered Jensen-Friendly sets of backward sce-

narios, as shown in Figure 5.1. We note that more realistic distributions (e.g. log-
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normal, gamma) of water in�ows could be used, with only the expense of a more

di�cult computation of the probability for each scenario. Additionally, due to the

very short time horizon, all paths in the multistage scenario are explored during

the forward step of the algorithm. The policy is assessed based on the average cost

derived from a �nal simulation using 500 scenarios.

Figure 6.1 shows the SDDP convergence (in the left) and simulation results (in

the right) of both the traditional (�xed set of backward scenarios) and the pro-

posed backward-resampling SDDP algorithm, for 6 di�erent seeds to generate the

backward scenarios, for the cases with 2, 3 and 5 backward scenarios, which are

the same over all SDDP iterations. As expected, in both methodologies the value

of the optimal solution of the optimization problem (which can be very accurately

approximated by the lower bound) increases with the number of backward scenarios,

and the simulation cost with the continuous distribution tends to reduce, since a

higher number of backward scenarios leads to a better policy. However, we can see

two clear advantages of the proposed approach: (i) while the traditional approach

presents highly �seed-dependent� results for the cases with 2 and 3 backward scenar-

ios, the proposed approach presents much more stable results in all cases; (ii) the

lower bound and costs of the optimal policies are clearly better with the proposed

approach, when we compare cases with similar CPU e�ort (number of backward sce-

narios). Also, the policy with only 2 backward scenarios in the proposed approach

even outperforms, in terms of average simulation results, the policy with 5 backward

scenarios in the traditional approach.

An important remark is that backward resampling does not eliminate the need

to increase the number of backward scenarios if one wants to obtain a better policy,

since the average results of the proposed approach with N1 backward scenarios are

better than the results with N2 backward scenarios, if N1 > N 2. An evidence of

this is shown in Figure 6.1, which plots the recourse functions at the end of the �rst

and second months with 2 backward scenarios for the traditional approach using

di�erent seeds (gray lines), and the proposed approach with 2 and 10 backward

scenarios (black and blue lines, respectively). Besides con�rming the superiority of

the proposed approach, we see that using only two scenarios does not yield the same

quality as 10 scenarios, even with backward resampling.

Additionally, to highlight the potential of backward scenario resampling, we show

that its bene�t is not exclusively due to the availability of a new set of information

regarding uncertainty at each iteration, but also to the �synergistic� gain resulting

from the combination of information from di�erent backward scenario trees. We

conducted an ad-hoc experiment where the resampled trees at each iteration are

selected exclusively from the set of 10 trees that were used in the runs of the tradi-

tional approach with di�erent seeds. Figure 6.3 shows that the lower bound of the
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Figure 6.1: SDDP convergence and simulation results with di�erent seeds - tutorial
case.

Figure 6.2: Recourse function for the �rst and second months after 200 SDDP
iterations - tutorial system.

backward resampling approach outperforms all lower bounds of the �xed backward

approach, even the one that resulted in the highest lower bound from all di�erent

seeds. The conceptual explanation of this fact is that each seed may provide a

better representation of a di�erent region of the recourse function, and backward

resampling allows taking advantage of the synergy among those seeds.

6.2 Small cascaded system

This system is composed by the San Francisco river basin of Brazil, with 7

cascaded hydro plants (Figure 6.4), and 8 thermal plants, over a 1 year horizon with

12 stages. A uniform distribution of in�ows was used and, to ensure the Jensen-

friendly property for the generated scenarios, we considered a perfect correlation of

in�ows. All runs were performed with 20 SDDP iterations, 200 forward scenarios per
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Figure 6.3: Illustration of the synergy among seeds of the backward-resampling
approach - tutorial system.

iteration (resampled according to the guidelines in PHILPOTT and GUAN (2008))

and a varying number of backward scenarios. The quality of the policy was assessed

by a simulation with a set of 1000 out-of-the sample scenarios.

Figure 6.4: Hydroelectric con�guration of the cascaded system.

Figure 6.5: SDDP convergence (left) and simulation results (right) with di�erent
seeds - small cascaded system.

The same type of results as in the tutorial case - SDDP convergence and simula-
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